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Abstract
Cloud computing, enabled by virtualization technologies, has rapidly become an
important computing paradigm. Economic reasons motivate customers such as companies or governments to use cloud computing and lease virtual machines from third
party infrastructure providers. However, by choosing the cloud computing model the
customers give up control over the servers on which their code executes and where
their data is stored. A compromised or malicious virtualization software layer on the
remote servers is the new threat we are worried about.
In this dissertation, we propose to leverage server hardware to help provide protections for the code and data executing inside a customer’s virtual machines on the
remote cloud servers. The high-level goal is to make code and data executing in
a remote virtual machine as secure as if it were executing inside a customer’s own
office on a dedicated server. By leveraging hardware, which is almost impossible to
modify after production, we can create hardware security architectures that protect
the virtual machines. In particular, this dissertation explores a threat that has not
been addressed by researchers before – that of an attacker with virtualization layer
privileges who can attempt to extract sensitive or confidential code or data from the
virtual machines. For example, constantly emerging vulnerabilities and exploits of
commercial virtualization software can be utilized by malicious virtual machines to
attack the rest of the system via the compromised virtualization layer.
The first new research direction that we present is our hypervisor-free virtualization, which is realized in the NoHype architecture. Hypervisor-free virtualization
takes a novel approach of removing the need for a virtualization layer during a virtual
machine’s runtime. This eliminates the attack surface from potentially malicious virtual machines to the virtualization layer. We thus significantly reduce the attackers’
means for gaining virtualization layer privileges that they could then use to compromise the rest of the system. The hypervisor-free virtualization can be realized on
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existing hardware, and we are able to support most of the functionality required for
today’s commodity virtual machines.
The second new research direction that we present is our hypervisor-secure virtualization, which is realized in the HyperWall architecture. The new hardware in HyperWall allows us to provide more functionality over the first approach. In particular,
the architecture supports having an active virtualization layer that can dynamically
manage server resources, such as memory allocation for the virtual machines. We
also present new hardware attestation mechanisms, called hardware trust evidence,
which can be used to help attest to the customer that the protections of their virtual
machines are correctly set and enforced.
The last part of this dissertation presents a new security verification methodology. Our methodology can be used to help increase confidence in the correctness
of hardware-software security architectures. Once the protections are realized in the
hardware, they are almost impossible to change and any security bugs would render
the system useless. Performing security verification, which is different from functional verification, can help find security bugs and facilitate committing designs to
hardware.
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Chapter 1
Introduction
Cloud computing, enabled by virtualization technologies, has ushered in an era where
customers are able to access on-demand resources, which can be rapidly scaled up
or down. Third party cloud providers maintain these computing resources and lease
them out to customers. Thanks to economies of scale and sharing of resources, the
providers are able to lease these resources to customers at favorable prices. Cloud
computing and this sharing of resources, however, introduces a number of concerns.
An important concern is the confidentiality and integrity of the customers’ code and
data. Before, the code and data executed on the customer’s local computers where
he or she had full control over the system. Once the computation is outsourced, the
customers lose control over the system software on the remote server. Moreover, the
resource sharing means that there are other customers running their code and data
on the same system. These other potentially malicious customers could be sources
of attacks that we need to protect against. This dissertation will present our work
on hardware-software security architectures for cloud servers which aim to provide
protections for a cloud customer’s code and data.
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1.1

IaaS Cloud Computing

Cloud computing can be broken down into three main models: IaaS, PaaS and SaaS
[18, 172]. These acronyms, and many others, are listed in Appendix A for easier
reference. IaaS is the Infrastructure-as-a-Service model where the cloud provider
provides the infrastructure (compute, network and storage facilities). In IaaS, the
cloud customers typically run their own virtual machines and hence have a choice of
what OS and applications they wish to use. PaaS is the Platform-as-a-Service model
where the cloud provider provides a computing platform with a pre-specified software
stack. The cloud customers typically run their applications on top of the PaaS and
hence do not need to worry about configuring the OS or the software stack. SaaS is the
Software-as-a-Service model where the cloud provider provides ready to use software
(e.g. accounting or business applications). The cloud customers do not even need to
install the applications as everything is pre-configured by the cloud provider. Our
focus is on the IaaS model and this dissertation will use the terminology associated
with the IaaS model. We focus on IaaS as the other types of cloud computing can
be built on top of IaaS. Our architectures are not limited to working only with IaaS
model as the PaaS and SaaS models can be built on top of IaaS and they can use our
security mechanisms presented in this dissertation.
In IaaS, the computing infrastructure is maintained by a third party provider. The
provider shares the resources among various cloud customers, who in turn use them
to deploy their own services. The providers run on each server a hypervisor that fully
manages the hardware resources of that server platform (including processor cores,
memory and devices). The hypervisor and the underlying hardware are used to
host multiple virtual machines (VMs) belonging to the different customers. For the
underlying hardware platform, providers run multi-core and multi-processor server
systems with shared memory. The resources can be allocated to the customers in
a fixed manner, e.g. a VM can have many of these cores assigned to it at startup.
2
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Alternatively, the resources can be allocated in a more dynamic manner at runtime,
e.g. multiple VMs can time-share a core or memory ballooning [173] can be used to
adjust memory allocation at runtime.

Figure 1.1: A hosted cloud computing infrastructure.

Figure 1.1 shows a typical IaaS cloud computing scenario. The cloud customers
purchase resources on demand (e.g. virtual machines, VMs) from the cloud provider
and deploy services on top of the cloud servers provided. A VM is an abstraction of a
stand-alone server, further described in Section 1.2.1. The end users access the cloud
customers’ services hosted on the cloud provider’s infrastructure. Cloud customers
choose to move to cloud computing as it can improve the flexibility of their own
infrastructures, whereby they can expand and contract their computing facilities on
demand as more or less users access them. It also provides financial benefits as the
cloud customers do not have to purchase the physical infrastructure up front, but only
lease resources when needed. Moreover, infrastructure providers, due to economies of
scale, are able to run the facilities more efficiently than individual customers could.
While there are many benefits to cloud computing, concerns over security are
stopping a number of different classes of customers (e.g. military, medical, etc.) from
fully adopting the cloud computing paradigm. Moving to the public cloud presents a
number of new challenges. The main threat is any attempt by one of the virtual machines to attack the virtualization layer. When the code and data are executing inside
3
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a virtual machine, the hypervisor layer is responsible for security and isolation of one
virtual machine from other virtual machines. Since mutually-distrusting customers
can run their virtual machines on the same physical server in IaaS-type scenarios,
there may be incentives for some to use their VM to attack the virtualization layer.
Once the virtualization layer is compromised (or otherwise malicious to begin with),
the security of the VMs cannot be guaranteed. Any bugs or vulnerabilities of the hypervisor code could be exploited by such malicious customer VMs. Many researchers
focus on securing the hypervisor or using it to protect the virtual machines, but they
depend on the fully trusted hypervisor for security of the system. Our work, on the
other hand, looks at how to design systems that protect a customers’ VMs from a
compromised or malicious hypervisor. This is a prominent challenge in public cloud
computing scenarios, where anybody can lease resources from the provider and it
is more likely that a commodity hypervisor becomes compromised (as exemplified
by numerous vulnerabilities and exploits). There are also private cloud computing
system, where the customers and the provider are same entity. This is very much
like today’s existing enterprise data centers within a company, and this dissertation
rather focuses on the public IaaS cloud systems.

1.2

Virtualization

The key technology enabling cloud computing is virtualization and the hypervisor is
the software layer that implements it. A number of security concerns we want to tackle
are due to the privilege level that the hypervisor has. If the hypervisor is attacked
and compromised, the attacker can use its privilege level to compromise the rest of
the system. Consequently, we first provide some background on the organization
of a modern computer system, privilege levels associated with the different software
layers, and memory addressing.
4
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1.2.1

Hypervisor and Virtual Machines

In the context of this dissertation, virtualization is concerned with the creation of
virtual machines (VMs) that behave like a stand-alone system with their own operating systems (OSes) and applications. Virtualization technology allows the creation
of this abstraction by breaking the tie between physical and virtual machines. Moreover, virtualization allows for multiple OSes and their applications to share the same
hardware. Figure 1.2 shows conceptually how an OS and its applications originally
running on dedicated hardware, can be placed in a virtual machine and share the
same physical system as other virtual machines.

Figure 1.2: Hoisting OS and Applications into a Virtual Machine.

The key difference between the left and right side of the Figure 1.2 is the presence
of the hypervisor layer, also called the virtual machine monitor (VMM). Conceptually, the hypervisor is the lowest software layer that is responsible for creating and
maintaining the abstraction of virtual machines. It manages the processor cores,
memory, input and output (I/O) devices, networking, etc. There are different hypervisor designs generally described as Type-1 and Type-2, which we further discuss
below.

1.2.2

Types of Hypervisors

There are different ways of implementing hypervisors. Virtualization can be done
purely in software; this is achieved through the emulation of various hardware com5
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Figure 1.3: Sample Type-1 hypervisor: Xen

ponents, especially I/O devices. Many emulators exist today, such as QEMU [137],
that use dynamic binary translation to modify the code of the virtual machines as it
executes, to reach I/O devices. As a result, the virtual machine does not realize it
is running inside a virtualized environment. Para-virtualization is also important. In
para-virtualization, the OS (and potentially the applications) inside the VM is modified so that it can communicate with the virtualization layer, i.e. the hypervisor,
to perform various tasks such as I/O and sending network packets. Since the OS
is aware that it is running inside a virtualized environment, the hypervisor does not
have to do as much emulation leading to possible performance improvements. Finally,
hardware assisted virtualization is possible, whereby the hardware is specifically modified to help create the abstraction of virtualized environments. Such virtualization
hardware already exits in many commodity systems available today. With hardware assisted virtualization, the OSes need not be aware that they are running inside
VMs (similarly to when running on binary translation). Three important additions
that hardware virtualization extensions have provided are: the creation of the extra
privileged hypervisor layer, which is more privileged than OSes and can control the
hardware platform; the creation of two layers of page tables used for memory address
translation, whereby the OS controls virtual to guest physical memory translation
and the hypervisor controls guest physical to host physical memory translation; and
an array of hardware extensions for virtualizing I/O devices.
6
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The different forms of virtualization can be further broken down into two types.
Type-1 is a hypervisor that runs directly on the hardware (and may have a management virtual machine running on top of the hypervisor). Type-2 is a hypervisor that
runs inside a host OS. These different arrangements are exemplified in two popular
open-source hypervisors, Xen and KVM.
Xen [30] is a very well-known Type-1 (or bare metal) hypervisor. As shown in
Figure 1.3, Xen runs directly on top of the hardware and manages all of the host’s
resources on its own. It also has a privileged VM named Dom0, which carries out
all of the VM management actions (e.g. start, stop and migrate guest VMs). The
Dom0 VM is a specially tailored Linux kernel that is used to perform management
functions and can invoke the hypervisor, whereas other guest VMs cannot control
the hypervisor. The guest VMs usually run in hardware virtualization mode (HVM
mode), which emulates the entire system (i.e. BIOS, HDD, CPU, NIC) and does not
require any modifications to its guest OS. In addition to basic administrative tasks,
Dom0 exposes the emulated devices to the guests by connecting a QEMU instance
to each guest VM. Whenever possible, hardware support for virtualization is used.
But QEMU is leveraged to emulate any devices required by the virtual machine but
not physically present on the system, or for which hardware virtualization is not
supported.

Figure 1.4: Sample Type-2 hypervisor: KVM
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KVM [111] is a newer hypervisor, which is a Type-2 (or hosted) hypervisor, meaning that the hypervisor itself runs as a module inside a host OS. Adoption of KVM
has spiked since it was made part of the main Linux kernel branch starting from
version 2.6.20, and it became the main virtualization package in Ubuntu, Fedora, and
other mainstream Linux operating systems. From Figure 1.4, one can identify many
differences when compared to Xen. Each guest VM runs as a separate user process
and has a corresponding QEMU device emulation instance running with it.
This dissertation focuses on Type-1, or bare metal hypervisors. Furthermore, we
focus on systems with hardware support for virtualization.

1.2.3

Privilege Levels

The hypervisor layer is the most privileged software layer in the system. Typically,
hierarchical protections in a computer system have been described in terms of “rings”.
Figure 1.5 shows how the different rings and privilege levels map to each other. Before
hypervisors came around, there were typically four rings, 0 to 3. Ring 3 is for the least
privileged software and software applications run in this ring. Rings 2 and 1 were
more privileged levels used for middleware. Ring 0 is for the most privileged software
layer, which was the operating system (OS). After introduction of hypervisors, a new
more privileged level was introduced and it was designated as ring -1. The lower the
ring number, the more privileged the software layer is. This can also be remembered
as: the lower the software layer, the more layers are above it that it can control, hence
it is more privileged. In particular, the hypervisor at privilege level -1 can access any
memory location of software in higher-numbered privilege levels about it, hence it
can easily breach the confidentiality and integrity of a VM.

8
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Figure 1.5: Privilege levels and protection rings.

1.2.4

Memory Addressing

Virtualization requires that memory can be allocated to the different VMs, while the
hypervisor is in control of the actual machine memory (DRAM). To support this,
there are usually two layers of addressing. Virtual addresses are used by applications,
and operating systems map virtual addresses to physical (also called guest physical)
addresses. When running inside a VM, guest operating system is under the illusion
that its allocated physical memory is all the memory that is in the system. Meanwhile, the hypervisor has a second mapping from guest physical memory addresses
to machine memory address (i.e. the actual DRAM). Through this means, the hypervisor is able to allocated to each VM some guest physical memory, while it is in
control of the actual machine memory.
The memory translation is performed through page tables, and memory is allocated at the granularity of pages (usually 4KB or 2MB is size). The virtual to physical
memory translation is one set of page tables, while physical to machine memory is a
second set of page tables. All modern processors support the two layer page tables.
Inte’s extended page table [11], AMD’s Rapid Virtualization Indexing (previously
called Nested Page Tables) [28], and ARM’s Virtualization Extensions [2].
Before there was architectural support for two layer page tables, shadow page
table method was used. With shadow page tables, there is only one active set of
memory mappings. The guest OS still maintains its mapping, but the hypervisor
has a shadow mapping and substitutes the appropriate machine page addresses for
9
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Figure 1.6: Comparison of memory address translation schemes.

the physical page addresses that the OS specified. Internally, the hypervisor has
a data structure mapping physical to machine addresses, but that is not used by
the hardware and the format is hypervisor specific. Our work builds on modern
architectures which use the two layer page tables. The main motivation for use of the
two layer page tables is that they can improve application performance by more than
40% [11, 28], compared to using shadow page tables. Figure 1.6 shows a comparison
of the different memory translation schemes.

1.3

New Threats in Cloud Computing

When moving to an IaaS-type scenario, which we will also call a hosted infrastructure,
the use of a virtualization layer and the attacker attaining hypervisor privileges can
become a source of possible attacks on virtual machines. Although the hypervisors are
well designed, their large, and growing, codebase size is an issue. For example, a type1 hypervisor such as Xen includes the hypervisor kernel and a full blown operating
system (OS) in the management domain with many device drivers, which form a very
10
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large trusted computing base (TCB). It is currently very difficult, if not impossible,
to verify such a hypervisor. This is exemplified by the number of vulnerabilities and
bugs present in commodity virtualization software, described further below.
Also, in a public IaaS-type setting, different customers are leasing resources from
the same infrastructure provider. Competing or adversarial customers may have an
incentive to launch attacks on the hypervisor to compromise it, and use its privilege
level to gather information about their competitors’ data and code. This can be done
by exploiting the bugs or vulnerabilities in commercial hypervisors. With the large
TCB formed by the virtualization layer, it may be enough to find just one such bug
or vulnerability to gain hypervisor-level privileges. By contrast, this is less likely in
private computing facilities where all the virtual machines and the hypervisor belong
to the same entity. Even if there are bugs or vulnerabilities, the owner would rarely,
if ever, attempt to attack himself or herself. In a public infrastructure, however, the
attacker who has gained the all-powerful hypervisor-level privileges is free to explore
any of the virtual machines running on the system. Such attacks may put in danger
the confidentiality and integrity of a customer’s code and data. It is this threat that
we investigate in this dissertation.

1.3.1

Hypervisor Vulnerabilities

Today, all the above types of virtualization require a software layer, namely the
hypervisor, to control the virtual machine, regardless of whether or not it has the
help of hardware. Unfortunately, the majority of software, if not all, contains bugs
or vulnerabilities and many of today’s security problems with virtualization solutions
occur because of the size of the TCB. Table 1.1 shows a number of hypervisors and
OSes, their code size and the components that are part of their TCB. It can be seen
from the table that although hypervisors are two orders of magnitude smaller than
commodity operating systems, they are still about an order of magnitude larger than
11
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seL4 [96], a formally verified micro-kernel. Hence, today’s hypervisors are probably
too large for formal verification for the foreseeable future.
Table 1.1: Different hypervisors and OSes, their SLOC (source lines of code) count and
the components that are part of their TCB.
Hypervisor [177]
Xen-4.0
VMware ESX
Hyper-V
OS [102, 116, 96]
Linux 2.6.23
Window XP
seL4

SLOC
194K
200K
100K
SLOC
13500K
40000K
8K+

TCB
Xen, Dom0
VM kernel
Hyper-V, Windows Server
TCB
OS
OS
OS microkernel

Past studies have shown [38] that programs usually contain anywhere from 6 to
16 bugs per 1000 lines of executable code. Others [131] estimate the number of bugs
to be between 2 and 75 per 1000 lines of code, depending on the size of the industrial
software’s module being investigated. This is a major concern as the security of
virtualized systems depends on the security of the virtualization layer.
Many virtualization solutions, especially open-source, are based at least in part on
OSes, such as Linux, and may derive some of the security problems already encountered with the OSes. A study by other researchers has explored bugs in numerous
versions of the Linux kernel [52]. They have found that drivers are up to a factor of
ten more likely to contain bugs. Also, errors tend to cluster especially around related
files or files contributed by the same user, and bugs last an average of about 1.8 years.
Attackers can exploit these patterns (e.g., attempt to attack driver code) or use old
bugs, which sometimes do not get patched for years, to launch attacks.
Since we are focusing on hypervisors, our group [134] has analyzed a set of wellknown vulnerability databases in search of reports regarding open-source Xen and
KVM hypervisors. The databases used were: NIST’s National Vulnerability Database
(NVD) [129], SecurityFocus [150], Red Hat’s Bugzilla [138] and CVE Details [60]. The
vulnerability database analysis [134] using available data from summer 2012 found
12
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Table 1.2: Vulnerability type breakdown for Xen and KVM hypervisors.
Security Property
Affected
Confidentiality
Integrity
Availability

Xen Vulnerabilities
30
31
54

KVM
Vulnerabilities
23
21
35

that 59 vulnerabilities have been identified in Xen and 38 in KVM. Also, in spite of
developers’ efforts to provide bug-free code, a search of the databases also shows a
number of bugs for commercial hypervisors such from VMware[27], 78 were listed.
Unfortunately, the closed-source nature of the commercial products makes it much
more difficult to evaluate which security properties the different vulnerabilities affect.
Table 1.2 shows a breakdown of the Xen and KVM vulnerabilities that have resulted
in the possibility of compromising confidentiality, integrity and availability of the
VMs. Some vulnerabilities affect more than one security property, hence the totals
of Xen and KVM columns are more than 59 and 38 for Xen and KVM vulnerabilities
respectively.
These vulnerability reports underline the fact that it is extremely difficult to
implement bug-free pieces of large software, such as hypervisors. An example of a
concrete attack on hypervisors can be found in the CVE database: a vulnerability in
Xen allowed arbitrary commands to be executed in the control domain via a specially
crafted configuration file [61]. Attacks are also presented at security conferences.
Recently, a bug in the virtualization of I/O devices and their hot-plug capabilities
allowed an attacker to crash the host or execute arbitrary code in the hypervisor
[75]. These and many other examples show [98, 34, 61, 62, 180, 63] that exploits
can allow an attacker to gain an elevated privilege level on a system running other
virtual machines. This elevated privilege level can be used to inspect, corrupt or
obstruct other virtual machines. These are typical scenarios we are concerned with
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and our defenses focus on such attacks which could try to leverage various bugs and
vulnerabilities in the code of hypervisors.

1.4

Securing Cloud Computing

Our high-level aim is to create an environment wherein running an operating system
(OS) and applications inside the virtual machine in the cloud is as secure as running
that same OS and applications on a dedicated physical server in one’s own office. A
conventional approach is to make it more difficult to compromise the hypervisor in
the first place, and to raise the bar for the attacker. Also, research has been done on
using trusted hypervisors to introspect or otherwise analyze guest virtual machines, to
try to detect if virtual machines may be malicious and stop them before any potential
attack. In this dissertation, however, we look at more unconventional solutions.
Our first approach (realized in the NoHype architecture) is to remove the hypervisor attack surface that the virtual machines could exploit in the first place (Section
1.5). This work looks at removing the various attack vectors, which together form
the attack surface, that could be used to attack the hypervisor. Our approach is to
remove the active hypervisor layer that, today, runs logically under the virtual machines. If the virtual machines need not communicate with the hypervisor nor obtain
services from them, then the hypervisor layer can be removed. When the hypervisor
is removed, there is no privileged software layer that could be compromised by a
malicious VM, and in turn used to attack other VMs. However, if we try to remove
the hypervisor, we need to ensure that there are some means of supporting multiple
virtual machines, sharing the hardware resources among the virtual machines, and
the ability to start and stop machines as they are requested by customers. We achieve
a solution by leveraging newly introduced hardware features in commodity Intel processors. Also, we provide a method for statically allocating resources to the VMs so
14
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that the need for an active hypervisor during runtime of the VMs for management
purposes is removed. Here, we define “statically assigning resources” as assigning the
resources at the VM’s initialization, not at system bootup.
Our second approach (realized in the HyperWall architecture discussed further in
Section 1.6) is to keep the hypervisor, but remove it from the TCB for confidentiality
and integrity of virtual machines’ code and data. If we want to support an untrusted
hypervisor, then our goal is for the hypervisor to be able to manage the resources
of the physical system, to dynamically allocate them for virtual machines and to be
able to re-claim the resources and shut down a virtual machine at any time. Yet,
once the resources (e.g. memory) are assigned to a virtual machine, the hypervisor
will not be able to snoop on, or modify, the data (or code) that is exchanged between
the virtual machine and the resource, or on computation done in the virtual machine.
Furthermore, when shutting down a virtual machine, memory and other data, and
metadata, on the various resources assigned to a virtual machine is scrubbed to
prevent data leakage. We achieve a solution by proposing new hardware which can
protect confidentiality and integrity of a VMs code and data.

Figure 1.7: Hypervisor design space explored in this dissertation.

These two solutions fall at two end points of a potential design space representation
of a hypervisor’s capabilities, shown in Figure 1.7, and explained below.
• ScSm – a hypervisor could be limited so that it has to statically allocate computation and memory resources;
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• ScDm – a hypervisor could be limited so that it has to statically assign computation resources to a virtual machine (e.g. no scheduling of multiple virtual
machines on a CPU core), but could be allowed to dynamically re-allocate memory as the virtual machine runs;
• DcSm – a hypervisor could be limited so that it has to statically pre-assign
memory resources for the virtual machine for its lifetime but could be allowed
to dynamically manage the computational resources, e.g. time share a physical
CPU core among multiple virtual machines;
• DcDm – a hypervisor could be allowed to dynamically assign both computational and memory resources.
Since different solutions have tradeoffs in terms of supported features they may
be suitable for different cloud computing deployments, depending on the needs of
the cloud computing providers and customers. The classification shown in Figure 1.7
exposes two of the key capabilities of a hypervisor: whether it assigns virtual machines
to processor cores statically (Sc) or dynamically (Dc), and whether it assigns physical
memory statically (Sm) or dynamically (Dm). We explore the two extremes of most
constrained architecture (ScSm) in our NoHype architecture (Section 1.5) and least
constrained architecture (DcDm) in our HyperWall architecture (Section 1.6). In
addition to the DcDm and ScSm design points, the other two design points presented
in Figure 1.7 could produce interesting architectures. While we explore this particular
two-dimensional design space, a different classification (e.g. one involving networking
or peripheral support) could bring further insights into designing new architectures.
This is left as future work.
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1.5

Introducing Hypervisor-Free Virtualization

The cloud customers’ code and data protection can be significantly improved by
securing the virtualization layer. In this dissertation, we first present hypervisor-free
virtualization, which takes the novel approach of aiming to eliminate the hypervisor
attack surface, rather than hardening the hypervisor to make it more secure. We
focus on the attack surface between the virtual machines and the hypervisor, since
in a hosted environment, many mutually distrusting virtual machines can run on the
same system. We realize these protections in our NoHype architecture. This is an
example of a ScSm architecture (see Figure 1.7).
Multi-tenancy is the source of many security concerns in cloud computing, as it
gives malicious parties direct access to the server where their victim may be computing. Since any user is able to lease virtual machines in public cloud computing, an
attacker’s malicious virtual machine could be started remotely on the same server as
the victim, giving the attacker a direct way to execute the code on that server.
To counter such threats and to significantly reduce the possibility of the virtualization layer becoming compromised, Chapter 3 presents the NoHype system architecture, which eliminates the attack surface between the hypervisor and the virtual
machines. Specifically, by removing a need for an active hypervisor to be running
when the virtual machines are executing, we eliminate almost all the interaction between the virtual machines and what is typically thought of as the virtualization
layer. Some management software is still obviously required for a practical system to
function. A virtual machine in a NoHype system, however, does not need to interact
with this management software during its runtime, eliminating the means for the VM
to attack the virtualization layer.
In an effort to remove the virtualization layer, the NoHype architecture addresses,
and renders unnecessary, each of the responsibilities of today’s hypervisors. This
architecture is an entire system solution combining processor technology, I/O tech17
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nology, networking and software in order to realize the same capabilities enabled by
today’s virtualization in a cloud infrastructure, yet without an active virtualization
layer running under virtual machines. The main components of this architecture revolve around resource pre-allocation and resource isolation. The NoHype architecture
dedicates resources to each guest virtual machine, and the guest virtual machine has
full control of these resources throughout its runtime on the physical machine.
Removing the active virtualization layer brings significant security benefits. However, doing so comes at the cost of not being able to assign resources in extremely
fine grain units (e.g., lease 1/16th of a core) and highly over-subscribe a physical
server (i.e., lease more resources than are available). Yet we do not consider either
of these as a serious limitation. As processors have increasingly many cores on them,
the granularity of a single core will become finer with each multi- core processor
generation (e.g., a single core in a 16-core device is 6.25% of the system’s compute
power; however, in an 128-core device, it is less than 1% of the compute power). Also,
attempting to over-subscribe a server is counter to the model of what IaaS cloud computing provides. As opposed to private infrastructures, where the goal is to maximize
utilization of the server by using techniques that adjust the allocation of resources
across virtual machines based on current usage [173], public IaaS cloud computing
promises the customer the ability to use a certain amount of resources that he or she
has paid for. The customer chooses the amount of resources he or she needs for his
or her application. If the customer needs certain resources, he or she pays for them;
if not, the cloud provider can assign them to another customer.
Despite the above limitations, the NoHype system has a significant advantage:
it can be realized with today’s hardware, as is illustrated by the prototype we have
developed on an Intel Nehalem-based server (presented in Chapter 3 of this dissertation). Unlike many academic solutions, NoHype can be deployed at present. While
some hardware modifications would make it even more secure and robust, NoHype
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is a workable solution today. The prototype was possible due to our unique way of
using hardware extensions, designed for performance improvements, for security and
leveraging features already available in commodity hardware in new ways.

1.6

Introducing Hypervisor-Secure Virtualization

Many cloud customers are interested in having the flexibility to re-assign resources as
the virtual machines run. The second project presented in this dissertation looks at
how a commodity hypervisor could be run on a system, with its full functionality, while
being untrusted for the confidentiality and integrity of a virtual machines’ allocated
memory. Retaining the hypervisor means that there is an active management software
running, which can perform various management duties such as memory re-allocation
at runtime. Yet, the virtual machines are protected from the hypervisor in case
it becomes compromised. This is a previously unexplored area of virtualizationrelated research: protecting guest virtual machines from a compromised or malicious
hypervisor. To our knowledge, all the previous research in this area has looked at
attacks on hypervisors by guest virtual machines and how to prevent them (e.g. by
inspecting the guest virtual machines or hardening the hypervisors). The attacks
from a hypervisor on guest virtual machines have not been addressed.
The focus of our protections is on the memory, which is where code and data
resides. Moreover, any keys for cryptographically securing communication and persistent storage are placed by the virtual machine in its assigned memory. Furthermore,
memory is the gateway to networking, storage and I/O devices. By controlling which
memory regions the hypervisor or direct memory access (DMA) from devices can
access, the confidentiality and integrity of code, data and keys can be secured, thus
protecting a virtual machine’s runtime execution, as well as its cryptographicallysecured network channels and storage.
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To prevent these attacks, we propose new hardware that adds another layer of
memory access control. For example, the (untrusted) hypervisor is able to perform
memory management by changing memory allocation to give virtual machines more
memory, or take some away. During the memory updates, however, the new hardware
enforces protections such as scrubbing sensitive memory before it can be reclaimed
by the hypervisor. We call this hypervisor-secure virtualization, akin to the rootsecure idea for operating systems [157], to indicate the that the virtual machines are
secure from hypervisor-level attackers. We realize these protections in our HyperWall
architecture which introduces new hardware features to provide the protections. Since
hardware is the logically lowest level in the system, we believe enlisting hardware for
the protection of guest virtual machines from compromised hypervisors is a promising
research area.

1.7

Introducing a Security Design Verification
Methodology

A critical part of any design is its verification. Functional verification is a standard
part of a design process. For new security hardware architectures there is also a need
for security verification, which goes beyond functional verification. Once a security
architecture such as NoHype or HyperWall is designed, it needs to be checked to make
sure there are no security vulnerabilities with the design that could allow an attacker
to subvert the protections. Today, however, these checks often end on an ad-hoc
security evaluation which attempts to reason about potential threats and show how
the architectural mechanisms prevent them.
In Chapter 5, we present our systematic security verification methodology that
aims to provide more confidence in the design, than the usual informal security checks.
Our contribution in Chapter 5 is definition of general-purpose security invariants that
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can be used for security checking of the hardware-software architectures. Our new
invariants focus on integrity, and also confidentiality. Our invariants are applied to
models of external protocols as well as internal interactions of components of an architecture, which are critical parts of any hardware-software security architecture. We
are first to present that these architectures can be broken down into external protocols and internal interactions which then can be checked for security; such breakdown
also helps avoid state explosion problem that would occur if trying to verify whole
architecture at once. The components in these protocols and interactions are made
up of various software or hardware mechanisms. We show that functional verification
of the mechanisms is different from security verification and present invariants for
checking the mechanisms as well. The methodology is realized in a finite-state model
checker. We specify a new record data type which holds our new tags associated
with each value in the model, we define functions for tag propagation, and write our
invariants in the finite-state model checker code to check for attacks based on the
values and the associated tags.

1.8

Dissertation Contributions

The contributions of this dissertation to the areas of computer architecture and computer security are summarized below:
The first contribution of this dissertation is the definition of hypervisor-free virtualization and the exploration of how the hypervisor attack surface can be eliminated.
One of the assumptions of hypervisor-free virtualization is that an attacker will want
to gain hypervisor privileges, so that it can become all-powerful and attack other
virtual machines. The NoHype system architecture circumvents this threat and attempts to eliminate the attack surface, although at the cost of being specific to hosted
infrastructures and not offering a certain amount of functionality that may be desired
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(e.g. runtime memory re-allocation). Unlike past approaches, which aimed to harden
the hypervisor so that it can better withstand an attack once it is underway, NoHype
removes the hypervisor attack surface, making it much more difficult to attack the hypervisor in the first place. The hypervisor-free virtualization is realized in our NoHype
architecture, which is prototyped and evaluated on today’s commodity hardware.
The second contribution of this dissertation is the definition of hypervisor-secure
virtualization. This is a new research area that has not been previously addressed.
Exploring hypervisor-secure virtualization is important as more and more computation is outsourced to hosted infrastructures where the customer has no control over
the virtualization layer. Moreover in public hosted infrastructures, unlike in private
facilities, competing customers may have their virtual machines co-located on the
same server, which may allow a malicious customer to attack the virtualization layer,
and in turn, use it to attack the other virtual machines. Our hardware additions are
able to protect the confidentiality and integrity of the VM’s memory. As part of the
support needed for protecting the virtual machines in the HyperWall architecture, we
present trust evidence that allows the cloud customer to verify that the infrastructure
provider initiated correct virtual machine and its requested protections. Furthermore,
trust evidence allows the cloud customer to monitor protections while the virtual machine is running and receive timely information about the state of these protections.
The hypervisor-secure virtualization is realized in our HyperWall architecture and
prototype and evaluated on the OpenSPARC Legion simulation environment.
The third contribution of this work is a systematic design security verification
methodology for hardware-software security architectures. Having designed the new
architectures, it is necessary to gain confidence in their correct design – as once
realized in real hardware, any flaws in these architectures will be difficult, if not
impossible, to change. Our new security verification methodology is based on existing tools familiar to computer architects, and as such, it can be readily used by
22

Jakub Szefer, "Architectures for Secure Cloud Computing Servers," Ph.D. Dissertation, Princeton University, May 2013.

other researchers working on their own architectures. As a case study, we apply our
methodology to the HyperWall architecture.

1.9

Dissertation Organization

Chapter 1, this chapter, has introduced the ideas of hypervisor-free virtualization
and hypervisor-secure virtualization, which are the main contributions of this dissertation. It also provided some background information for the subsequent chapters.

Chapter 2 discusses past work. The focus is on the literature relating to other
approaches to securing virtualized environments. We provide brief comparison to
our work in this chapter.

Chapter 3 presents our work on eliminating the hypervisor attack surface in
hypervisor-free virtualization, and our NoHype architecture that realizing this. We
also present details of the NoHype architecture and the evaluation of it on real
hardware.

Chapter 4 presents our hardware support for virtualization security in hypervisorsecure virtualization, and our HyperWall architecture that realizes this. Discussion
of the HyperWall architecture also includes description and details of trust evidence
that we introduce. The chapter presents and evaluates the HyperWall architectures
on the OpenSPARC simulation platform.

Chapter 5 presents our work on defining a new security verification methodology
for hardware-software security architectures.
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Chapter 6 presents a case study in which we apply our verification methodology to
the HyperWall architecture.

Chapter 7 concludes this dissertation. At the end of the chapter we summarize
opportunities for future work.
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Chapter 2
Past Work
In this chapter we look at the earlier research that is relevant to this dissertation. The
past work on security architectures is organized around a taxonomy shown in Figure
2.1. This is one possible taxonomy of the past work that looks at solutions which
protect code and data on commodity hardware, solutions that explicitly incorporate
new hardware to provide some of the protections, and solutions that focus only on
data protection.
First, there is much work that has looked at securing the virtualization layer or
using the virtualization layer to secure the higher software layers (OS and application).
Such work (implicitly or explicitly) uses existing available hardware since that is
what the software runs on. Re-organization of the software or use of special coding
techniques is able to give better security. Naturally, authors use existing hardware to
their advantage, but do not propose new hardware changes.
Second, some research and commercial products have looked at explicitly using
new hardware to provide the protections. New hardware is able to provide specific
protections for a given threat model. Also, hardware can be considered immutable,
so it is almost impossible to alter the protection mechanisms. Dedicated hardware
furthermore can provide better performance over software. The commercial solutions
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have the advantage of having actually been manufactured, and some have now become
available in commodity products.
Third, some researchers have restricted themselves to focusing only on data protection. While the solutions are less general purpose (since code is not protected
whether in an application or a VM), they can be used to help securely process the
data by untrusted third part software. New cryptographic algorithms have been proposed for this purpose, which can be run on existing hardware. Alternatively, new
hardware-software architectures provide more functionality and better performance.
This past work can be used to better understand the contributions of the two
architectures that we propose in this dissertation: hypervisor-free virtualization (NoHype) and hypervisor-secure virtualization (HyperWall). Sections 2.4 and 2.5 at the
end of the chapter provide brief comparison of our work to the past proposals. Details about our two architectures can be found in Chapter 3 (NoHype) and Chapter
4 (HyperWall).
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Figure 2.1: A taxonomy of previous solutions and our solutions inserted in context.
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2.1

Code and Data Protection on Commodity
Hardware

In this section we look at past work that used existing hardware.

2.1.1

Securing the Hypervisor

A number of proposals have looked at how to secure the hypervisor. The main characteristic of these proposals is the protection or hardening of a part of the hypervisor,
making it more difficult to compromise. Essentially, the goal of this type of work is
to minimize the attack surface.
Xenon [119] is a proposal for a high-assurance virtual machine monitor based on
the Xen. The Xenon project outlines a formal security policy model for the Xenon
high-assurance VMM. In the paper, the authors define security domains and how the
information can flow between high and low security domains within the hypervisor.
Protecting the hypervisor kernel from an untrusted management OS [107] is another approach that has been proposed. The management OS (Dom0 in Xen terminology) is an integral part of the hypervisor, yet it is quite large and prone to
attacks. The proposed solution hides the contents of the other VMs from the management OS, yet allows the OS to control the platform. The major functionalities of
the management OS highlighted by the authors in [107] are: build, save and restore
domains. For the latter two functions the management OS needs access to the memory of other domains. The guest VM’s memory is protected when the management
OS performs these actions. The authors implement the protections by intercepting management-related hypercalls from Dom0. Certain hypercalls are prohibited,
some are unmodified, and only the hypercalls that are harmful to the integrity and
confidentiality of VMs are intercepted. The main mechanism for the protection is
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on-demand encryption and hashing of the VMs memory whenever Dom0 executes a
hypercall that would give it access to the memory.
HyperSafe [177] is a proposed prototype of a hypervisor that aims to protect
the hypervisor’s code and data from unauthorized modification. It uses two mechanisms: non-bypassable memory lockdown and restricted pointer indexing. The nonbypassable memory lockdown locks the memory pages belonging to the hypervisor so
that they are not writeable. In addition, the authors point out that they set the WP
(write-protect) bit so that the hypervisor cannot write to a page if it is read-only;
if the WP is not set, then the hyper-privilege code is able to write pages marked
as read-only. Some pages, however, do have legitimate reasons to be updated. For
this reason, HyperSafe includes a special sequence of instructions, which checks the
reasons for updating the page, unlocks the protections, updates the page and relocks the protections. The second mechanism is the restricted pointer indexing. This
mechanism requires special compilation of the hypervisor. All jumps are changed into
indexes into a table, and the entries in the table contain valid jump addresses. This
way, the code can only jump to one of the predefined locations found in the tables.
This stops attacks, for example, where the register holding the address of an indirect
jump is compromised. With their approach, control flow can be compromised, but
jumps only end up going to the predefined addresses in the tables, and not arbitrary
ones.
Our solution for hypervisor-secure virtualization creates an architecture where a
trusted hypervisor is not needed, reducing the software trusted computing base significantly.

2.1.2

Reducing the Hypervisor Size

Since an actively running hypervisor can be a target of attacks, a number of proposals
have looked at how to reduce the size of the hypervisor. Some projects focus on
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minimizing the functionality needed in the hypervisor-privileged code, while others
go as far as temporarily disabling the hypervisor.
Even before virtualization became popular, there existed exokernels such as
ExOS [78] and Nemesis [105], which essentially reduced an operating system to
providing only arbitration to shared resources and gave applications more direct
access to hardware. With much of the functionality moved to the user level, there is a
reduced need for the exokernel’s interaction with the applications. Smaller exokernel
code size leads to fewer potential bugs and vulnerabilities.
NOVA [159] is a microhypervisor-based secure virtualization architecture, similar
in nature to the previous microkernels but supporting multiple OSes. NOVA presents
a thin and simple virtualization layer that reduces the attack surface significantly, and
thereby increases the overall security of the system. It can host multiple unmodified
guest operating systems, while being an order of magnitude smaller than commodity
hypervisors. This is achieved by implementing virtualization at the user level, in
effect trading improved security and lower interface complexity for a small decrease
in performance.
SecVisor [151] is a special-purpose hypervisor that supports only a single guest
VM and is meant to protect that guest VM from rootkits. The special functionality
of the hypervisor allows its the code size to be small.
There have also been proposals that enable a single operating system to run without a virtualization layer while retaining the ability to insert a virtualization layer
when needed, e.g. during planned maintenance [114] or to utilize migration for consolidation [97]. In this approach, the guest OS runs on the dedicated hardware most of
the time, during which hypervisor-related attacks and vulnerabilities are eliminated.
These solutions, however, only support a single guest OS.
Our solution for hypervisor-free virtualization can be thought of as taking this
approach to the limit since it completely removes hypervisor during runtime.
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2.1.3

Enhancing VM Isolation

Attacking other VMs on a system requires some malicious action in one of the guest
VMs. Consequently, researchers have looked at how to make VM isolation and protection more secure. By making it harder to break the isolation between the VMs or
providing extra protections for sensitive VMs, attacks can hopefully be contained to
only the affected VM and not spread through the system.
Terra [81] uses a trusted virtual machine monitor (TVMM) that partitions a
tamper-resistant hardware platform into multiple, isolated virtual machines (VM).
The TVMM supports two kinds of VMs. It can emulate for a VM a general-purpose
hardware platform like today’s commodity PC (also called “open-box VM”). It can
also emulate for a VM a special-purpose platform that protects confidentiality and
integrity of the VM’s contents (also called “closed-box VM). The closed-box VMs are
protected from eavesdropping or modification by anyone but the remote party who
has supplied the VM’s contents. The TVMM offers the facilities to allow identification
of the contents of the closed box VMs to remote parties, which allows them in turn to
trust the protected VM. The identification is done through an attestation chain, from
the trusted hardware all the way through to the applications. The TVMM software,
however, is trusted and is part of the attestation chain.
The sHype [147] is a secure hypervisor architecture whose goal is to provide a
secure foundation for server platforms. The architecture extends a full-isolation hypervisor (vHype) with security mechanisms that enable controlled resource sharing
between VMs. The sHype is essentially a reference monitor which imposes information flow constraints between the VMs.
The key difference with our solutions of hypervisor-free virtualization and hypervisor secure virtualization is that the hypervisor is present and fully trusted in the
previous solutions.
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2.1.4

Guest VM Monitoring

Going one step higher in the software stack, researchers have looked at utilizing
hypervisors to monitor the guest VMs. While such an approach requires trusting the
hypervisor, it can use the hypervisor’s privileges to inspect the contents of the VMs.
HookSafe [178] is a hypervisor-based system for detecting kernel (guest OS) rootkits. In HookSafe, the authors modify Xen 3.3.0 make use of virtualization extensions,
such as IOMMU, but does not use EPT; shadow page tables are used instead. The
system works by first identifying hooks (or function pointers) inside the kernel. These
hooks can be scattered throughout the code. HookSafe uses Xen’s shadow page tables
to collect all the identified hooks into a set of memory pages; basically, the guest physical to host physical memory mapping is done so that the hooks, which are scattered
in the guest physical memory, are collected in a small set of host physical memory
pages. Access to these pages is then protected to ensure that a kernel rootkit is not
able to hijack them.
SIM (secure in-vm monitoring) [154] is a system for monitoring VMs. Their main
objectives are performance (so that the monitoring of VMs does not entail a large overhead) and security (so that the monitoring code is isolated from the monitored code).
Their approach is in contrast to out-of-VM monitoring, where a VM is monitored by
a hypervisor or another VM. Such an approach has good security (i.e. isolation), but
poor performance. In the in-VM monitoring, the monitoring code is in the same VM
as the monitored code. But, the monitoring code has to somehow be isolated. The
authors use the virtualization extensions available in modern processors to isolate the
code. Specifically, they use shadow page tables. In shadow page tables, whenever the
guest OS attempts to modify a memory mapping, the action is intercepted by the
hypervisor and it performs the actual memory mapping change. Also, in SIM there
are two memory address mappings for a VM: one for the guest OS and the monitored
system and the other for the monitoring code. Since updates to the actual page tables
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are intercepted by the hypervisor, if the guest OS tries to change the mapping to try
to access the monitoring code, the hypervisor will catch that. This system works by
instrumenting the monitored code with hooks. The hooks cause a jump to an entry
gate, inside the entry gate code the memory mapping is changed to the second one,
and the monitoring code is then executed. When the checks are done done, the exit
gate is invoked where the memory mapping is changed back, and the normal code
continues the execution.
Unlike these proposed solutions, we do not rely on a trusted hypervisor to perform
any security work on behalf of the VMs during their runtime.

2.1.5

VM Introspection

Much work has also been done on directly inspecting the contents of the guest VMs.
This allows the hypervisor to search out rootkits and other malware in the VMs. The
selected proposals presented below take two generic approaches: ones with an in-VM
component to ease the task of discovering a VM’s state, and ones without an in-VM
component. The latter are touted as more secure since there is no code in the guest
VM to be compromised. However, they do need an alternative method to bridge
the semantic gap due to the fact that information about the guest VM’s state is not
readily available from the outside.
One of the early arguments for using virtualization to allow services to be added
below the operating system, and to do so without trusting or modifying the operating
system or applications, as presented by Chen, et al. [49]. In a position paper they
argued that the operating system and applications currently running on a real machine
should relocate into a virtual machine to be able to provide extra services such as:
secure logging, intrusion detection and migration.
Livewire [82] is an intrusion detection system (IDS) which uses the VMM to pull
the intrusion detection logic out of a monitored VM (so it cannot be easily compro33
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mised) while retaining the ability to examine the monitored VM’s state. Livewire
makes use of an IDS virtual machine that runs on the same server as the VM being
monitored. The IDS based on VMI (virtual machine introspection) has three major
components: an OS interface library that interprets the hardware state exported by
the VMM in order to provide an OS-level view of the VM, a policy engine, which
consists of a framework for building policies used by the IDS, and policy modules that
implement specific intrusion detection policies. The virtual machine monitor provides
the isolation of the IDS from the monitored VM, while allowing the IDS to inspect
the state of the VM. Also, the VMM enables the IDS to monitor the interactions
between the guest VM and the virtual hardware.
SecVisor [151] is a hypervisor that supports only a single guest VM and is meant to
protect that guest VM from rootkits. It furthermore supports only a single CPU core.
However, it does protect the guest OS’s kernel code from unauthorized modification
and only allows authorized code to execute. SecVisor can successfully protect against
an attacker who controls everything but the CPU, the memory controller and the
system memory chips.
Jiang, et al., [88] propose VMwatcher, a method for stealthy malware detection
through use of a VMM-based “out-of-the-box” semantic view reconstruction. The
authors point out that running a malware detector inside the VM (“in-the-box”)
makes it prone to attacks. On the other hand, detectors running in a separate VM
(“out-of-the-box”) do not have access to the semantic information about the programs
that are executing in the monitored VM. They propose guest view casting, which is
used to systematically reconstruct internal semantic views, such as files, processes or
kernel modules, of a monitored VM from outside of it. They reconstruct the disk
and memory states of the monitored VM by examining data structures found in the
memory. This system can be used to detect a rootkit that conceals itself by modifying
the utility listing the running processes. This works because the rootkit is in the data
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structure describing the running tasks (so the OS schedules the root kit), and the
VMwatcher sees it in that data structure. On the other hand, the compromised task
manager utility does not list the rootkit, so the rootkit is revealed when comparing
the two views.
NICKLE [139] presents a kernel rootkit prevention system, as opposed to a kernel
rootkit detection system. NICKLE is a virtual machine monitor (VMM) based system
that transparently prevents the execution of unauthorized kernel code; it can work
with unmodified OSes. It is based on a new scheme that the authors call “memory
shadowing.” In this scheme, the trusted VMM maintains a shadow physical memory
for a running guest VM and performs real-time authentication of the kernel code.
Also, NICKLE transparently re-routes guest kernel instruction fetches to the shadow
memory. Consequently, the code stored in the shadow memory is authenticated and
malicious kernel code will not be executed.
Lares [133] leverages virtualization to protect the guest OS’s kernel integrity. Lares
includes two VMs: an untrusted monitored VM and a security VM, which monitors
the other VM. Hooks and trampoline code are placed in the monitored VM. When a
hook is executed, the code transitions to the trampoline, which then, via the VMM,
communicates with the security VM. The hypervisor write-protects the hooks and
the trampoline code to prevent them from being compromised. The security VM
performs the active monitoring and can see into the state of the monitored VM using
an introspection API. Any decision made by the security VM is relayed back to the
trampoline code in the guest VM in order to execute that decision (e.g. deny or allow
some action which triggered the hook).
Aftersight [53] can be used to analyze the behavior of the VM. It decouples execution of the VMs from this analysis of the execution, which allows for more in-depth
and time consuming analysis of the production workloads. The proposed system
records non-deterministic events, which are inputs to a VM. Later, the inputs are
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replayed on a separate platform so that the behavior of the VM can be carefully
analyzed. Also, the replay could be performed in parallel to dynamically monitor the
VM as it is running. The replay can be done on instrumented guests so that more
information is available for the analysis (although it is still performed with the same
inputs that were logged).
A short paper by IBM [54] proposes yet a different solution for the introspection of
VMs. The authors use a commercial hypervisor along with a security VM to inspect
the different running VMs on the system. They argue that their solution does not
depend on knowing the initial state of the guest OS, nor what the guest OS is. Also,
they do not require any agents running inside the guest OS to monitor it, unlike other
proposals. The solution, however, does require a database of known good software
and malicious software. They use interrupt descriptor tables and other system state
information to discover what the guest OS is. Then, their whitelists and blacklists are
used to learn about the software running in the guest VM and to discover potentially
malicious software.
KvmSec [112] is an extension to the KVM (Linux’s kernel virtual machine) and
adds the ability to check the integrity of the guest VMs. KvmSec adds three modules
in the host side (KVM) and 2 modules in the guest side (inside VM). The modules
communicate through a shared memory region. The modules inside the guest OS use
the shared region to send information to the host side about the status of the virtual
machine. The authors propose using plugins inside the modules that are placed in
the guest OS to monitor for viruses, rootkits, etc. KvmSec also assumes that the
hypervisor is secure and not compromised. Furthermore, KvmSec only assumes that
a VM can be attacked and does not discuss the possibility of a VM attacking the
hypervisor (KVM) and that attack, in turn, being used to compromise another VM
or the hypervisor itself.
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PoKeR (Profiler of Kernel Rootkits) [140] is able to profile four rootkit characteristics: hooking behavior (whether the rootkit compromises the guest OS’s control
flow), kernel object modifications (whether the rootkit accesses or modifies the kernel
objects), impact on user applications, and code injection (whether the rootkit injects
code into the kernel memory space). PoKeR runs in detection mode until it detects
a rootkit. The detection is done by using the NICKEL [139] system. Once a rootkit
is detected, PoKeR switches to profiling mode, wherein the four characteristics of the
rootkit are profiled.
Virtual machine monitors (VMMs) have been also used explicitly for malware
analysis. MAVMM [127] is one example of a lightweight and special-purpose VMM
for malware analysis. MAVMM supports a single guest OS and makes use of virtualization extensions in the modern microprocessors to minimize the code base of
the VMM and make it more difficult for malware to detect the VMM. It can extract
many features of the applications running inside the guest OS: fine-grained execution
trace, memory pages, system calls, disk accesses and network. The authors, however, did not go as far as using virtualized I/O devices which could further reduce
the VMM code base. Moreover, since the guest OS and applications are not trusted,
they need an out-of-band channel for reporting the VMM’s analysis (a serial port or
USB connection is suggested). While MAVMM supports compact and full modes of
analysis to be able to trade the performance overhead for analysis coverage, they do
not support any measurements of the guest OS or applications which may further aid
in detecting correct or malicious OS or applications.
Again, unlike these proposed solutions, we do not rely on a trusted hypervisor to
perform any security work on behalf of the VMs during their runtime.
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2.1.6

Protecting Applications

Some of the past approaches have aimed to provide a more focused protection, i.e.
guarding selected applications or pieces of code, rather than the entire VM.
Overshadow [50] aims to protect the privacy and integrity of application data in
a guest VM even if the guest OS running in that VM is compromised. The proposed
system presents different views of the guest physical memory to the guest OS and
to the guest applications. The VMM determines whether the guest OS is running
or whether the protected application is running and provides different guest physical
memory pages accordingly. This “multi-shadowing” is achieved by mapping a guest
physical page to multiple host physical pages and switching the mapping depending
on the context. Overshadow also uses memory cloaking, where there is a single guest
to host physical memory mapping, but, depending on the context, the page is either
encrypted (e.g. when being accessed by the guest OS) or unencrypted (e.g. when
being accessed by the application which is being protected).
TrustVisor [117] is a small hypervisor which protects pieces of application logic
(PALs). PALs are sensitive pieces of code that execute in isolation. TrustVisor is 8K
sloc (software lines of code) but it only supports uniprocessors and one guest OS at
a time. When creating a PAL, the programmer has to specify which portions of the
program are to be protected (at page granularity) and valid entry and exit points.
TrustVisor also keeps track of return points, so that upon a PAL’s completion, the
code transitions to the right place. TrustVisor uses micro-TPM (Trusted Platform
Module [169]) implemented in software, one per PAL, to avoid slow operations while
using the physical TPM. To enable communication between PALs, data is sealed with
one PAL’s micro-TPM and unseal with another PAL’s micro-TMP. An interesting
issue still left open is that of privilege-separation, or partitioning applications into
trusted parts (PALs) and untrusted parts.
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Our work targets protections for whole VMs, rather than individual applications
or software modules.

2.2

Code and Data Protection with New Hardware

Our second category within our taxonomy looks at work that proposes and used new
hardware designed especially for security-related purposes.

2.2.1

Cross-checking the Hypervisor

Some researchers have looked at using hardware-assisted techniques for protecting the
hypervisor’s integrity. By using hardware (and software) outside of the hypervisor’s
control, they are able to inspect the hypervisor without being readily detected.
Copilot [135] employs a special purpose PCI device to read the physical memory
of the target system. The memory contents are periodically sent to an administrative
station for analysis. The administrative station can examine the memory contents to
check for any unexpected modifications.
HyperCheck [174] looks at using features of the microprocessor, namely the system
management mode (SMM) to inspect the hypervisor. They analyze the memory by
using a network interface card’s DMA (direct memory access) capabilities to read out
the physical memory; they also examine the microprocessor state by using the SMM
mode. HyperCheck gains better insight into the state of the system, thanks to using
the SMM, which allows access to processor registers and not just memory.
HyperSentry [36] also employs the SMM to bypass the hypervisor for integrity
measurement purposes. Unfortunately, the integrity measurements only reveal traces
of an attack after it has already happened and are limited to protecting against
attacks that persistently modify the hypervisor executable. While the authors report
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being able to invoke the measurement every 8 seconds in HyperSentry, this still leaves
a window for attackers. Their approach results in a 2.4% overhead if HyperSentry
protections are invoked only every 8 seconds.
Rather than utilizing hardware to check that the trusted hypervisor is not modified
or attacked, we focus on removing need for a trusted hypervisor.

2.2.2

Hardware Resource Partitioning

Techniques similar to certain ones used by hardware virtualization today have been
deployed long before virtualization became popular in everyday computing. Mainframe and some server systems utilized mechanisms designed to create hardware partitions. They do, however, contain an equivalent of a hypervisor, which is needed to
manage the partitioning.
IBM’s mainframes such as the System Z have logical partitions that are provided by Processor Resource/System Manager (PR/SM) hardware and firmware. The
PR/SM functions [7] are used to create and run the logical partitions (LPAR). Each
LPAR contains a subset of the real machines’ processors, memory and I/O devices.
It is essentially a hardware virtual machine (HVM), with the hardware and firmware
doing the enforcement of the partitioning.
Sun Microsystems (recently purchased by Oracle) has also developed a technology
for server virtualization that is similar to physical resource partitioning. Their logical
domains (now Oracle VM Server for SPARC [20]) exploit the chip multi-threading
functionality of UltraSPARC (T1, T2, T2+) chips. The hypervisor is able to divide
the processor cores at the granularity of hardware threads. Each hardware thread
can be assigned to a different domain (or multiple hardware threads can belong to
one domain). The hypervisor regulates the assignment of hardware threads and I/O
devices to the domains.
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Another solution from Sun Microsystems was dynamic domains [24], which use
special hardware to physically partition resources on a server. For example, in the Sun
Fire 15K servers there are expander boards and connected to each is an I/O board
and CPU/memory board. The hardware in each expander board can be configured
such that the attached I/O board and CPU/memory board are either in the same
domain or in different domains. Special ASICs on each board enforce the isolation of
the domains.
Our work on hypervisor-free ritualization looks at providing ability to support VM
abstraction on commodity hardware and assign resources to these VMs without need
for any new hardware such as expander boards or PR/SM hardware.

2.2.3

Commercial Architectures

Some commercial products have been deployed that also provider hardware-assisted
protections. The related work listed here focuses on microprocessor solutions and
co-processors. There are also many products for smart cards, secure identification
tokens, etc.
The IBM 4758 secure co-processor [72] implements secure boot and authenticated
boot mechanisms. These mechanisms allow the co-processor to boot up a restricted
environment wherein security sensitive code and data can be run and stored. A secure boot is guaranteed by verifying nonvolatile memory partitions in the co-processor
before they are activated and by checking the validity of signatures before loading
executable files into the system. There are also attestation mechanisms. The attestation is done through a chain of cryptographic hashes, each new hash in the chain is
computed over the currently executing piece of code and the hash of the previously
executing piece of code. The predecessor attests to the successor by generating a
signed message that includes the cryptographic hash and the public key of the successor. In order to maintain this serial chain, the co-processor is restricted to allowing
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only one application to run at a time. Improved versions of the co-processor are the
PCIe Cryptographic Coprocessor (PCIeCC) available from IBM in the new Z-series
systems [5].
A lot of work has also looked at the Trusted Platform Module. Due to its wide
deployment and number of past work, we include it separately in Section 2.2.4 below.
Another commercial product is the Cell Broadband Engine with its processor vault
[155]. The processor vault provides hardware isolated execution environments where
code executing on a synergistic processing element (SPE) inside the Cell processor can
be protected from the code executing in the rest of the system. SPEs are dedicated
hardware processing units with associated and dedicated memory. The SPE and the
memory can be locked out from the rest of the system and the code executing on
the SPE can be isolated from even the main processing unit. The processor vault
uses public-key cryptography to allow encrypted code to be sent to the SPE and
decrypted, without being visible to the rest of the system.
ARM TrustZone [3] is available in certain ARM microprocessors. It is used by
Winter [179], who outlines an approach to merging TCG-style Trusted Computing
concepts with ARM TrustZone technology. ARM TrustZone offers a secure execution mode that is orthogonal to the privileged and unprivileged modes. In addition,
TrustZone aware System-On-Chip (SoC) peripherals can be made inaccessible in the
non-secure execution mode. The proposed prototype uses a two-kernel approach, one
kernel running in non-secure mode and the other in secure mode. The secure-mode
kernel is also partitioned into privileged and unprivileged parts. For the purpose of
interfacing between secure and non-secure execution, a special Secure Monitor Mode
is used together with a Secure Monitor Call instruction.
Current commercial architectures are built with the assumption that there is an
all-powerful management software that will control the hardware, and access all of
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it. Our hypervisor-secure architecture creates a system where memory of the VMs is
protected even from the management software.

2.2.4

Commercial Architectures, TPM-based Solutions

A widely deployed commercial product is the Trusted Platform Module (TPM) [169],
which is a low-cost co-processor dedicated to security. The main objective of TPM
is to provide a root of trust for the platform. TPM helps to protect against software
attacks by providing attestation and sealed storage mechanisms. The attestation, in
particular, is based on a chain of cryptographic hash measurements of all the software
layers. Past work dealing with TPM has looked at virtualizing TPM for use in cloud
computing or similar scenarios and also at various uses of the TPM for measuring
integrity. Although TPM is a commercial product, we survey TPM related work in
its own section due to large amount of past work that has used it. Much work has
been done, building on physical TPM modules which have been deployed in many
notebook computers and some server systems. Such work has focused on leveraging
the TPM’s ability to ensure that the correct software stack was booted up on the
system. TPM does not do runtime checking of the software.
The work by Krautheim et al. [101] looks at extending TPM to the cloud computing environment. They propose using a Trusted Virtual Environment Module
(TVEM) to root trust in a cloud computing environment. The trust is not tied to a
particular server so the VMs can be migrated. The key to their solution is a trust
foundry (TF) which is a trusted server running under control of the client. The root
of trust from the trust foundry is combined with the root of trust from a particular
server (under the provider’s control) to create the root of trust for the virtual server
(that will run on the provider’s server). The trust is bound to the TPM of the trust
foundry and TPM on the provider’s server. The trust foundry is used to create the
TVEMs which are launched on the provider’s servers. Each of the provider’s servers
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has a TVEM manager that is accessible to the customer (so they can interact with
the server’s TPM module). The customer’s VMs are protected by the TVEMs. Unfortunately, the solution has a very large TCB. An entire server has to be allocated to
a single customer (due to the TVEM Manager needing direct access to the physical
TPM). Also, the provider’s server may falsely report attestation values to the trust
foundry (as pointed out by the authors), in which case the trust chain is broken.
Furthermore, the trust foundry seems to be a possible bottleneck and a single point
of failure that can break the system.
The vTPM [40] paper discusses virtualizing the TPM so that an unlimited number
of virtual machines (VMs) running on a system could have each their own (virtual)
TPM. Berger, et al., implemented the full TPM specification in software. In this
work, a vTPM manager running in the hypervisor, or on a secure co-processor, is
used to create and destroy vTPM instances and also direct TPM commands from
the VMs to the correct vTPM instance. The authors also present four designs for
certificate chains and discuss vTPM migration protocol.
In Flicker [118], TPM is used to protect pieces of application logic (PALs). The
“late launch” facility in modern x86 processors with virtualization extensions is used
to execute a small piece of code using the SKINIT instruction (in AMD processors).
The SKINIT causes the processor to pause and measure the code that is about to
execute (PAL and associated secure loader block, SLB); the measurement is then
extended into the TPM’s PCRs (platform control registers). Consequently, TPM
can be later used to attest the correctness of the PAL by signing and sending the
measurement to a third party. Upon completion of a PAL, sensitive data is erased
from the memory, a special flag value is extended into one of the PCRs (to signal
PALs completion) and the interrupted OS is resumed.
Terra [81], already partly described before, is a system that uses a trusted virtual machine monitor (TVMM) to create the abstraction of open-box and closed-box
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virtual machines. Terra relies on TPM for attestation purposes. Two main features
of Terra are attestation (reporting of the software state) and secured boot (booting
only if the correct software configuration is present). Once the TVMM is booted, it
can export open-box and closed-box VM abstractions. Terra adds three features over
typical VMMs: root security, attestation and trusted path. Attestation uses TPM
facilities so that the two systems can attest to each other that they have the right
set of software running. Trusted path is needed for input (and output) from (and to)
the user; however, trusted path was not implemented in their evaluation. The most
interesting feature is the “root secure” property, i.e. the TVMM is protected from
the management VM (something equivalent to Dom0 in Xen). The authors imply the
VM is secure from tampering even by the platform owner who has root level access,
but realization of the root secure property is not discussed further in the paper.
Sailer, et al., propose A TCG-based integrity measurement architecture [148] The
integrity measurement architecture consists of three major components: a measurement mechanism on the system that determines what parts of the run-time environment to measure, when to measure and how to securely store these measurements;
an integrity challenge mechanism that allows authorized challengers to retrieve the
measurement lists of a computing platform and verify their freshness; and an integrity validation mechanism for validating that the measurement list is complete,
non-tampered, and fresh. On boot up, the measurement code follows the usual path
of firmware measuring the BIOS, the BIOS measuring the boot loader and the boot
loader measuring the OS. Next, the measurement mechanism in the OS measures
the applications started. For integrity validation, the TPM’s attestation feature is
used. The remote party is able to get a signed quote from the target platform. This
way, the remote party can attest that the correct system software and measurement
mechanisms are loaded. Next, the measurement mechanisms attest for the different
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installed software. During validation, each measurement list’s entry is independently
tested to see if the measurement matches a desired software version.
The Trusted Linux Client (TLC) [146] uses Trusted Platform Module (TPM)
and Linux Security Module (LSM) framework from Linux. Using TPM and LSM,
the TLC implements three Linux modules: Trusted Platform Module (TPM, not to
be confused with the TPM chip), Extended Verification Module (EVM) and Simple
Linux Integrity Module (SLIM). The TPM (the module, not the chip) is used to
protect the kernel. A sealed kernel master key is stored in the init ramdisk, or on a
USB flash drive. On boot up, the user provides the unsealing password, USB token
and fingerprint. The firmware, BIOS, boot loader and OS (through init ramdisk)
are measured by generating their cryptographic hashes; if the measurement matches
what is expected (along with matching fingerprint and password), the kernel master
key is unsealed. With this key, the kernel is able to unseal the data of the different
applications. The EVM is used to verify the applications. Furthermore, the EVM uses
the file system’s extended attributes to store and check the hashes for the different
applications. Whenever an application is executed, these attributes are checked in
order to detect any modifications. In essence, the EVM module verifies that all files
are authentic, current, unmodified and not known to be malicious. The SLIM also
uses extended file attributes. It labels different files with their Integrity Access Class
(IAC) and Secrecy Access Class (SAC). Also, SLIM enforces the low water-mark
integrity and the mandatory access control policy. There is, however, an exception
for a trusted program so that it can reclassify the integrity and security levels of their
inputs.
Prima [153] by Shankar, et al., presents a policy-reduced integrity measurement
architecture based on TPM. Other works have simply measured the loaded code
and static data to estimate runtime system integrity, while PRIMA focuses on the
measurement of information flow integrity. The TPM is used to measure the system,
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and the signed measurements are then sent to a verification system to be checked.
The measurements, in addition to the static code and data, include measurement of
access control policies, trusted subjects (e.g. integrity verification procedures, IVP,
in Clark-Wilson integrity model) and any other policy related code.
Parno, et al., [132] present a survey of research on bootstrapping trust in computers. Much of the discussion is focused on the TPM or based on the facilities
provided by the TPM. Also, the authors write about various ways of taking measurements (hashes) and verifying the code that is running on a given system. There is
also discussion about how remote parties can make sense of the measurement (e.g.
through certificate chains of trust). Before concluding, they discuss human factors
and usability. Interesting takeaways from this research are as follows: conveying the
information about the state of the machine to the human user is still an unsolved
issue; computer kiosks face many problems; hardware attacks are an issue with less
expensive (e.g. TPM) solutions; and physical security (trusting the hardware) is an
issue (e.g. voting machines).
Our architectures focus on solutions that enhance main microprocessor, rather
than design a co-processor.

2.2.5

Academic Architectures, for Trusted Software Modules

Various academic architectures have looked at adding hardware support for securing
the executing software. The architectures listed in this section look at how security
can be added in the hardware of the microprocessor, which is much more difficult,
if not impossible, for most attackers to modify or subvert. Many of the approaches
concentrate on protecting discrete trusted software modules (TSMs), a term defined
in [104, 71, 48].
XOM [110] proposed hardware implementation of a form of execute-only memory.
It has code stored in memory compartments such that one compartment cannot
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access another. XOM assumes that external memory is not trusted and, as a result,
the data leaving the machine is encrypted. Also, each compartment has a session key
associated with it and this key is used for encryption and decryption of the instruction
and data stream. At any time only one compartment can be active, as its session key
is loaded and used by the hardware for cryptographic protections.
AEGIS [161] is an architecture for tamper-evident and tamper-resistant processing. AEGIS assumes that all hardware components external to the processor are
untrusted. It uses encryption and hashing to protect sensitive data when it is outside
of the processor core. Each application is encrypted and has an associated hash. The
AEGIS hardware also has a private key, which can be used to sign a hash of the application so that a remote party can verify that the correct application was started.
It requires a trusted OS for the management.
Secret-protecting (SP) [104, 71] architecture is a proposal where trusted software
modules have their confidentiality and integrity protected, when all the hardware
components except for the processor core are untrusted. SP defined the secure executing environment and introduced idea of protecting the application-level trusted
software modules, even if the underlying OS is untrusted. Each SP processor possess
a cryptographic key which can be used by the SP hardware to decrypt the software
module’s code and data. SP provides both user-mode [104] and authority-mode [71]
variants. In user-mode there is only one owner of the device, while in the authoritymode there is a central authority that shares separate keys with a number of SP
devices.
The Bastion [48] architecture extends the SP architecture by using a hypervisor to
provide scalable trusted software execution and tailored attestation. Bastion protects
trusted software modules (TSMs) with encryption and hashing, and multiple TSMs
from different security domains can be active at the same time. Furthermore, due
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to its trusted hypervisor, Bastion can provide attestation of a selected set of TSMs
(rather than attesting the entire system).
Our hypervisor-secure architecture also proposes new hardware, but introduces idea
of running virtual machines on top of untrusted hypervisor.

2.3

Data-only Protections

Our third category within the taxonomy looks at data-only protection.

2.3.1

Homomorphic Encryption

A theoretical alternative to the myriad of hypervisor-based security modifications,
or need to introduce new hardware architectures, may be the fully homomorphic
encryption [83]. In fully homomorphic encryption, operations are performed on the
ciphertext and result in the creation of new ciphertext, which can later be decrypted
to see the results of the computation. Importantly, the new ciphertext does not leak
any information about the results, which can only be accessed by an entity with the
proper decryption key.
In the cloud computing setting, the data owner could encrypt their sensitive data
and send out to be processed remotely. The remove VM could manipulate the (encrypted) data. Neither the VM nor the hypervisor could make sense of the data or
the results of the calculation. The results could be sent back to the customer who,
with the knowledge of the deception key, can decrypt the results. Unfortunately,
fully homomorphic encryption suffers from two practical limitations. First, the operations are very slow, making them impractical. Second, code is not protected as the
protections only extend to the data.
Our work focuses on protection of code and data inside VMs, not just data.
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2.3.2

Hardware Protection of Data

One of the most recent hardware-software security architectures, DataSafe [51], takes
the approach of providing security through the tracking of data and prevention of unauthorized output of the protected data. Rather than focus on protecting the code
(VMs, guest OSes or applications) that then protects access to the data, DataSafe
focuses on protecting the data. It allows the data to be used by unveiled (thus
untrusted) third-party applications, while tracking the protected data and controlling
its output. The protections are tied to a piece of data and output control tags are
kept with the data as it is processed in the system. DataSafe uses a trusted hypervisor
to control the hardware that is tracking the data.
Again, our work focuses on protection of code and data inside VMs, not just data.

2.4

Comparison to Hypervisor-Free Virtualization

NoHype architecture, presented in Chapter 3, is our realization of hypervisor-free
virtualization. Within our taxonomy, shown in Figure 2.1, it falls in the category of
solutions using existing hardware. Similarly to other projects that use commodity
hardware, it can be deployed today. Unlike past work, we do not attempt to make
the hypervisor code more secure, we aim to remove it. Although our work could
potentially fall in the category of reducing the size of the hypervisor, we aim to
remove it all together. There are also many solutions which leverage hypervisor to
perform some other duties, such as the four sub-categories listed in the taxonomy (VM
isolation, monitoring, introspection, or application protection). Our limitation is that
we are not able to offer some of these protections as there is no active hypervisor to
implement it. In all such solutions, however, there is still a hypervisor layer actively
running underneath VMs. If the layer is successfully attacked, the security of the
platform becomes compromised, nullifying any protections it is offering.
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In NoHype, there is no active hypervisor under the VMs which they could attack to
comprise the system. Figure 2.1 showed the taxonomy of the past past and highlighted
the new category that NoHype filled. Chapter 3 describes in detail how we are able
to eliminate the need for hypervisor to run underneath VMs during their lifetime,
while still supporting many VMs and sharing hardware resources of a server among
these VMs.

2.5

Comparison to Hypervisor-Secure Virtualization

HyperWall architecture, presented in Chapter 4, is our realization of hypervisor-secure
virtualization. Within our taxonomy, shown in Figure 2.1, it falls in the category of
new security architectures which propose and use new hardware. New hardware has
been used before to cross-check a trusted hypervisor to make sure it does not become
compromised. We, on the other hand, propose new hardware for securing VMs from
(untrusted) hypervisor, hence name “hypervisor-secure” virtualization. New hardware has been also deployed to help with resource isolation, our work is similar, but
focuses on small hardware modifications to commodity servers. Our work falls in
the sub-category of security architectures. Many previous projects have focused on
architectures which are used with a trusted hypervisor, OS or TSMs. Unlike past
work, we have explored how to design a system with an untrusted hypervisor. Compared to the commercial products, we tackle a more stringent threat model, as we are
able to protect the confidentiality and integrity of VMs’ memory while an untrusted
hypervisor is running. Compared to the commercial TPM-based products, we focus
on architecture for main processor, rather than designing a low-cost co-processor.
Furthermore, HyperWall can be used with the past work that looked at securing the
hypervisor, minimizing it, etc., since it supports running an active hypervisor.
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HyperWall is a new architecture that is able to protect the confidentiality and
integrity of VMs’ memory from untrusted hypervisor. Importantly, however, an untrusted hypervisor is allowed to run on the system so it is more flexible over NoHype
as the hypervisor can perform various duties (e.g. time sharing processor cores among
VMs, perform runtime memory reallocation, etc.). The second new category shown in
our taxonomy and highlighted was filled by HyperWall. Chapter 4 describes in detail
how we are able to support running untrusted hypervisor and still protect VMs. Although hardware modifications are needed, we believe the security and functionality
benefits make them a worthwhile investment.

2.6

Summary

In this chapter we provided background on relevant past work. We created a taxonomy, shown in Figure 2.1, to better understand past solutions to system security,
in particular for virtualization security. We showed how our new architectures fill in
two categories not previously covered, within our taxonomy. The next two chapters
discuss in depth the two new architectures presented in this dissertation: NoHype
and HyperWall. Both architectures tackle the security issues of virtualization environments, focusing on providing protections from a threat of an attacker gaining
all-powerful hypervisor privileges. We first begin with the presentation of NoHype,
which is one realization of the hypervisor-free virtualization, in the next chapter,
Chapter 3.
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Chapter 3
Hypervisor-Free Virtualization
with NoHype
To improve the security of virtualized environments, we first present our work on
hypervisor-free virtualization, which aims at removing the need for a hypervisor during the runtime of virtual machines. By removing the need for the hypervisor, we
eliminate the interactions that virtual machines must have with the virtualization
layer. Consequently, this removes a large attack surface, which virtual machines
could use to trigger bugs or exploits in the hypervisor, and then use the compromised
hypervisor to attack other victim virtual machines. The hypervisor-free virtualization is realized in the NoHype system architecture, first presented in [89, 163]. This
chapter unifies our previous work on NoHype and extends it with lessons learned and
suggestions for multicore interrupt subsystem design. NoHype utilizes commodity
hardware to provide a secured, hypervisor-less environment during the virtual machines’ runtime. Unlike past approaches, which aim to harden the hypervisor so that
it can better withstand an attack, NoHype removes the attack surface altogether
making it much more difficult to attack virtual machines, since the attack path via
the hypervisor is removed.
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3.1

Introducing NoHype

NoHype system architecture is the first realization of hypervisor-free virtualization.
The system architecture utilizes commodity hardware available today to realize the
concepts of hypervisor-free virtualization. While the main focus and motivation of
NoHype is to eliminate the attack surface on the hypervisor, it was also an important
design decision to use the hardware currently available, as it allows the architecture
to be deployed now. Moreover, using today’s hardware has allowed us to discover various limitations and learn what types of small modifications to the hardware would
allow even more security. Thanks to the myriad of virtualization extensions already
available in the hardware (designed and implemented mostly for the purpose of improving the performance of virtualization) much of the software functionality of the
hypervisor can be removed when using the system in an IaaS-type setting. We were
able to repurpose these extensions and hardware to provide the features expected by
customers in an IaaS-type setting, with the highest privileged software layer reduced
to only setting up and tearing down virtual machines. While the virtual machines
are running, there is no need for them to interact with the hypervisor as the needed
functionality is provided by the hardware that has been assigned to each individual
virtual machine. Note, however, that NoHype is not limited to working only with
IaaS model, the PaaS and SaaS can be built on top of IaaS and also use security
mechanisms presented in this dissertation. We focus on IaaS for clarity of presentation.

3.1.1

Enlisting Commodity Hardware

The novelty of the NoHype architecture is that it utilizes commodity hardware, that
is widely available today in a new way. For evaluation, NoHype leverages commodity
hardware available form Intel and we use Intel’s terminology for many of the compo54
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nents. Although Intel has designed this hardware to improve system performance, we
found a way in which it can also be used to improve system security. The hardware
extensions, such as hardware Extended Page Tables (EPT) and the Single-Root I/O
Virtualization (SR-IOV) standard for the PCI Express (Peripheral Component Interconnect) bus, provide more management and control functionality in the hardware,
which in turn offloads software. Since management and control are provided in the
hardware, this reduces the need for a software layer to execute these management and
control duties (which also improves performance, the original goal of such extensions).
By finding enough such features, we have been able to remove the hypervisor during
the run time of the virtual machine and rely on the available hardware to isolate the
VMs.

3.1.2

Roles of the Virtualization Layer

Today the virtualization software must provide a variety of functionalities in order to
create the abstraction of the virtual machine wherein the guest OS and applications
run. We now describe the various roles and functionalities normally performed by a
commodity general-purpose virtualization. Later it will become clear how the NoHype
system architecture achieves these functionalities without needing a hypervisor during
a virtual machine’s runtime, or why the functionality can be omitted in an IaaS-type
setting.
Recall the diagrams of virtualized systems in Figures 1.3 and 1.4, for Xen and
KVM respectively. Figure 3.1, building upon Figure 1.3, shows a Xen-like architecture
in more detail. This is useful because the following exposition uses Xen’s terminology
and assumes a Xen-like hypervisor; as is explained in later sections, the NoHype
prototype is based on Xen. Typically there is the hypervisor kernel, management
OS, and device emulator (e.g., QEMU), which together form the virtualization layer.
The dotted line circles the components that comprise the trusted computing base
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Figure 3.1: Roles of the Hypervisor.

in today’s virtualization solutions. Also highlighted in the figure are the points of
interaction and the components that facilitate these interactions. An important and
large part of the virtualization layer, in addition to the hypervisor kernel, is the
management OS ( 1 , the circled numbers refer to different parts of Figure 3.1). The
management OS (Dom0 in Xen’s terminology) has special management privileges,
which are used by a system administrator to manage virtual machines on the system,
e.g. to launch or shutdown virtual machines. This causes the management OS to
interact with the hypervisor kernel via hypercalls ( 3 ). The management OS may also
include drivers for the physical devices used by the system ( 4 ). Another significant
part of the virtualization layer is the emulator ( 2 ), which emulates the system devices
that guest virtual machines interact with and is run within the management OS.
All together, this functionality requires over a million lines of code (roughly 200K
in the hypervisor, about 600K in the emulator, and over 1M in the management OS).
Also, recall Table 1.1 in Chapter 1, which listed the sizes of various virtualization
layers as part of our motivation. The large code base is needed so the hypervisor
can emulate and manage all the hardware resources available to the virtual machines.
The typical resources are listed in the following paragraphs.
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Processors: The first responsibility of any virtualization solution is the ability to
arbitrate access to processors, as well as potentially emulate some of their functionality
if presenting an abstraction of a processor that is different from the physical one
available on the system. The hypervisor needs to cope with the dynamic addition
and removal of virtual machines as they are started and stopped. It must have the
ability to schedule these virtual machines on the processors. In addition to scheduling
the virtual machines, the virtualization layer also uses a scheduler to periodically –
every processor clock tick – run some of its own functionality. For instance, the
hypervisor needs to check whether to deliver timer interrupts to the virtual machine
in the current clock tick.
Interrupts and Timers: The virtualization layer must also emulate the interrupt
subsystem and the timers for the guest virtual machine. Physical devices generate
interrupts that are routed to the management OS in control of the device, or to a
guest virtual machine if the device has been dedicated to that guest VM. For timers,
since the hypervisor utilizes the physical timer devices to get periodic clock ticks
itself, it has to, in turn, emulate the timer device for each guest virtual machine.
Today, virtual machines can be scheduled on different processor cores and as such,
the interrupts and timers must first go through the hypervisor which will deliver the
interrupts to the virtual machine by utilizing its knowledge of the virtual machine’s
current location. Also, external interrupts which need handling must be assigned to
a specific VM by the hypervisor.
Memory: The hypervisor is also in charge of managing the host physical memory
of the system. Each virtual machine is assigned some guest physical memory that the
guest OS can manage and assign to virtual memory pages for different applications.
Here, the virtualization layer can take a number of different approaches to managing
the allocation of host physical memory to the various virtual machines. One popular
use of virtualization is for server consolidation which relies on the virtualization layer
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to dynamically manage the allocation of physical memory to the different virtual
machines in the system. This dynamic management can include memory oversubscription and the use of certain functionalities such as memory ballooning [173].
I/O devices: Another important functionality of the virtualization layer is dealing
with I/O devices. Current virtualization solutions commonly create virtual devices
that are assigned to the guest virtual machines. The virtualization layer needs to
manage these virtual devices and emulate their behavior. There is also the option of
dedicating physical devices to the virtual machines. In this situation, the virtualization layer only needs to assign and reclaim the devices. It does not need to emulate
their behavior. In both cases, however, the emulator is needed to emulate the PCI
(Peripheral Component Interconnect) bus. The guest OS interacts with the PCI bus
during bootup to discover and configure the available devices.
Networking: A special case of a peripheral device is the network card, as each
virtual machine needs at minimum this device to communicate with the outside world.
Furthermore, the hypervisor not only emulates the network card(s) but also manages
networking among the different virtual machines and the emulated network cards of
each of the virtual machines. In essence, the hypervisor performs the role of a network
switch or a router to ensure that standard networking protocols can be used among
the virtual machines.
VM Management: Up to this point we have described the different resources
managed for the benefit of the virtual machines. But the hypervisor also manages
the virtual machines themselves. The hypervisor needs to setup the environment
for each virtual machine. It must also launch the virtual machines so that they can
execute. The virtual machines are interrupted asynchronously when there is some
event that the hypervisor needs to handle, or synchronously if they invoke a hypercall
or an action known to cause a virtual machine exit, e.g. a sensitive instruction such
as CPUID. The hypervisor can manage the platform as well, including virtual hot
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Figure 3.2: Attack surface, modeled after [115].

plugging of devices (which entails adding or removing computer system components
without shutting down the system) or managing memory allocation while the virtual
machines run. At the end of their lifecycle, the virtual machines are terminated and
any configurations cleaned up.

3.1.3

Attack Surface

The key objective of NoHype is to eliminate the attack surface of the hypervisor.
Previously researchers have looked at defining attack surfaces [115] and also attempted
to measure the vulnerability of a system through attack surface or other metrics
[115, 120, 106]. Figure 3.2 shows conceptually the attack surface of a system. There
are usually multiple channels that connect the system in question to the outside
environment. Each channel is comprised of one or more methods, e.g. functions
triggered when some data is sent or received on the channel. Potential attacks happen
when a method, channel or specially crafted data sent on the channel can trigger an
attack. Manadhata and Wing [115] concisely define a system’s attack surface as the
subset of the system’s methods, channels, and data passed on the channels that can
potentially be used to attack the system.
In our work on NoHype, the system in question is the hypervisor and the environment we are worried about are the VMs which could attack the hypervisor. The
different means of interaction between VMs and hypervisor are the channels. Due to
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the fact that today the hypervisor has to perform various functions on behalf of the
VMs, the virtualization layer is heavily involved throughout the lifetime of a guest
virtual machine. Each interaction between the virtual machine and the hypervisor
invokes some code in the hypervisor, which creates a potential attack vector that
could be exploited by a malicious guest. In particular, the part of the attack surface
which we focus on are the VM exits. A VM exit is defined generally as an event that
occurs when a virtual machine’s code is interrupted and the hypervisor code begins
to execute in order to handle a certain event (e.g. emulate memory access, deliver
a virtual timer interrupt, etc.). In, [134] VM exits are defined more precisely as the
mechanism invoked by some action of the guest VM that require Virtual Machine
eXtensions (VMX) root privileges, in Intel architectures, to be completed. Hence any
such action performed by the VM will trap to the hypervisor code, which has sufficient privileges to handle it. The VM to hypervisor interface and VM exit reasons
are architecture-dependent.
Our work focuses on Intel processors. Actions that cause a VM exit can be
controlled through the virtual machine control structure (VMCS) in Intel processors.
In particular, on an Intel x86 64 architecture with virtualization extensions, there
are 56 reasons for VM exits, which forms the large part of the attack surface that
poses such a significant security threat. Virtual machine exits are quite frequent, even
when the guest OS inside the virtual machine is not doing any work; in an idle virtual

Figure 3.3: VM exits in Xen 4.0 during bootup and runtime of a guest virtual machine.
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Table 3.1: Selected reasons for VM exits.
VM Exit

Reason

EPTV

An attempt to access memory with a guest-physical address was
disallowed by the configuration of the EPT paging structures.

APICACC

Guest software attempted to access memory at a physical address
on the APIC-access page.

MSRWR

Guest software attempted to write machine specific register, MSR.

MSRRD

Guest software attempted to read machine specific register, MSR.

IOINSR

Guest software attempted to execute an I/O instruction.

DRACC

Guest software attempted to move data to or from a debug register

CRACC

Guest software attempted to access CR0, CR3, CR4, or CR8 x86
control registers.

CPUID

Guest software attempted to execute CPUID instruction.

PNDVINT

Pending virtual interrupt.

EXTINT

An external interrupt arrived.

EXCNMI

Exception or non-maskable interrupt, NMI.

machine running on top of Xen 4.0, these exits occur about 600 times per second in
our experiments.
In order to emphasize how often the large and complex virtualization layer is
needed, we examine the execution of a non-paravirtualized virtual machine with the
Xen hypervisor. Figure 3.3 shows the timeline of a Linux based virtual machine, which
has a directly assigned NIC and is pinned to a core, booting up and running some
programs on top of the Xen 4.0 hypervisor with no other virtual machines present.
The most frequent reasons for exits are highlighted in Figure 3.3 while others are
grouped in the “other” category. The stacked area graph shows the number of VM
exits during each 250ms interval (for clarity the x-axis only shows tick marks every
5000ms or 5 seconds). The graph was generated from data obtained with xenperf
utility which is able to show execution statistics, such as VM exits.
The first 75 seconds shown in the graph is the guest OS booting up. A staggering
9,730,000 exits are performed as the system is starting up. This is an average of about
130,000 exits per second. The majority of the accesses are the EPTV and EXCNMI
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VM exits, but exits such as CPUID are also present. The reasons for each exit is
defined in Table 3.1, from [10]. These exits are due to interaction with hardware that
is being emulated (EPTV and EXCNMI) or are part of system discovery done by the
guest OS (CPUID).
Next, at around 90 seconds, we show an SSH login event which causes a spike
in VM exits (EXTINT and APICACC). Even with the directly assigned NIC, the
hypervisor is still involved in the redirection of the interrupts to the correct core and
the EXTINT exit signals when an interrupt has arrived. The APICACC exits are
due to the guest interacting with the Local APIC (Advanced Programmable Interrupt
Controller), which is used to acknowledge receipt of an interrupt, for example.
From 100 to 130 seconds we show the execution of the Apache web server with
a modest request rate. This causes many exits: EXTINT, CPUID, CRACC, APICACC. We found that libc [108] and other libraries make multiple uses of CPUID
each time a process is started, and that there are new processes started in Apache to
handle each connection.
Finally, at around 180 seconds we show the starting of VNC (which is a graphical
desktop sharing software) and running startx to start the X Window System. We
can see the EPTV exits, which are due to the emulation of VGA (Video Graphics
Array, a graphical display hardware) after the graphical window system is started.
To summarize, different situations lead to different uses of VM exits, which then
invoke the underlying hypervisor code. Each VM exit could be treated as a communication channel, wherein a virtual machine implicitly or explicitly sends information to
the hypervisor, which then triggers some code in the hypervisor. Consequently, each
VM exit is a potential attack vector that the virtual machine can utilize to attack
the hypervisor (e.g. by exploiting a bug in the way the hypervisor handles certain
events). With NoHype, we eliminate these attack vectors.
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Figure 3.4: Cloud provider’s infrastructure with NoHype’s desired TCB highlighted
in the dotted area, as well as an arrow showing attacks by VMs on the hypervisor.

3.2

Threat Model and Assumptions

The cloud provider’s infrastructure is shown in Figure 3.4. Our desired TCB (of only
management infrastructure and hardware) is outlined in dotted lines. When actually
realized, some of the management functionality, in the form of a system manager, is
needed on each server. The main threat (explained below) is also highlighted with
the arrow showing attacks by VMs on the hypervisor.
We assume that the cloud infrastructure provider is not malicious, and sufficient
physical security controls, such as surveillance cameras and restricted access to the
physical facilities, are being employed to prevent hardware attacks (e.g. probing on
the memory buses of physical servers). Also, the cloud management software presents
the interface that cloud customers use to request, manage and terminate virtual
machines. It runs on dedicated servers and interacts with the NoHype servers. For
the purpose of this dissertation, we assume it is secure.
For cloud server hardware, we assume that the microprocessor, memory modules,
motherboard, the disk and other peripherals (e.g. network cards) are not malicious
and behave as defined in the manufacturer’s specification. For cloud server software,
we assume that the management software (which in the NoHype prototype is only
responsible for setup and teardown of the virtual machines) is correctly written, and
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free from bugs or other exploitable vulnerabilities. The protections are offered for
entire virtual machines, so the contents of a virtual machine are assumed to be trusted
by the customer. The responsibility of protecting the software that runs inside the
virtual machines is placed upon the customer. Application and OS security have
been widely explored and protections can be provided through various techniques,
e.g. anti-virus software and the use of address space randomization, just to name
two examples. While we are not concerned with the security of the guest OSes, we
do require that a provider makes available a set of slightly modified kernels which
are needed to boot the virtual machine on a NoHype system. This initial kernel is
trusted.
Virtual machines running on a NoHype system are not trusted and could indeed
be malicious. A malicious virtual machine could cause a VM exit or other action to
occur in such a manner as to inject malicious code or trigger a bug in the hypervisor.
Injecting code or triggering a bug could potentially be used to violate the confidentiality or integrity of other virtual machines. It could also be used to slow down or
even crash the hypervisor, which would result in a denial-of-service attack violating
the availability property for other VMs.

3.3

NoHype, A Hypervisor-Free Architecture

Our NoHype architecture removes the active virtualization layer that used to run underneath VMs, yet retains the management capabilities needed by cloud infrastructures. Recall the major roles of the virtualization layer from Section 3.1.2: arbitrating
access to processors, interrupts and timers, memory, devices, providing important network functionality, and controlling the execution of virtual machines. Below, we first
further motivate the NoHype architecture by describing the needs of a hypervisor-free
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virtualization system and how they are related to these roles. Next, we present our
NoHype architecture.
Note that the cloud architecture remains unchanged, only the servers in Figure 1.1
are now NoHype-enabled servers. Furthermore, not all servers have to be NoHype
servers, a cloud can have a subset of their servers with NoHype functionality for
improved security, while other servers can be non-NoHype.

3.3.1

Needs of a Hypervisor-Free Virtualization Architecture

The main idea is that each guest virtual machine runs directly on the hardware
without an underlying active hypervisor. Of course we cannot remove management
software completely – there is the need for a management entity that can start and
stop a virtual machine based on requests from the cloud provider’s cloud manager
software. In the NoHype architecture, once a virtual machine is started it runs to
completion and does not have to be suspended by the hypervisor scheduler to run
another VM on that processor core. Also, it has direct access to the devices, unlike
today’s commodity virtualization architectures. The guest OS does not interact with
any management software on the server and there are no tasks that a virtualization
layer must do while the virtual machine is running. If the guest OS or applications do
cause some event that would unexpectedly require the hypervisor’s involvement, such
an event is considered potentially malicious and the virtual machine is aborted. A
properly executing virtual machine, however, should never cause such a situation to
happen. In the following sub-sections we will discuss the various needs of a hypervisorfree architecture, such as NoHype.

Processor: Fixed Virtual-to-physical Processor Core Affinity
There is a need to remove scheduling of VMs on processor cores, which requires an
active hypervisor to manage such scheduling. The scheduler code is typically run every
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processor clock tick to check which VM should be scheduled next. Not only is this
a large code piece that contributes to the overall hypervisor code size (and potential
vulnerabilities), but also slows down the VMs as the VM has to be interrupted for
the scheduler to run.
The scheduler can be removed by dedicating a processor core for exclusive use
by a VM during the VM’s lifetime on the server. Dedicating a core to each virtual
machine may not initially seem reasonable, as many people associate virtualization
with oversubscription of resources on each physical server in order to run as many
virtual machines on it as possible. However, the trend in processors is to increase the
number of cores on a chip with each generation. Already, 8-core devices are available
today [86] and there are predictions of 16-core devices becoming available in the next
few years [152]1 . With each generation, the number of virtual machines a server can
support would grow with the number of cores and the sharing of cores to support
more virtual machines will not be necessary. As an added benefit, dedicating a core
to a single virtual machine reduces some of the the potential software cache-based side
channels (due to external interference) that exists when sharing an L1 cache [175, 176]
among different VMs.
In the NoHype architecture, each physical core can run only one virtual core of a
virtual machine but virtual machines with multiple virtual cores can be assigned to
that number of physical cores. That is, cores are not shared among different guest
virtual machines, but many-core VMs are still supported.

Interrupts and Timers: Dedicated Hardware Interrupt and Timer Sources
There is a need to remove hypervisor involvement in interrupt and timer delivery.
Today, when VMs are scheduled on different processor cores, the hypervisor has to
carefully keep track of which processor core a VM is running on. The interrupts
1

Note that network processors and other specialized chips have 100 or more cores already.
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and timers need to be delivered to the correct processor. This functionality is not
as complex as the scheduler, but further adds to overheads and the code base size
of the hypervisor. For emulated devices, the hypervisor today also needs to emulate
the interrupt and timer sources. Device drivers and emulation are some of the most
buggy code today [52].
The hypervisor involvement in interrupt and timer delivery can also be removed
by fixing virtual-to-physical processor core affinity. In this configuration, interrupts
need not be redirected to various cores as a virtual machine will be assigned to
a fixed set of cores for its lifetime. Interrupt hardware can be pre-configured so
that the physical interrupts of the devices assigned to the virtual machine are sent
to one of these pre-allocated cores. The virtual machine can directly respond to
the interrupts and requires no further assistance from the hypervisor. A special
type of interrupt is the timer interrupt, which comes from physical timer sources
on the processor. Today, commodity Intel processors include the local Advanced
Programmable Interrupt Controller (APIC) hardware in each core, which contains a
timer source as part of its functionality. Since a virtual core is bound to a physical core
for its lifetime, the APIC hardware need not be shared with other virtual machines and
the timer interrupts from the timer can be provided directly to the virtual machine.
We discuss this further in Section 3.3.4.

Memory: Hardware-supported Partitioning
There is a need for a VM to have its own dedicated memory. When running, each guest
OS inside a VM has a dedicated and guaranteed fraction of physical memory (the
guest physical memory) on the host system. Each virtual machine can be assigned
a different amount, which is decided by the customer when requesting a new virtual
machine to be started. Today, often the memory allocation is dynamically changed
as the VMs run. This again invokes hypervisor code, and adds to the code base size.
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In the NoHype architecture, we propose partitioning of the physical memory.
Again, we capitalize on the hardware manufacturing trend and fact that modern
servers are supporting already 256GB of DRAM [66] or more. Our partitioning, however, is not fixed at boot time, but rather is updated each time a VM is started or
stopped. Given a portion of the memory, the OS will then be able to manage its
own memory as it does today (managing the mapping from virtual memory locations
to physical memory locations and swapping pages to or from the disk as needed).
Hardware extended page table support in the processor then performs the memory
address translation between the guest physical memory address and the host physical memory address and restricts memory operations to the assigned range. Under
these circumstances, “underutilization” within each virtual machine based on the
customer requesting, and paying for, more than what was needed, can happen. The
customers can re-evaluate their needs and request virtual machines with different
smaller amounts of resources next time.

I/O Devices: Per-VM Hardware-virtualized Devices
There is a need to associate one or more devices with a VM for its lifetime. An
additional aspect of the physical system that needs to be partitioned is the access
to I/O devices. In today’s virtualization, operating systems interact with virtualized
devices in the virtualization layer. This hides the details of the actual device and
also allows the hypervisor to arbitrate access to it. This however, also requires direct
communication between guests and hypervisor. Such communication can be exploited
to trigger bugs. As already mentioned, device drivers and emulation are some of the
most vulnerable code today.
The hypervisor involvement can be removed by dedicating physical devices to
VMs. Of course, this relies on the assumption that there are enough devices to assign
at least one per virtual machine. To deal with the issue of scaleability, NoHype68
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like architectures can use hardware virtualized devices, some already available on the
market. A hardware-virtualized device is a single physical device, but announces to
the system that it is N separate devices. Each virtual machine then can interact only
with the “virtual” device(s) assigned to it. The hardware virtualization is achieved in
part through having multiple queues on each device. This forms the interface that is
seen by the associated virtual machine. Of the various devices available, the primary
devices needed in a cloud computing scenario are the network interface card (NIC)
and the disk. Other devices, such as graphics processing units (GPUs) could also be
virtualized, thus removing the need for having N separate virtual devices. This is
available today with single-root I/O virtualization (SR-IOV) enabled devices [21], for
example.

Networking: Performing Networking Outside of the Host
There is a need for support of networking functionality such as packet routing or
switching. As a by-product of emulating devices, today hypervisors also perform some
networking functionality, since they are already handling the network packets from the
emulated devices. This can give some flexibility, but further burdens the hypervisor
with extra functionality that could be buggy and exploited by the attackers.
Networking, however, can easily be performed outside of the server in the switches
and routers already present in the cloud computing data centers. Intrusion detection
systems (IDS), firewalls and other dedicated networking middleware (hardware and
software that performs specific functionality) also present today could perform the
security functionality. By bypassing the virtualization layer, the software Ethernet
switch and other emulated hardware functionality in the hypervisor is not needed.
Doing so has numerous benefits including simplifying management, as it removes an
extra type of switch and layer in the switch hierarchy, and it frees up the processor on
the server as it no longer has to perform networking for an increasingly large number
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of virtual machines. Nevertheless, the software switches are very usefully for quickly
deploying new features. We feel, however, that moving networking functionality back
to the network is reasonable. Performing networking outside the host also does require
some hardware support from the networking equipment. Older Ethernet switches
drop packets that would otherwise be forwarded out of the same port as they arrived,
previously such a situation could be a sign of a loop in a network path and is not
desired. But with a solution such as NoHype, two communicating virtual machines
that are located on the same server would be sending packets to the same switch
and port; this requires the packets to be forwarded back out the same port as they
came in. Fortunately, hairpin routing [4] (which allows for such situations) is now
supported by newer equipment.

VM Management: Decoupling VM Management from Operation
There is a need to decouple VM management from VM operation. The hypervisor
today has two duties, to manage the VM and to be involved in a VM’s operation
(as described in the above paragraphs). Decoupling the two, can simplify the system
design and limit the interaction from VMs to management code. In particular, if the
previous needs are supported, there is no interaction between management code and
VMs during their operation
To support the the ability to start and stop virtual machines on demand, we decouple the virtual machine management from the virtual machine operation. The
management code is active before a virtual machine is started and after it is stopped,
but during the life of the virtual machine, the guest OS never interacts with the management code on the core, or on the server (i.e. with the system manager running
on a separate core). The management code can setup the hardware and dedicate
the various resources. Existing hardware support for Ring -1 privileged code can be
leveraged to run the management code in the highest privilege to achieve the man70
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agement duties, and protect it from the lesser privileged code. This privileged code,
however, does not interact with VMs like today’s hypervisors. It receives commands
from the cloud management infrastructure and issues commands to the components
of the server to set them up (and tear down the VMs when they are to be terminated).

3.3.2

NoHype System Architecture

Our NoHype architecture, shown in Figure 3.5, addresses each of the needs of a
hypervisor-free virtualization architecture.

NoHype architecture focuses on pre-

allocation of resources to support the various needs, while removing need to have
a hypervisor emulate the devices, direct interrupts, etc. NoHype architecture also
focuses on having unidirectional communication from the cloud management to the
NoHype servers to the VMs. This way the architecture aims to remove the interaction
that the VMs would have with the management software. Such interactions, which
could be used to trigger any bugs or vulnerabilities, are thus removed as possible
attack vectors during runtime.
NoHype system architecture uses existing cloud management infrastructure to
issue commands to launch and terminate VMs. The commands are handled by a
system manger which is running on the server. One processor core is dedicated to the
system manager, for its exclusive use. The manager receives only commands from
the (trusted) cloud infrastructure. The manager is used to manage the allocation of
the other processor cores and resources to the VMs.
The remaining processor cores in the server can be used to run different guest
VMs. Processor cores are idle until they are assigned to a VM. To launch a VM, a
core manager software is triggered and starts executing on the core(s) assigned to the
new VM. The core manager only receives commands from the system manger. This
is a proxy through which the system manager assigns resources to the new VM.
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The resources assigned are the processor cores, memory, I/O devices and networking. These resources are pre-assigned to the VM. The system manager and core
manager run in Ring -1 privilege so they are able to configure the hardware. The
VMs will run with Ring 0, or higher numbered privilege level, so they will not be able
to escape the environment that has been pre-set for them (e.g. VMs can’t reconfigure
device assignment). Once the resources are allocated, the core manager triggers the
actual VM launch and ceases execution.
The resources allocated to a VM are for its exclusive use while it executes. The
system can be shared among many VMs as long as there are sufficient resources
to match the customers’ requests. Although we pre-assign resources to VMs, the
assignment is not static. As soon as a VM is terminated, the resources can be allocated
to other VMs. While the system manager does not need a complicated scheduler, it
does require a simple mechanism for keeping track of each resource and whether it is
in use or not (e.g. a simple table data structure).
The hardware I/O and networking resources in a NoHype architecture are also
dedicated each to a VM. Through use of hardware virtual interfaces, the architecture
can easily support many VMs per server and be able to match the customers’ requests.
When a VM is to be stopped, the core manager is invoked again to clean up the
VM and free the resources. The termination request is a one-way communication
from the cloud manager or the system manager. Any hardware errors or violations
also trigger the core manager which terminates the VM on the error or violation.
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Figure 3.5: The NoHype architecture.
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3.3.3

NoHype Operation

We now describe in some detail the operation of a NoHype architecture to better
see how it meets the needs of a hypervisor-free virtualization architecture. When a
server starts up, one core is randomly selected as the bootstrap processor, as is done
in today’s multi-core systems. The code that starts executing on that core is the
trusted NoHype system manager2 . The system manager initially starts up in hyperprivileged mode to set up the server. It is then responsible for accepting commands
from the cloud manager software (via its network interface) and issuing commands to
individual cores to start/stop guest virtual machines via the inter-processor interrupts
(IPIs). The sending, and masking, of IPIs is controlled through the memory-mapped
registers of the core’s Local APIC. The memory management can be used to restrict
access to these memory regions to only the software running in hyper-privileged mode,
and therefore prevent virtual machines from issuing or masking IPIs. Upon receiving
an IPI, the core will jump to a predefined location to begin executing the core manager
code to handle the virtual machine management. Table 3.2 summarizes the actual
procedures for starting and stopping virtual machines, with a detailed description
provided in the following paragraphs.

Starting a VM
Before a VM is started, the system manager must receive a command from the cloud
manager. The instructions to the cloud manager are issued by the customer, who
specifies how many virtual machines and of what type he or she wants. The cloud
manger then provides both a description of the virtual machine (e.g., amount of
memory it is assigned) and the location of the disk image to the system manager.
Next, the system manager maps the to-be-assigned virtual machine’s memory and
2

The whole system manager does not have to be trusted, but for clarity of presentation and
space reasons we will not explore issues of trust of the system manager here and hence we make this
simplifying statement.
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disk into its space in order to allow the manager to access the resources and initialize
them. The disk image is then downloaded by the manager and stored on the local
disk and the memory, assigned to the core that is allocated to this virtual machine,
is zeroed out. This brings the guest OS image into the virtual machine. Next, the
to-be-assigned virtual machine’s disk and memory are un-mapped from the system
manager’s space so that it no longer has access to them. Finally a ‘start’ interprocessor interrupt (IPI) is issued to the core where the virtual machine is to start.
Upon receiving a start IPI the core comes online and starts executing code, which is
stored at a predefined location. The code that executes is the core manager, which
starts running in hyper-privileged mode and initializes the core (sets up the memory
mapping and maps the virtual NIC and disk devices). To start the guest OS, the core
manager performs a VM exit, which switches the core out of hyper-privileged mode
and starts the execution of the guest OS from the image now stored locally on the
disk3 . On bootup the guest OS reads the correct system parameters (e.g. the amount
of memory that it has been assigned) and starts execution.

Stopping a VM
A guest OS can exit when a stop command is issued by the system manager (e.g.,
the system manager receives a message from the cloud manager that the customer
does not need the virtual machine anymore or the instance-hour(s) purchased by the
customer have been used up). In this situation, the system manager sends a ‘stop’ IPI
to the core running the virtual machine that will be shut down. This interrupt causes
the core to switch to hyper-privileged mode and jump to a predefined code location
in the core manager’s code. Next, the core manager has the option of zeroing out
the memory space assigned to the virtual machine, and potentially even the assigned
disk space if the customer’s virtual machine uploads its data to some storage before
3

If network attached storage is used, local disk operations can be omitted.
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(abnormal terminate) a VM.
Start a VM

Stop a VM

Abort a VM

1. Cloud manager notifies
system manager to start a
VM

1. Cloud manager notifies
system manager to stop a
VM

1. Enter core manager on an
illegal operation

2. System manager maps
the memory and disk of
the to-be-assigned VM
into the system manager’s
space

2. System manager issues
“stop” IPI to the core(s)
running target VM

3. System manager downloads the disk image and
stores it on a local disk
and zeros out the memory
4. After initialization, system manager unmaps the
memory and disk from its
space

3. Core manager optionally
saves the disk image of the
VM, then clears the disk
and memory

2. Core manager sends an
“end” IPI to system manager
3. Core manager optionally
clears disk and memory
4. Core manager un-maps
memory and I/O

4. Core manager un-maps
memory and I/O

5. Core manager puts the
physical core into sleep
state

5. Core manager puts the
physical core into sleep
state

6. System manager notifies
cloud manager

5. System manager issues a
“start” IPI to the core
6. Core manager initializes
I/O and memory mapping
7. Core manager exits to
guest OS, launching the
VM

termination. The core manager also has the option to save the disk image of the
virtual machine, depending on the Service Level Agreement (SLA) for continuing
service of this virtual machine at a later time. Finally, the core manager puts the
core in sleep mode (to wait for the next start IPI) and the system manager notifies
the cloud manager of completion.
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Aborting a VM
A guest OS can be aborted when the guest OS performs an illegal operation (e.g.,
trying to access memory not assigned to it)4 . An illegal operation will cause a trap,
which in turn triggers a switch to hyper-privileged mode and the execution of code
located at a predefined position in the core manager. At this point, the core manager
sends an ‘end’ IPI to the system manager to inform the system manager that the
virtual machine exited abnormally. Again, the core manager has the option of zeroing
out the memory and the disk to prevent data leaks. The memory and I/O is unmapped. The core is then put into sleep mode (waiting for a start IPI) and the
system manager notifies the cloud manager of the aborted virtual machine’s status
change.
For all three actions, which occur during the runtime of the guest OS, the guest OS
does not invoke the core manager or the system manager. Only the system manager
or core manager can initiate start or stop of the VM. Hence, the guest OS has no
opportunity to directly corrupt these trusted software components. Interaction with
the cloud manager is from servers that are outside of the cloud infrastructure (i.e.,
the customer’s server). Securing this interaction is not the focus of this dissertation.

Live Migration of a VM
A live migration operation could be initiated by the cloud manager, which would
instruct the system manager on the source server to migrate a particular virtual
machine to a given target server. In a simplistic implementation, the system manager
would send a ‘migrate’ IPI to the core on which the virtual machine is running. The
interrupt handler located in the core manager would stop the execution of the virtual
machine, capture the entire state of the virtual machine, and hash and encrypt it.
4

Illegal operations also include the use of certain processor instructions, which may require the
OS to be altered. For example, NoHype does not support nested virtualization, so any attempts to
do so by the OS would be illegal.
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The system manager would then take the state and send it to the target server. From
here, the system manager would send an IPI to the core manager, which would check
the hash, decrypt the state, re-start the new virtual machine and continue execution.
Of course, this process can take a while and in order to minimize downtime, optimizations using iterative approaches have been developed [55]. In these approaches, a
current snapshot is taken, but the virtual machine is not stopped. When the state is
done transferring, the difference from the current snapshot and the previous snapshot
is sent. The process may be repeated until the difference is sufficiently small to minimize actual downtime. In NoHype, we could have the hardware memory management
unit track which pages have been modified. This would enable the system manager
to periodically send an IPI to obtain only the differences (for the first iteration, the
difference would be a comparison to when the virtual machine started, so it would be
an entire snapshot). For each iteration of the live migration algorithm where memory
is checked for differences, the system manager would forward any modified data to
the target server – on the target server, the system manager would forward the data
to the core manager, and the core manager would update the memory, the disk and
other state it receives. The final step is for the core manager on the source server to
send one last set of differences, shutting down the virtual machine on the last “migrate” IPI. After all the state is replicated on the target server, the system manager
on the target would send a ‘start’ IPI to start the virtual machine. It should be noted
that while the downtime can be reduced from what would be seen with the simplistic
approach, it cannot be eliminated altogether. In Xen, this may range from 60ms for
an ideal application to 3.5s for a non-ideal case [55]. The nature of cloud computing
makes it such that (i) how long the downtime will actually be for a given virtual
machine cannot be known and (ii) the downtime the customer is willing to tolerate
is unknown. As such, an alternate approach would be to involve the customer in the
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process, enabling them to gracefully ‘drain’ any ongoing work or perform migration
themselves [100].

3.3.4

NoHype Realization Using Commodity Hardware

In this section, we present how NoHype architecture can be realized on commodity
hardware. We focus on hardware available today from Intel, and many of the descriptions use Intel terms. NoHype can be run on hardware such as Intel XEON
W5580 quad-core processor. For the virtualized network card, NICs with Intel 82576
Ethernet controller are available. Due to lack of hardware-virtualized storage, we utilized networked storage instead of a virtualized disk, since there are no commercially
available drives that support SR-IOV at this time. In particular we used iPXE[16] for
a network boot to fetch the kernel along with iSCSI [122] for the guest VM’s storage.
Next section, Section 3.4, presents details of how the hardware is used by discussing
a VM’s lifecycle on a NoHype system.

Pre-allocating Processor Cores and Memory
NoHype fixes the allocation of the resources for a VM when it is created. As described
in the architectural description (see Section 3.3.1) the resources to be allocated include
processor cores, interrupts, timers and memory. Networking and I/O are discussed
in next subsection.
This fixed mapping of resources to the VM for its lifetime is performed so that
there is no need for the management by the hypervisor. In NoHype we dedicate a
specific number of cores to each VM because the number of cores is specified by the
customer before the VM is created. This is not to be confused with pinning a VM (or
setting the CPU affinity of a VM), which is a parameter to the hypervisor scheduling
function that is used to configure the restrictions of which cores a given VM is allowed
to run on. Our pre-allocation is similar to pinning, however, we dedicate one physical
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core to a VM. Note that in Xen, or similar hypervisors, pinning sets which cores a
given VM can run on, it does not restrict the pinning of multiple VMs to the same
core. Furthermore, today, when physical cores are not dedicated to a single VM and
hence the physical core on which the VM is scheduled can change, the hypervisor
must emulate the Local APIC by providing a timer. Since a core is dedicated to a
given VM in NoHype, we no longer need to emulate this functionality and can allow a
guest to use the Local APIC directly. Local APIC is the local advanced programmable
interrupt controller which provides an interface to the interrupt subsystem. It is also
can be used as a hardware timer source. Although direct access to the local APIC
opens a new way for a guest VM to send an interprocessor interrupt (IPI) to other
VMs, we show in our security analysis in Section 3.6.2 that this can be handled with
a slight modification to the way the guest VM handles IPIs.
Through dedication of the processor cores, the hardware on these processor cores
can be used exclusively by the VM running on them. Each modern Intel processor
core includes advanced programmable interrupt controller (APIC). There is only one
controller on a core, but since in NoHype there is only one VM on the core it can
use it directly. This hardware on the controller includes timer source and interrupt
handling.
NoHype we also pre-allocate the memory. In order to remove the virtualization
layer, we can again capitalize on the use model where customers specify the amount
of memory for their VMs. The existing EPT page table walking hardware available
in commodity processors is able to automatically perform the memory address translation. By pre-setting the page table for the guest physical to host physical memory
(based on the customer’s requested amount of memory), once the VM starts all the
allocated pages are listed in the page table so that the hardware can use it for the
translation. Furthermore, the page table-based translation mechanisms available today are broken up into two sets of tables. The tables translating guest physical to
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host physical addresses (today managed by the hypervisor) and virtual to guest physical (managed by the OS). When the guest OS changes the virtual to guest physical
address translation, the hypervisor is not invoked. And, as already mentioned, the
guest physical to host physical translation is pre-set so it need not be managed by
the hypervisor at VM runtime.

Pre-allocating (Hardware Virtualized) I/O Devices
I/O devices are another important component that is addressed in the NoHype architecture. With NoHype, we also dedicate I/O devices to the guest VM (Section
3.3.1).
The devices are dedicated so that no virtualization software is required to emulate
these devices. A VM running remotely in the cloud has no need for peripheral devices
such as a mouse, VGA, or printer. It only requires network connection (NIC), storage, and potentially a graphics card (which are increasingly used for high-performance
general-purpose calculations). Consequently, there are only a limited number of devices that need to be supported. Of course, dedicating even the limited set of physical
I/O device to each VM does not scale. With NoHype, we leverage the SR-IOV [21]
hardware virtualization extensions.
NoHype capitalizes on modern processors for both the direct assignment (VT-d
[15] hardware) of devices as well as virtualization extensions in modern commodity
devices [21]. VMs control the devices through memory-mapped I/O. The memorymanagement hardware of modern commodity processors can be configured so that the
VM can only access the memory of the device that is associated with it (and the device
can also only access the memory of its associated VM). Furthermore, virtualization
extensions are available in modern commodity devices. The SR-IOV [21] standard
enables one physical device to announce itself as multiple devices on the PCI bus. The
functionality of these devices is separated into board-wide functions which are con81
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trollable only by the host software (known as physical functions), and those functions
that are specific to the individual virtual devices, which can be assigned to different
guest VMs (known as virtual functions). Today, NICs with virtualization support are
already popular and available. While not yet available, storage and graphics devices
could also include the hardware virtualization so that dedicated device can be given
to each VM. Nevertheless, network attached storage (accessible through each VM’s
dedicated NIC) can give each VM their own persistent storage location.

Pre-disovery of System Configuration
To run on a variety of platforms, most operating systems automatically discover the
configuration of the underlying system. This is done by the kernel during its initial
loading. NoHype provides a temporary hypervisor, active in the initial phases of
VM’s runtime, so that all the system configuration information can be relayed to the
guest OS.
The OSes need to learn about the underlying platform, including processor clock
frequency, available devices, etc. For example, the guest OS will perform a series of
reads to the PCI configuration space in order to determine what devices are present
and available. This PCI configuration space, along with “system discovering” instructions such as CPUID, are not virtualized by today’s hardware. Often, the presented
hardware is different from the underlying hardware so it is handled by the hypervisor,
limiting motivation for hardware manufacturers to move the functionality to hardware. This is, however, a small practical challenge to a NoHype architecture that
is to be built on commodity hardware. NoHype needs some way to tell the OSes
about the underlying system without having an active layer under the VM running
constantly and handling any of the system discovery instructions.
To solve this challenge, in NoHype a slightly modified guest OS needs to be
provided by the cloud infrastructure provider to the customers. The modifications
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to the guest OS are so that it collects all the needed system information when it is
booting up. This can be thought of as a greedy approach, versus a lazy approach done
by today’s OSes. When this guest OS is booting up, it is interacting with a temporary
hypervisor. As this interaction is a potential attack surface, only the provided and
approved OS can interact with the temporary hypervisor so that it does not attacks
it. The gathered information includes processor configuration (through the CPUID
instruction), processor frequency through use of a high-precision event timer (HPET),
and device discovery through interaction with an emulated PCI bus. Once the initial
kernel bootup sequence is complete and the guest OS has learned the underlying
system configuration, the temporary hypervisor is disabled and execution switches
from the provided kernel to user’s kernel modules and finally his or her applications.
We capitalize on the fact that the kernels are already provided to the customers,
Amazon and other providers give customer a set of VM images (including the kernel)
which they can choose from. In NoHype, we propose the same mode of operation,
just that the provided VMs include the modified kernel with the minor additions so
that all the needed information is gathered during guest OS bootup, and cached by
the OS for later us. This removes the need for any system-discovery instructions to
run during the lifetime of the OS, and therefore the need for a hypervisor to respond
to them.

Avoiding Indirection through the Hypervisor
Today, because hypervisors present an abstracted view of a machine that is not a oneto-one mapping of virtual to real hardware, they must perform indirections that map
the virtual view to real hardware. Since we are bringing the guest virtual machine in
more direct contact with the underlying hardware, we avoid these indirections, and
therefore, remove the need for a hypervisor to perform them
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One such indirection is involved in the communication between cores. Hypervisors
present each VM with the illusion of running on a dedicated machine. As such, the
hypervisor presents each VM with processor IDs that start at 0. Currently, the
physical cores in the processor can be shared by more than one VM and the core that
a VM is running on can be changed by the hypervisor’s scheduler. As a result, the
hypervisor needs to keep track of a mapping between the view presented to the VM
and the current configuration in order to support communication between the VM’s
virtual cores. When dedicating cores to VMs, as is the case with NoHype, the guest
VM can access the real processor ID and avoid the need for indirection.
Indirection is also used in delivering interrupts to the correct VM. For the same
reason why currently the core ID requires indirection (VMs can share cores and can
move between cores), the hypervisor has to handle the interrupts and route them to
the correct VM. When dedicating cores to VMs, in NoHype, we remove the need for
the re-routing as interrupts go directly to the target VM.

3.4

VM Lifecycle on a NoHype System

In order to understand how the hardware is used, and the details of how software
works on our system, it is useful to understand what is happening during the various
phases of a VM’s execution. Shown in Figure 3.6 is a guest VM’s lifecycle. The
following subsections will detail each phase. The discussion is based around Intel
hardware and Xen hypervisor, which was modified and used as basis for our system
manager.
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Figure 3.6: The five stages of a VM’s lifecycle in a NoHype system.

3.4.1

VM Preparation

First, the customer will specify all of the configuration details for their virtual machine, such as the amount of memory, the number of processor cores, disk storage,
and networking requirements.
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During this phase all of the resources are pre-allocated and the virtualized I/O
devices are assigned. Here, we leverage Xen’s code which already provides all of the
required functionality. The management software runs in Dom0, Xen’s privileged VM,
and we restricted it to execute only on core 0, as shown in Figure 3.6(a). Our VM
initialization code then configures the hardware mechanisms that will enforce memory
allocation, in particular, the extended page tables (EPT) in the Intel processors.
With NoHype, we require that these tables be preset so that there is no need for a
hypervisor to manage memory translation dynamically. Xen’s VM initialization code
already code for setting EPT entries, and we use it to pre-set all of the EPT entries
needed for this VM. The VM initialization code also includes the physical function
driver for the NIC, which sets up the registers in the device not accessible to guest
VMs (e.g. the MAC address, multicast addresses, and VLAN IDs).
For pre-allocating processor cores, Xen’s VM initialization code has the ability to
pin a VM to a set of cores. Xen does this by setting the CPU affinity of the VM,
which causes the hypervisor’s scheduler to re-schedule the VM only on the selected
cores. The hypervisor keeps track of VM affinity and never schedules the VM on
cores not on the affinity list. For NoHype, the management software uses the pinning
facility at bootup to place the VM on correct cores, and the affinity is not changed
for the lifetime of the VM. Our management software also keeps track of which cores
are already assigned and only allocates VMs to unused cores so there is no sharing of
cores among VMs.
Finally, we use VM initialization code that allocates the virtualized NIC(s) via
the PCI pass through mechanism supported in Xen. That is, it sets EPT entries
to enable the device’s memory range to be mapped to the VM’s memory space. It
also utilizes the VT-d [15] extensions in the Intel architecture to allow the device to
perform direct memory access (DMA) directly into the VM’s memory.
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3.4.2

VM Launch: Guest OS Bootup

Once the VM is created, its boot process is started, as seen in Figure 3.6(b). We
piggyback on Xen’s inclusion of a bootloader called “hvmloader” (hvm stands for
hardware virtual machine). The hvmloader is the first software that executes inside
the guest VM. It has network boot capabilities through the inclusion of iPXE[16]
which enables it to fetch, in our case, the guest OS kernel and initial RAM disk5 .
Once the kernel is loaded and ready to boot, the hvmloader sets the kernel parameters
to pass information to the guest OS and jumps to the kernel.
During the operating system bootup, the kernel will perform a great deal of system
discovery – in particular, device discovery as well as the discovery of the processor
capabilities. We discuss each of these in further detail below. Recall that during this
phase, a temporary hypervisor is present to support the system discovery.

Discovering Devices
In order to determine what devices are present, in particular PCI devices, the guest
operating system queries a known range of memory addresses. If the response to the
read of a particular memory address returns some fixed value, it means that there
is no device present at that address. Otherwise, the device would return a device
identifier. In Xen based VMs, reads to these addresses trap to the hypervisor. Xen
then passes the request to QEMU running in Dom0 (shown in Figure 3.6), which
then handles it. In QEMU today, there is an assumption of a minimal set of devices
being present (such as VGA). We modified QEMU to return “no device” for all but
a network card.
Upon discovering the device, the guest OS then sets up the interrupts for that
device by choosing vector numbers and setting up internal tables that associate the
5

The release version of Xen includes gPXE. NoHype, however, used iPXE which is a more actively
developed branch and one to which we added a driver for the Intel 82576 Ethernet controller.
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vector numbers with corresponding interrupt handler functions. When the guest OS
configures the I/O APIC with this information, the request traps to the hypervisor,
which virtualizes the I/O APIC in software. Since the guest’s view of available vector
numbers does not match what is actually available, Xen chooses a vector which is
free and stores a mapping between the actual and what is expected by the guest.
This means that Xen would typically handle the interrupt, perform a mapping, and
then inject an interrupt with the mapped vector. However, since we will eventually be
disengaging the hypervisor, we modified both Xen and the guest Linux kernel to make
the vector number chosen by VM each to be configurable. Linux is made configurable
so that it chooses a vector that is actually available and does not choose the same
vector as another VM. Xen is made configurable so that the management software
can ensure that the Xen vector assignment function will also choose this same vector
number. Once the interrupts are set up, the guest OS sets up the device itself through
the virtual function driver’s initialization routine. In the particular NIC we used for
our prototype, part of this initialization utilizes a mailbox mechanism on the NIC.
The mailbox is used to interact with the physical function driver in the host OS to
perform a reset and retrieve the MAC address. After the virtual function driver is
initialized, interaction with the physical function driver is no longer required.

Discovering Processor Capabilities
In addition to needing to know which devices are available, the guest OS needs to
know details about the processor itself – in particular, (i) the clock frequency, (ii) the
core identifier, and (iii) information about the processor’s features.
The frequency that the processor runs at must be calculated from a reference clock.
For this, we provide a high precision event timer (HPET) device for the guest VM.
Since this device is not virtualized in hardware, we only have a software virtualized
HPET providing the guest VM with periodic interrupts during bootup. It is during
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boot up that the OS will used the periodic interrupts at known intervals to determine
the processor clock frequency. Once the operating system knows the clock frequency
of the processor core, it can use the per-core local timer as its timer event source, and
does not nee the HPET anymore.
The core identifier is used so that when the software running on one core wants
to send an interprocessor interrupt (IPI) to another core, it knows what to set as the
destination. In Xen, this identifier is assigned by Xen and any IPIs involve a mapping
within the hypervisor to the actual identifier. In order to undo this indirection, we
modified Xen to pass the actual identifier of the core, which in Intel processors is the
local advanced programmable interrupt controller (APIC) ID. This identifier can be
obtained by the guest operating system in three ways, each of which we modified.
First, it can be obtained in the APIC ID register within the Local APIC itself. Second,
it can be obtained through the CPUID instruction by setting the EAX register to ‘1’.
And lastly, it can be obtained with the Advanced Configuration and Power Interface
(ACPI) table, which is written by the bootloader (hvmloader for Xen) as a way to
pass information to the operating system.
Finally, information about the processor’s features such as cache size and model
number, are obtained through the CPUID instruction. This is an instruction that
applications can use in order to do some processor-specific optimizations. However,
in a virtual environment the capabilities of the processor are different than the actual
capabilities. Therefore, when this instruction is encountered, the processor causes an
exit to the hypervisor which emulates the instruction. We modified the Linux kernel
to perform this instruction during boot-up with each of the small number of possible
input values, storing the result for each. We then make this information available as
a system call. Any application that calls the CPUID instruction directly will have to
be modified so it does do not cause a VM exit. While this may sound like a major
hurdle, in reality, it is not. We did not encounter any such applications; instead we
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encountered the use of the CPUID instruction in a small number of standard libraries
such as libc [108], which calls CPUID whenever a process is created. We modified
libc to use the system call instead of this instruction. While these are not part of the
kernel (and therefore not provided by the cloud provider), they can be made available
for customers to easily patch their libraries and do not require a recompilation of the
application. Furthermore, for any application that makes use of CPUID and cannot
be recompiled or modified, simple static binary translation can be used to translate
the CPUID instruction into code that performs the system call and puts the results
in the expected registers.

3.4.3

VM Launch: Temporary Hypervisor Disengagement

At the end of the boot process, we must disengage the hypervisor from any involvement in the execution of the guest VM. We achieve this through a kernel module,
which is loaded and unloaded along with the initial kernel image within the init
script of the initial RAM disk (initrd) provided by the cloud provider. Although not
currently in the prototype, TPM attestation could be used to measure the initial
image and kernel to ensure that they contain this module. As shown in Figure 3.6(c),
this module simply makes a hypercall with an unused hypercall number (Dom0 communicates with the hypervisor through hypercalls). The handler for this particular
hypercall will perform the hypervisor disengagement for that core and send an IPI
to the other cores allocated to the VM in order to signal to them that they need to
perform the core-specific disengagement functionality.
There are three main functions of this process. First, it must take steps to remove
the VM from several lists (such as timers that are providing timer interrupts to
the guest) as well as remove the set of cores from the online CPU mask (so Xen
does not attempt to send any IPIs to it). Second, the disengagement function must
configure the hardware such that the guest has full control over the individual core.
90

Jakub Szefer, "Architectures for Secure Cloud Computing Servers," Ph.D. Dissertation, Princeton University, May 2013.

This includes settings within the virtual machine control structure (VMCS)6 (e.g.
setting the virtualize APIC access bit to 0) as well as mappings in the extended page
tables (e.g. adding the Local APIC’s memory range so that it does not cause an EPT
violation). Finally, we must initialize the Local APIC registers with values that match
what was written by the guest operating system when it was booting up and writing
to the emulated Local APIC. This way, once the temporary hypervisor is disengaged
and the VM is switched to have direct access to the hardware, the hardware needs
to have same configuration as what the VM wrote to avoid unexpected operations or
crashes.
Once the hypervisor disengagement process completes, execution returns to the
guest VM where the disengagement-initiator module is unloaded and the iSCSI drive
for the customer is mounted. Execution control is then transferred (for the first time)
to the user’s code.

3.4.4

VM Runtime

At this point, execution is under the complete control of the guest, as shown in
Figure 3.6(d). It can run applications and load kernel modules. All the resources
have at this point been dedicated to the VM. Any actions that attempt to access
un-allocated resources, such as accessing memory outside of the allocated memory
range, will cause an exit from the VM. Since we consider them illegal, they will result
in the termination of that particular VM. Other actions, such as sending messages to
the physical function driver via the mailbox functionality on a device, are ignored.
The functionality requiring the mailbox usually includes operations that unprivileged
VMs should not be performing, such as setting VLAN ids, so it is reasonable to ignore
the messages.
6

The VMCS is used to manage transitions between the guest virtual machine and the hypervisor
by setting which operations cause a VM exit.
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Because of this restriction, we needed to modify the guest Linux kernel slightly –
these modifications do not affect an application or kernel module’s interaction with
Linux. In order for the guest VM to run without causing a VM exit, Linux is configured to not access devices that it is not using. In particular, Linux assumes the
presence of a VGA console and writes to the fixed I/O port whether there is a VGA
console or not. We modified this assumption and instead made the use of a VGA console configurable. Additionally, Linux makes the assumption that if an HPET device
is available for determining the clock frequency, it should be added to the list of clock
sources. Each of the clocks in this list are periodically queried for its cycle count. As
we have a time stamp counter (TSC) also available, the HPET is not needed. We
added a configuration in Linux to specify whether the HPET device is to be added to
the list of clock sources or not. However, one limitation of completely removing the
availability of an HPET device is that we are now relying on the Local APIC timer. In
processors before the current generation, this Local APIC timer would stop when the
core goes into a deep idle state. Recent processors with the Always Running APIC
Timer (ARAT) feature are not subject to this limitation. Unfortunately, we built our
prototype on a processor without this feature. To overcome this, rather than buying
a new processor, we simply faked that we have it by (i) specifying that the processor
has the ARAT capability in the response to the CPUID instruction, and (ii) using
the Linux parameter, max cstate, to tell Linux to not enter a deep idle state (clearly
not ideal, but acceptable for a proof-of-concept prototype).

3.4.5

VM Terminate

Our timeline ends when the guest VM shuts down. A guest VM can itself initiate the
shutdown sequence from within the VM. This will eventually result in an exit from
the VM, at which point the VM is terminated. However, we cannot rely on customers
to always cleanly shutdown when their time is up. Instead, we need to be able to
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force the shutdown of a VM. We realized this by configuring the VMCS to specify
that the VM should exit when the core receives a non-maskable interrupt (NMI). In
this way, the system manager, restricted to running on core 0, can send an NMI and,
force a VM exit so that the exit handler can terminate the VM.

3.5

NoHype Prototype Implementation

In this section we present more details of the prototype implementation of our NoHype
architecture and its realization on today’s commodity hardware. Our conclusion
is that NoHype makes an important improvement in the security of virtualization
technology for hosted and shared cloud infrastructures, even with the limitations due
to today’s commodity hardware.

3.5.1

Prototype Specifications

As mentioned in Section 3.4, the NoHype system architecture utilizes a number of
existing technologies in a new way to provide the novel protections. For the prototype
we built on a number of open-source software components, rather than write all of
the management software from scratch. A high-level schematic of the prototype is
shown in Figure 3.7.
We base our prototype on Xen 4.0, which was used as the system manager. The
guest OSes ran Linux 2.6.35.4 and used iPXE[16] for a network boot to fetch the
kernel along with iSCSI [122] for the guest VM’s storage. The temporary hypervisor
was also based on Xen 4.0. For the virtualized network card we used one with the
Intel 82576 Ethernet controller. We utilized networked storage instead of a virtualized
disk, since there are no commercially available drives that support SR-IOV at this
time. The hardware platform used a server with two quad-core Intel XEON W5580
processors.
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Figure 3.7: High-level schematic of the prototype.

3.5.2

Performance Analysis

Our prototype was built to demonstrate that we can actually realize NoHype on
today’s commodity hardware. In addition to the security benefits, which we analyze in
Section 3.6, removing a layer of software leads to performance improvements. Namely,
with NoHype there will no longer be the number of VM exits as seen in Figure 3.3.
We experimented with both the SPEC benchmarks which analyze the performance of the system under different workloads as well as a virtual machine running
Apache to capture a common workload seen in cloud infrastructures today. SPEC
benchmarks are software programs designed to provide performance measurements
that can be used to compare compute-intensive workloads on different computer systems [23]. The benchmarks focus on processor performance and can enable testing
how overhead of running hypervisor affects the performance of the VMs. Apache
benchmark is a software program designed to test performance of Hypertext Transfer
Protocol (HTTP) server [25]. The performance depends both on the processor and
networking peripherals thus enabling testing how virtualized or dedicated NICs affect
the performance of the VMs. In each case we ran the experiment on NoHype and
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on stock Xen using hardware virtual machine guests. With the NoHype system, we
utilized our modified kernel, whereas in the Xen system we utilized the unmodified
2.6.35.4 Linux kernel in order to not be affected by our modifications. Each virtual
machine was configured with two cores, 4GB of memory, and two network cards that
were passed through (one an Internet facing NIC and one for communicating with the
iSCSI server). There was no device emulation and no other virtual machines running
on the system that might have interfered with performance measurements.
Shown in Figure 3.8 are the results of our experiments. We saw an approximately
1% performance improvement across the board. The lone exception to this was the
gcc benchmark, which saw better performance with Xen than with NoHype. We
believe it to be related to the modifications to the guest kernel. In particular, the
CPUID instruction is a serializing instruction, which forces all previous instructions to
finish in the processor pipeline before this one can be executed. We replaced CPUID
instruction in the library code with system calls to the kernel to obtain the processor
information (and hence not need to actually use CPUID instruction which would cause
a VM exit). In some locations in the code, however, the CPUID was being used for
the serialization purpose. Here, we replaced it with another instruction, WBINVD,
which is also used to invalidate L1 caches. Frequent use of this modified code will
affect performance as the L1 caches are flushed. We expect this is what is happening
with the gcc benchmark. Other serializing instruction choices are LIDT, LMSW,
WRMSR, MOV (to CR); they however either load, store or move data. Their use
would require more modification to the code (to find free memory or register locations
to load, store or move some dummy data to).
Also note that much of the major performance bottlenecks associated with virtualization are alleviated with the VT-d (to directly assign devices) and EPT (to allow
virtual machines to manage page tables) technologies, and therefore are already used
in Xen. Our performance improvement comes from removal of the VM exits and is on
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Figure 3.8: Raw performance of NoHype vs. Xen.

top of the performance gained from using VT-d and EPT hardware. The performance
may be further improved if VMs were specially optimized for NoHype. For example,
judicious use of other serializing instruction.

3.6

Security Analysis

Although the NoHype system architecture removes the active hypervisor layer, there
are still a number of small, but nevertheless potential attack surfaces which we now
explore as part of the security analysis.

3.6.1

NoHype Management Software

A NoHype system still requires system management software (performing some of
today’s hypervisor’s duties) to be running on each server. While in the future we
want to work on protecting the interaction between the cloud manager and the system
manager, here we have concentrated on the attack surface between the guest virtual
machine and the hypervisor, which is much larger and used more frequently.
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To initialize the guest virtual machine, we use a temporary hypervisor and a
slightly modified guest OS for performing system discovery tasks. The initial kernel
is supplied and loaded by the cloud infrastructure provider, thus the customer has no
control over the kernel that interacts with the temporary hypervisor. The temporary
hypervisor is disabled (i.e., the virtual machine is disengaged) before switching to
the customer’s code. By the time the customer’s code runs, it does not require any
services of the hypervisor (the system discovery data is cached in a new data structure
in the OS and the devices and memory are assigned). Any VM exit will trigger our
“virtual machine terminate” routine as previously described, thus denying a malicious
customer the opportunity to use a VM exit as an attack vector.
The ability of the guest virtual machine to do something illegal, cause a VM
exit, and trigger the system management software to take action is itself a possible
attack vector. The code handling this condition is the trusted computing base of a
NoHype system. It is also quite simple: after the virtual machine is disengaged, we
set a flag in memory indicating that any VM exit should cause the virtual machine
to be terminated. The code base found in the temporary hypervisor and privileged
system manager is never triggered by the guest virtual machine after disengagement.
Only the VM exit handler code that terminates and cleans up the VM is triggered to
terminate the VM.

3.6.2

VM-to-VM Attack Surface

After disengaging a virtual machine, we give it full access to interprocessor interrupts
(IPIs). One limitation of today’s hardware is that there is no hardware mask which
can be set to prevent a physical core from sending an IPI to another physical core.
This introduces a new, but limited, ability for virtual machine to virtual machine
communication. Now the virtual machine running on a physical core has the ability
to send an IPI to any other physical core (regardless if this or another VM is running
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on that core) without that core being able mask it or even know who sent it. The
system management software that is pinned to one of the cores may also be a target
of such an attack.
Note that IPIs are meant to be a means for synchronization and communication
among cores of the same VM. IPIs do not contain any data and are only used as
a trigger. For example, schedulers running on each core send IPIs to synchronize
their operation. IPIs are not designed to be used by different VMs to communicate.
Hence, we need to ensure that a VM can send IPIs among its cores; but that two
VMs cannot interfere with each other by sending IPIs. To prevent different VMs from
interfering with each other via IPIs, but still support functionality of a VM sending
an IPI from one of its cores to another, we use a minimal modification to the way
that VMs handle IPIs. A new data structure stored in the VM’s memory is used to
hold a set of flags, one for each type of IPI for each virtual core. When an IPI is
about to be sent by one of the VM’s virtual cores, the sending virtual core sets a
flag in the new data structure. When a virtual core of the same VM receives an IPI,
it checks to see if any of the other virtual cores have set the flag corresponding to
this IPI. If so, this IPI is indeed from one of the virtual cores of this VM and should
be handled accordingly. If the flag is not set, then it will be ignored. The flags are
cleared after receiving the IPI. A malicious VM could try to send a lot of IPIs, but
they will be ignored as, thanks to memory isolation, the malicious VM has no means
of setting the flag in the data structure of another VM. Thus its malicious IPIs will
be dropped. If a malicious VM sends an IPI at the just right time (right after one
of the virtual cores of the other VM set the flag), the receiving core will handle the
IPI. This is not a problem as (a) the receiving core was already expecting the IPI of
the given type and (b) ordering of events is maintained as the sending virtual core
already set the flag and the receiving core handles the IPI after the flag was set.
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Figure 3.9: Effect of IPI attack on benchmarks.

While this ability for guest virtual machines to send IPIs poses very little security
risk, it has the potential to enable an attacker to launch a denial of service attack
by constantly sending IPIs to a given core. Fortunately, the extent to which they
can possibly degrade performance is extremely limited. We set up an experiment by
configuring an attacker virtual machine with up to 8 cores, each sending IPIs at their
maximum rate, and a victim with 2 cores. The results show that the performance
degradation is limited to about 1% (shown in Figure 3.9). Note that while we experimented with 8 cores, the use of 4 attacker cores was sufficient to saturate the rate at
which IPIs can be sent on our test hardware. We used the Apache benchmark and
a CPU intensive benchmark (462.libquantum) from the SPEC 2006 suite. Because
the bus used to deliver IPIs is the same bus used for interrupts (the APIC bus), the
performance of Apache was affected slightly more because it is more of an interrupt
driven application. The 462.libquantum benchmark is CPU intensive and captures
the overhead of simply having to process each interrupt.

3.6.3

Isolation between VMs

With NoHype, we rely on hardware mechanisms to provide isolation of access to
shared resources. Most important are the confidentiality and integrity of each virtual
machine’s memory. We utilize the parts of Xen’s code that pre-sets the entries in
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the extended page tables (EPT) to assign all of a VM’s guest physical pages to host
physical pages. Any access to memory by a virtual machine will cause the processor
hardware to perform a translation using the pre-set EPT mapping. When accessing
memory outside of the given virtual machine’s allowed areas, a violation will occur
and the virtual machine will exit to the hypervisor context (which after the disengagement phase is our virtual machine terminate routine). If the page table mapping
is set up correctly so that no two VMs are accidentally sharing memory pages, then
the confidentiality and integrity of each VM’s memory under NoHype are tied to the
correctness of the hardware EPT implementation which uses the page table mapping
to perform the translation. We assume that this hardware will have undergone significant testing and verification. Checking that no two VMs have shared pages is
much easier in NoHype, as the mapping is only updated on VM startup and VM
termination. In contrast, many hypervisors actively use the EPT mechanism as VMs
run, for example they may update the mapping as part of transparent page sharing
among virtual machines [29]. Isolation today depends not only on the hardware’s correctness but also on the complex hypervisor memory management and active memory
mapping update functionality, which is a larger TCB than in NoHype.
Performance isolation between virtual machines is also important in the face of
resource sharing. Without a hypervisor, as in NoHype, hardware is relied on to
provide the isolation. The main shared resources of concern are the network card
(and associated bandwidth) as well as the memory bus. The network card has queues
with flow control mechanisms that provide a fair allocation of resources. The memory
controller and bus, on the other hand, do not in today’s processors [125].
To quantify the quality of memory isolation, we performed two experiments. For
the first experiment, two VMs were run, each on a separate physical processor core
and no other VMs were run. A victim VM had an Apache benchmark running inside.
The attacker VM had 429.mcf benchmark running inside. As the load on the victim
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Figure 3.10: Quantification of the memory side-channel.

VM was increased, i.e. the Apache benchmark’s concurrency level was increased, the
runtime of the 429.mcf memory-intensive benchmark in the attacker VM increased.
This is shown in the left graph of Figure 3.10. For the second experiment, the attacker
VM again ran the memory-intensive benchmark. The victim VM, however, this time
was also set to run the same benchmark. Furthermore, the victim was allocated 1
to 4 physical processor cores and progressively ran the benchmark on 1 core only, 2
cores, etc. As the victim ran more instances of the benchmark, the attacker’s performance degraded, i.e. its runtime increased. This is shown in the right graph of
Figure 3.10. The experiments show that memory performance isolation is not perfect
on today’s hardware. The runtime of the benchmark in the attacker’s VM can give
out some information about the workload in the victim VM. The degradation of the
performance of the benchmark in the attacker is more when the victim is a memory intensive application (492.mcf) vs. processor and network intensive application
(Apache). The information leakage, however, is limited. For example, if the attacker
sees runtime of 429.mcf jump to about 21s, they do not know if that is due to the
victim having an Apache load of about 10 (third bar from the left in the left graph) or
due to the victim running 429.mcf on two processor cores (third bar from the left in
the right graph). In both cases, there is some interference between each workload, but
we believe that the interference is not significant enough to completely deny service
or to learn sensitive information such as cryptographic keys [90].
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3.6.4

Ability to Map Physical Infrastructures

Work by Ristenpart, et al., [141] has raised the concern of infrastructure mapping
attacks. With NoHype, the guest virtual machines have a more direct interaction
with the hardware and could abuse that to try to map an infrastructure or an individual server. One example may be a malicious virtual machine reading the APIC
ID numbers to identify the underlying physical cores it is running on and using that
information to help check if it is co-located with any VMs. Unless set otherwise at
boot time, the IDs today are set to 0, 1, 2, etc. For example, a user can request 4
processor cores for its (malicious) VM. If the VM is run on a server with quad-core
processors, then the VM can read the APIC IDs to see if it gets four consecutive
numbers (e.g. 0, 1, 2, 3). If it does, then it knows that it has the whole processor
chip to itself and is not co-located with other VMs it could attack. If it does not,
then other VMs are sharing that chip with it and it could try to use attacks, such
as through a shared L1 cache, to attack them. This would be possible in NoHype as
each VM can read (but not set) the configuration registers of the hardware’s Local
APIC on its processor core to get the ID. This, however, may be easily mitigated
by randomizing the cores’s APIC IDs (which can be done at system boot time). As
long as the IDs are randomized such that each processor core on a given system has
a unique ID, then there is no danger of any functionality breaking. Furthermore,
even if a malicious virtual machine is able to determine that it is co-located with a
victim virtual machine, our approach of eliminating the attack surface denies it the
opportunity to attack the hypervisor, and by extension, the victim virtual machine.
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3.7

Lessons Learned and Multicore Interrupt Subsystem Design

We have realized the NoHype system architecture on commodity hardware that is
currently available. Our ideal proposed architecture [89] was re-thought when designing the prototype implementation [163] to account for the components available in
today’s hardware. There are, however, a small number of modifications to the underlying hardware that could aid in further improving security. Most interesting perhaps
is the interrupt subsystem and how it could be improved. In this section we combine the lessons we have learned about the interrupt subsystem (beyond [89, 163]),
together with proposals for how to make it even better for future multicore processors.
The interrupt subsystem designed for today’s x86-class systems have been designed with the assumption that there is one entity that controls and manages the
subsystem. If virtualization is used, then it is the hypervisor that is most privileged
and can control the interrupts. Having the hypervisor management layer between
the virtual machines and the hardware, however, can decrease the performance of
the virtual machines (as opposed to if they run on bare hardware) and be a source
of security vulnerabilities (due to the code size of the hypervisor and other parts of
the virtualization layer). If the hypervisor layer is removed, then performance of the
virtual machines can increase and so can the security. If the hypervisor is removed,
however, then multiple virtual machines will be in charge of the hardware. This opens
up a new set of vulnerabilities. Below, we first provide background information about
the interrupt subsystem for a multicore Intel processor chip. Next, we list some of the
limitations we have uncovered. Finally, we propose improvements to the multicore
interrupt subsystem design.
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3.7.1

Interrupts Today

The interrupt subsystem is responsible for delivering interrupts to processor cores.
Interrupts are events that indicate the occurrence of a condition somewhere in the
system or the processor that requires the attention of the processor. Interrupts typically result in a transfer of execution from the currently running program or task to
a special software interrupt handler. Asynchronous interrupts come from hardware
events and occur at random times. Synchronous interrupts occur at specific points
in the code executing on the processor and are triggered by the INT n instruction by
the software to invoke an interrupt with vector n.
The interrupt vector number is essentially an index into the processor’s interrupt
descriptor table (IDT). The IDT is used to find which interrupt handling routine
should be invoked when a corresponding interrupt vector is triggered. There are
256 possible interrupt vectors, 0-31 are architecturally defined while 32-255 are userdefined.
Software-generated interrupts, such as ones invoked by the INT n instruction cause
the n-th interrupt vector to be triggered and the associated interrupt handling routine
is run. Software triggered interrupts do not cause hardware interrupt related mechanisms to be triggered, e.g. they do not involve the Local APIC. Hardware-generated
interrupts come from hardware pins attached to the processor. When a signal on an
interrupt pin is asserted, the hardware (Local APIC, described below) translates the
event into the vector number of an interrupt handler that should handle the interrupt. This vector is passed to the processor so that the appropriate handler routine
(as found from the IDT) can be triggered.
Modern Intel x86 processors have an interrupt subsystem built around dedicated
Local APICs which are on each processor core (or hardware thread if hardware multithreading is supported) and an I/O APIC (Input/Output Advanced Programmable
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Interrupt Controller) which is shared by all cores and is on the system chip set. The
Local APIC and I/O APIC are described next.

Local APIC
Today, each processor core has a Local APIC (shown in Figure 3.11) which is used for
receiving interrupts, managing them and triggering the processor core to handle the
interrupt. The local APIC is involved in handling most of the hardware interrupts.
Hardware-generated interrupts come from LINT0 and LINT1 pins attached to the
processor. When these pins are asserted, the Local APIC uses the local vector table
(LVT) to determine which interrupt vector should be triggered. This vector is passed
to the processor so that the appropriate handler routine (as found from the IDT)
can be triggered. There are also other pins on the processor that cause an interrupt
to occur (e.g. RESET, FLUSH, STPCLK, SMI, R/S, INIT, etc.). Selected external
interrupt pins and their uses are listed in Table 3.3. Whether and which of these pins
are included on a particular processor is implementation dependent. The interrupts
generated due to these pins are not handled by the interrupt mechanism discussed in

Figure 3.11: Local APIC, sources of interrupts are indicated with a star.

Figure 3.12: Proposed improvements to
Local APIC.
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Table 3.3: Selected external interrupt pins.
Pin
RESET

Use
Following an “assertion of the RESET pin, each processor on the system bus
performs a hardware initialization of the processor (known as a hardware reset)
and an optional built-in self-test (BIST).”
FLUSH
Invalidate the TLBs.
STPCLK “External control logic uses this pin for power management within the system.
When the STPCLK signal is asserted, the processor core transitions to the
stop-grant state, where instruction execution is halted but the processor core
continues to respond to snoop transactions.”
SMI
System management mode “is entered through activation of an external system
interrupt pin (SMI), which generates a system management interrupt (SMI).”
R/S
The run/stop interrupt is “used to stop the normal execution of the processor
and place it into an idle state.”
INIT
The initialization input pin forces the processor to reset, the “processor state
after INIT is the same as the state after RESET except that the internal
caches, write buffers, and floating point registers retain the values they had
prior to INIT.”

this section. Interested readers can learn more information from the Intel manuals
[9] and data books for individual processors.
Processor external interrupts can also come from sources within the Local APIC.
The APIC timer, the performance-monitoring counters, the thermal sensor, and the
internal APIC error can all cause interrupts. Similar to the LINT0 and LINT1, the
Local APIC uses the LVT to determine which interrupt vector should be triggered
when one of the sources (e.g. APIC timer) signals an interrupt.
Two final sources of interrupts are the interrupt messages (IM) that come from
the I/O APIC and inter-processor interrupts (IPIs) which can be sent between the
Local APICs on different cores. Both IMs and IPIs are delivered via the system bus.
Also, both contain an interrupt vector number that is to be triggered at the target
processor core. When a message arrives, the Local APIC reads the vector number
and triggers the correct interrupt handling routine on the processor.
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Figure 3.13: I/O APIC and interrupt
path from devices.

Figure 3.14: Proposed improvements to
I/O APIC.

I/O APIC
In addition to the per-core Local APIC, modern Intel x86 architectures also have I/O
APICs [13], which are part of the chip set. The I/O APIC and its connection to the
rest of the system is shown in Figure 3.13. It is responsible for receiving interrupts
from external devices and forwarding them to the correct core (via the core’s Local
APIC) for handling. The I/O APIC uses the system bus, just as the bus is used by
the Local APICs for IPIs. When an interrupt pin on the I/O APIC is asserted, the
I/O APIC sends an interrupt message with the interrupt vector number to the core
that should handle the interrupt. To determine which processor core should handle
the interrupt, the I/O APIC uses a redirection table. The redirection table has a
dedicated entry for each interrupt pin to figure out the target core and the vector
number. The redirection table is configured by the system management software, e.g.
the hypervisor.
The I/O APIC is also able to handle message signaled interrupts (MSI). Rather
than asserting a pin on the I/O APIC, a peripheral device can write a message to
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a specified memory address. The write will trigger the I/O APIC to look up in the
redirection table which core and vector number should be triggered.

APIC Message Addressing
The interrupt messages carry interrupt information between the cores or between the
cores and the I/O APIC. The interrupt messages use either Local APIC IDs or logical
APIC IDs to address the target core. When sending an IPI, there is the option to
send the messages to all cores, to all cores except self and to only self. There is no
source address information in the APIC message.
The Local APIC IDs are assigned at power up by the system hardware, which
gives a unique APIC ID to each Local APIC on the system bus. The hardware
selects APIC IDs based on system topology (e.g. socket position of the chip where
the core is located). In multi-processor systems, the Local APIC IDs are also used as
processor IDs and some processors permit software to modify the APIC IDs.
An alternative to addressing using Local APIC IDs, are the logical APIC IDs that
are used in the logical destination mode. If an interrupt message is sent in the logical
destination mode, then the Local APICs use the 8-bit message destination address
(MDA) and compare it with the values in their logical destination register (LDR) and
destination format register (DFR) to determine if they should act on the message.

3.7.2

Interrupt Subsystem Vulnerabilities

This section explores the vulnerabilities of today’s interrupt subsystems (found in x86class processors) if the subsystem is used by multiple (mutually distrusting) virtual
machines that have direct control over the hardware. The next subsection explores
how small hardware modifications can be used to avert these vulnerabilities and
help realize the idea of having multiple virtual machines with direct control over the
underlying hardware, yet unable to interfere with or attack each other.
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Vulnerabilities due to Lack of Source Address: One limitation of today’s
interrupt subsystem is the lack of source addresses in the interrupt messages and
IPIs sent on the system bus. The underlying assumption when designing the system
has been that all the hardware is controlled by the same trusted entity. Recent
proposals like the NoHype system architecture, however, suggest that it is feasible
to run multiple virtual machines on a system while giving them more direct access
to the hardware (and removing the need for an active hypervisor layer underneath
each virtual machine). In a NoHype system, multiple (possibly mutually distrusting
entities) would control different parts of the hardware, in particular the interrupt
subsystem.
In a system where different entities (virtual machines) are able to send IPIs, the
lack of source addresses creates a situation where a Local APIC (belonging to a core
managed by one virtual machine) is not able to distinguish whether the IPI came from
a different core controlled by the same virtual machine or from a malicious virtual
machine. We suggest that when different sets of processor cores are controlled by
different entities (e.g. virtual machines in a NoHype system) then each entity should
be able to recognize whether an interrupt message or IPI originated from one of its
cores or whether a (potentially malicious) IPI has been injected from some other
entity. With no source address information available, a core receiving an IPI does not
know where the IPI came from and has to process it (even if it has been maliciously
injected by some other core). While low-overhead software solutions can be deployed
to minimize the threat, they still require the virtual machine to be interrupted to
check the IPI. Blocking unwanted IPIs could shield the virtual machine from having
to handle malicious interrupt messages and IPIs from other virtual machines.
Vulnerabilities due to Re-Routing of Interrupts: Certain SMM (system
management mode) rootkits rely on re-routing interrupts [77]. The SMM rootkits
modify the SMM handler code and change the routing of the interrupts. This allows
109

Jakub Szefer, "Architectures for Secure Cloud Computing Servers," Ph.D. Dissertation, Princeton University, May 2013.

the rootkit to capture an interrupt, gather some information (e.g. which keyboard
key was pressed) and re-route the interrupt back so that it is delivered to the target
processor core which handles it (without it noticing the re-routing).
Lack of source information in the interrupt message or IPI prevents the Local
APIC from knowing whether the message or IPI was generated by the I/O APIC
or injected by the modified SMM code. Moreover, the redirection table can only be
controlled and read by hypervisor-privilege software, so individual virtual machines
have no way of verifying the contents of the table (which could be used to discover
rootkits).
Vulnerabilities due to Message-Signaled Interrupts: Using message signaled interrupts (MSI), a peripheral device can write a message to a specified memory
address and that will generate an interrupt. The write to the address will be captured
by the I/O APIC. The I/O APIC then uses the redirection table to determine which
core should handle the interrupt.
The redirection table can be updated by any entity with hypervisor-level privileges.
A virtual machine or a device cannot update the table. There is, however, a threat
of an attacker device writing to memory to assert the MSI, which will trigger an
interrupt at a core. A device controlled by an attacker virtual machine could be
configured to send MSIs such that an interrupt would be triggered at the victim
virtual machine. This can cause a DoS (denial-of-service) attack by flooding a core
with interrupt messages from the I/O APIC. Moreover, the messages do not carry
information of which device triggered them so the Local APIC receiving the message
cannot filter them based on learning the source device.
Vulnerabilities due to Reassigning Local APIC IDs: When a virtual machine is in direct control of a Local APIC, this opens up a new window of opportunity
for malicious actions. A change of Local APIC ID could cause interrupts meant for
another core to be delivered to this core. Another threat comes from the logical APIC
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IDs. A virtual machine could modify the logical destination register (LDR) and destination format register (DFT) so that the Local APIC would capture interrupts meant
for a range of destinations. This attack depends on the interrupt message or IPI being
sent with the logical APIC ID specified (and not the physical APIC ID).

3.7.3

Countering the Vulnerabilities

In this section, we explore how small hardware modifications can be used to avert
these vulnerabilities due to the multicore interrupt subsystem and help realize the idea
of having multiple virtual machines with direct control over the underlying hardware,
yet unable to interfere or attack each other. We assume that there is a hypervisor-like
entity which pre-configures the hardware for each virtual machine as it is started (and
cleans up the state when the virtual machine terminates or is migrated). However,
once a virtual machine is started it has direct control over the underlying hardware
it was assigned, and, in particular, it manages the interrupts on the processor cores
where the virtual machine runs.
Fixing Lack of Source Address Vulnerabilities: Adding a source address
field to interrupt messages and IPIs would allow the Local APICs to distinguish
where the IPI came from, see Figure 3.12. The source address should be in the form
of an APIC ID (same as the destination address in interrupt messages or IPIs). Using
the logical APIC addresses is another option, however, these can be set by software
and may specify a group of APICs. It is desirable to have a source address that is
fixed and unique in the system.
Even the APIC IDs, however, can be updated in software on certain processors.
The updating of the APIC ID needs to require the highest privilege level so that only
the hypervisor or system management code can change the APICs. This way, the
system management code can configure the APICs and then let the virtual machines
run, which requires no further involvement (like in the NoHype system). This still
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leaves open a window for SMM rootkits given their high privilege level. One solution
would be to extend the APIC ID with a field indicating the privilege level of the entity
updating the APIC ID. The hardware would simply append the privilege level to the
ID. This way, the recipient would know which software set the ID, and potentially
could spot malicious actions by SMM-privileged code.
When sending an interrupt message or IPI, the hardware would automatically
attach the source address. On the receiving end, the source address would be readable
by software, which would allow it to learn where the message came from. As an
optimization, a hardware masking mechanism could be introduced to automatically
ignore certain source addresses without the need for software to even be invoked.
A final consideration is system management. A system manager has to always be
able to reclaim resources and the different cores. It should not be possible for a set of
cores to become totally isolated from the system management (e.g. ignore interrupts
from the hypervisor). To counter this, a non-maskable source address register should
be introduced in the Local APIC. When an interrupt from that source address (e.g.
one of the processor cores dedicated to system management or running the privileged
management virtual machine) is received, it could not be masked. This register should
only be able to be set by the highest privilege software, just like the APIC ID.
Fixing Interrupt Re-routing Vulnerabilities: Adding source addresses to
interrupt messages and IPIs helps in part to avert the threat of interrupt re-routing.
To further strengthen this defense, the redirection table should be readable by the
virtual machines, which can then verify that the interrupt routing is being correctly
specified. The utmost care must be taken so that the virtual machine can only read
information about interrupts that pertain to it and not about other interrupts in the
system. This way, the new mechanism cannot be exploited to leak information about
other virtual machines.
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Since the memory protection mechanisms are typically done at page-size granularities (4K byte pages) small chunks of memory (e.g. individual table entries) cannot
have different access permissions. This precludes using usual memory reads as a way
to allow virtual machines to access only selected entries in the redirection table.
Interrupt messages themselves, however, could be used instead to allow a virtual
machine to get access to information about the redirection table that pertains to it.
Since the interrupt messages carry the source address of the sender with the new
modifications, the I/O APIC could use that information to gather all relevant table
entries. The data could be copied to a buffer inside the I/O APIC, which would be
readable by the virtual machine. Essentially each processor core, based on the APIC
ID, would be assigned a pre-defined memory mapped region that it could read, see
Figure 3.14. The buffers could be mapped into separate page-sized chunks of memory
so that the usual memory protection mechanisms could be used to allow only the
correct virtual machine access to its associated buffer.
An alternate solution, would also have such buffers, but they could be constantly
updated as the redirection table is modified. In this solution it would not be necessary
to wait for the interrupt message to update the buffer. The choice between the two
solutions would depend, however, on the frequency of updates to the redirection table.
Fixing Message-Signalled Interrupt Vulnerabilities: Implementing flow
control mechanisms for MSIs would defend against a malicious device flooding the I/O
APIC with MSIs, which would in turn flood the target processor core with interrupt
messages. In the past, researchers have looked at memory fairness [126] and similar
principles that could be used to make sure each device gets their turn sending MSIs.
More recently, others have also proposed a technique for memory fairness through
source throttling [73], which was done in the context of processor cores. Such work
could be extended to throttle requests from devices (i.e. the MSI messages) so that
one device cannot monopolize the system and cause a DoS attack.
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Figure 3.15: Proposed source address format for messages sent from I/O APIC.

Figure 3.16: Proposed logical address
format, with fixed VM ID and VMmodifiable portion.

The proposed source address of the interrupt messages could be used to allow the
virtual machines to detect which device the MSI came from. This way, the Local APIC
would know that the interrupt is from the I/O APIC and which device requested the
MSI. The unique device ID could be based on the physical topology of the peripheral
bus. For the PCI bus, for example, the ID could be based on the bus, device and
function (BDF) number notation already used today. The source address format for
messages sent from the I/O APIC is shown in Figure 3.15.
Fixing Local APIC ID Reassignment Vulnerabilities: The re-assignment
of the APIC IDs can be a source of potential vulnerabilities whereby the malicious
virtual machine changes the APIC ID to capture interrupt messages or IPIs meant
for another core. To counter this threat, the APID IDs should be pre-assigned when
the resources are assigned to the virtual machines. The guest OS can then read
the IDs from the Local APIC. This can be achieved by disabling the ability of non
hypervisor-level privileged code to write the APIC ID.
For the logical APIC IDs, we suggest that the ID be composed of two fields: a
virtual machine ID, which uniquely identifies a virtual machine currently running on
the system, and a logical APIC ID. The virtual machine ID field should be updatable
only by the hypervisor-privileged software and only before a new virtual machine is
started. This would create separate namespaces whereby each virtual machine would
have its own set of logical APIC IDs. The virtual machine could designate the logical
APIC IDs as it wishes, but could never update the virtual machine ID field. Each
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VM’s APIC IDs could be kept separate by distinguishing the virtual machine ID. The
logical address format is shown in Figure 3.16.

3.8

Summary

In this chapter we described needs of hypervisor-free virtualization architectures and
presented our NoHype architecture which aimed to remove the hypervisor attack
surface while leveraging existing hardware. NoHype architecture is able to meet most
of the needs of today’s IaaS cloud computing infrastructures, while removing an active
hypervisor running underneaths the VMs. By using resource pre-allocation, VMs can
have direct access to all the resources they need without the hypervisor’s intervention
during their runtime. The allocation, however, is not static. Each time a VM is
started, resources can be allocated to it for its lifetime, and when it is terminated,
the resources can be given to another VM. Many VMs can run on the same server
and use its existing hardware resources.
In the next chapter, we present our second architecture: HyperWall, which is
one realization of hypervisor-secure virtualization architectures. By introducing new
hardware, HyperWall is able to provide more functionality than NoHype. In particular, HyperWall supports running an untrusted hypervisor while still protecting
confidentiality and integrity of the guest VMs’ memory.
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Chapter 4
Hypervisor-Secure Virtualization
with HyperWall
While hypervisor-free virtualization removes the need for the hypervisor and, thus,
eliminates a large attack surface, it does sacrifice some functionality that certain
customers may find useful. To address the needs of these customers, our work now
focuses on providing the ability to run fully-featured, commodity hypervisor which is
untrusted, while at the same time protecting guest VMs from the potentially compromised or malicious hypervisor. We call this hypervisor-secure virtualization [164],
which is realized in our HyperWall architecture [165]. In this chapter we first explore the details of what exactly has to be protected and why, if the hypervisor is
untrusted. In the latter part of the chapter, we present our HyperWall architecture,
in which the concept of hypervisor-secure virtualization is realized. The architecture
uses resource isolation (focusing on the memory of the virtual machines), as opposed to cryptographic isolation, to implement hypervisor-secure virtualization; and
we demonstrate in detail how these protections can be executed. We present a novel
concept of hardware-only accessible DRAM which is a flexible means by which the
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security-related hardware can store protection information to enforce the isolation of
different virtual machines’ memories.
In the following chapter, Chapter 5, we will introduce design-time security verification methodology, which is applied to HyperWall as a case study in Chapter 6. This
is a new security verification methodology and its goal is to help designers gain more
confidence in the correctness of the protections they implement in their architectures.
This is especially important to architectures such as HyperWall that introduce new
hardware features and we need to have high confidence in the design (in part thanks
to verification) before we commit the design to hardware.

4.1

Requirements for a Hypervisor-Secure Architecture

The HyperWall architecture [165] is the first realization of hypervisor-secure virtualization [164]. Further improvements upon the original design are also presented in
this dissertation. The architecture enhances today’s multi-core server architectures
by introducing new hardware additions. These additions enable selected portions of
a virtual machine’s memory to be isolated from the hypervisor, from DMA (direct
memory access) by peripheral devices, and from other virtual machines1 . The HyperWall’s target usage scenario is the Infrastructure-as-a-Service (IaaS) cloud computing
model, presented in the introduction. We want to, however, provide more functionality over NoHype.
In Chapter 1 we presented one potential hypervisor design space, shown in Figure
1.7. NoHype targeted the most constrained scenario in that design space (ScSm).
HyperWall, on the other hand, targets the most flexible design point (DcDm). Thanks
1

Today, VM to VM isolation is done by the hypervisor. In HyperWall our new hardware performs
extra checks when memory mapping is updated by the (untrusted) hypervisor to make sure that
different VM’s memory is separate and they do not share memory pages.
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to new hardware, we can support dynamic allocation, and sharing, of processor cores
(Dc) and also dynamic memory management (Dm) during a VM’s runtime.
With HyperWall, a cloud customer can run their virtual machine of choice on
the hosted infrastructure. Simultaneously, the infrastructure provider can host many
other customers’ virtual machines and run a hypervisor that the customer need not
trust for confidentiality and integrity of his or her code and data – thanks to our enhancements. Unlike in NoHype, the hypervisor is still retained during a VMs’ runtime
so that it can provide a wide variety of functionality and management services, e.g.
to support runtime memory reallocation among VMs. Note, however, that similarly
to NoHype, HyperWall is not limited to working only with the IaaS model, the other
models (PaaS and SaaS) can be built on top of IaaS. We focus on IaaS for consistency
of presentation.
Overall, the goal of hypervisor-secure virtualization could be summarized as having remote execution of code and data be as secure as local execution, e.g. in one’s
own office. Since in both scenarios the customer controls the operating system and
applications, the distinguishing feature of remote execution is the existence of a hypervisor, over which the cloud customer or end user has no control. HyperWall allows
the cloud customers to specify their desired protections for their VM, it allows for
code and data to be safely sent by the customers to the remote VMs, and implements
trust evidence. Our trust evidence enables the remote system to give assurance that
it is implementing the required protections.

4.1.1

Protections According to Customer’s Request

To enable the customer to both run their VM of choice and protect its code and data,
the cloud customer is given the means to provide some specification of the confidentiality and integrity protection they want for the data and code that will run inside the
VM. The customer needs to supply their requested protections together with the OS
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and applications that they already provide to an IaaS cloud provider when requesting a new VM. The could also select one of the VM images suggested by the cloud
provider, if the provider is trusted, and only add their requested protections. The
requested protections would likely come in the form of a file submitted to the provider
or as a security extension to the service level agreement (SLA) that is established between the customer and the provider. The requested protections specify which guest
physical memory inside the VM should be protected, since guest physical memory
is the lowest level of memory addressing that the VM can control. The requested
protections should be provided in plaintext so that the cloud provider or hypervisor
can inspect them to ensure the request does not violate the IaaS provider’s rules.
Since the hypervisor could modify the protections before passing the request onto the
hardware, the hardware should also provide some trust evidence, e.g. measurements,
which can be sent back to the customer to demonstrate that it has initialized protections as requested. A private key inside the processor could be used along with
on-chip cryptographic routines to sign the protections’ measurements, indicating that
they have been initialized by the hardware.
The customer’s original requested protections should be enforced throughout the
lifetime of the VM, making it so that any update to the memory mapping does not
violate the customer’s requested protections. When VM is running and its protections have been verified, the protected memory resources should be off-limits to the
hypervisor, to other VMs, and to hardware devices according to the specification.
Before memory pages are re-assigned to a different VM, or the VM is terminated and
the pages are freed, the hardware should zero out and cleanup any protected memory
so no code or data leaks
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4.1.2

Isolation-Based Memory Protection

The main resource which is being protected is the memory. The memory protection
can be offered through a number of approaches. We opt for an isolation-based approach where individual guest physical memory regions (e.g. of memory page sizes)
are assigned to a virtual machine and the hardware enforces that only the owner virtual machine can access them. An alternative could be cryptographic-based isolation
where encryption is used to hide the protected memory’s plaintext contents from all
but the authorized VM. An isolation-based approach is taken in the HyperWall architecture. Other implementations of hypervisor-secure virtualization could, however,
take a different approach.
Isolation and resource partitioning is not a new concept, but in today’s commodity
systems, the hypervisor software is relied on to provide and enforce the isolation.
A powerful attack by the hypervisor is to give itself (or some VM) the ability to
snoop on some target VM’s memory. To counter this, the hardware can enforce the
isolation between the VMs and the hypervisor. Because hardware is logically below
the hypervisor software, it can store data and contain functionality which cannot be
altered by the hypervisor. Consequently, information about memory regions and their
protections could be stored in a dedicated portion of the system not accessible to the
hypervisor (e.g. specially reserved parts of DRAM). New mechanisms can consult
the stored protections to enforce isolation during memory accesses. Extra checks on
each memory access would naturally lead to unacceptable overheads, and a number of
methods could be used to minimize the performance impact. For example, the checks
could be done when memory address translation is performed (e.g. when updating
the translation lookaside buffer, TLB). Once the address translation is performed and
validated, future accesses to that address would not incur overhead.
As an alternative, the hypervisor can be isolated from accessing the guest VM’s
data or code if such data and code is encrypted and the hypervisor does not pos120
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sess the proper keys for decryption. Many previous projects have looked at secure
processor architectures and protecting trusted software modules through encryption
and hashing, e.g. [161, 110, 104, 71, 48]. Again, the fact that hardware is logically
below the hypervisor can be leveraged so that memory encryption keys are securely
stored in new hardware registers, out of reach of the hypervisor. A different key can
be generated for each VM and used to protect that VM’s memory by encrypting the
memory when the VM is created. After VM creation time, the VM’s memory would
be encrypted whenever it leaves a processor core. Hardware mechanisms can swap
the keys depending on which VM is executing, or when the hypervisor is executing,
so that memory is able to be unencrypted only if the right VM is executing. The
disadvantage of the cryptographic-based approach is the encryption and decryption
overhead.
Since HyperWall focuses on the Infrastructure-as-a-Service model, we believe we
have found a sweet spot in the design space by picking the isolation-based approach.
It offers lower overheads which are traded off for not protecting from physical attacks
(as justified in the Threat Model section, Section 4.2). If a different scenario is
targeted, a cryptographic-based approach may be viable, or even a third approach
could be to combine both isolation and cryptography.

4.1.3

Securely Uploading and Running Code and Data

Even after having specified the protections, there is still the issue of actually sending
confidential or sensitive code to the target server. To maximize flexibility, we propose
that the initial guest OS image, the applications and requested protections are sent
in plain text to the infrastructure provider and, consequently, contain no confidential
data or code. The connection between the cloud customer and the infrastructure
provider can be secured using standard methods such as SSL or TLS [26], making
it so that third parties cannot eavesdrop on the communication. But when the cus121
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tomer requests a new VM, there is nothing vouching for whether the hypervisor will
correctly initialize the protections. Moreover, if confidential data or code was to be
sent when the VM was created, it would be necessary to have additional hardware on
the server to perform the complex mutual authentication between the customer and
the hardware.
Instead, we propose that the initial kernel image and protections are provided in
plaintext to the hypervisor. The customer sends a vanilla VM image (with cryptographic libraries such as OpenSSL [130]), which poses no danger if the initial data and
code were to be seen by a third party. The protections are then locked in for this VM.
After the VM has been started and the protections have been locked in, the customer
can obtain trust evidence to make sure all is in order, e.g. the correct protections and
VM image were initialized. At this point, the cryptographic libraries inside the guest
VM can be used to generate keys for secure communication with the cloud customer.
Once a secure connection between the customer and the guest VM is established, the
software inside the protected VM can perform the mutual authentication with the
customer, and the proprietary or confidential data or code can then be sent to the
VM. An encrypted disk image (or remote storage) can be used to store the code or
data, and the SSL connection between the cloud customer and its VM can be used
to give the VM the necessary keys to access the storage. As this communication is
protected and the VM’s memory is isolated from the hypervisor, the hypervisor will
not be able to recover the keys and, as a result, it will not be able to see the contents
of the encrypted storage or the communication.

4.1.4

Attestation of Protections Through Trust Evidence

In this setting, where code and data reside remotely, the customer must be able to
verify that they are running their VM as specified on a hypervisor-secure system that
is enforcing the correct protections. We propose that trust evidence measurements can
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be used to provide the customer with information they can use to verify the target
system, the started VM, and the protections. At the root of this trust evidence
is public-private key cryptography with a pair of encryption keys and signing keys
that are unique to each microprocessor. When manufactured, the keys would be
initialized and a certificate generated by the manufacturer2 . Later, any information
generated by the microprocessor would be signed with the unique signing key and the
cloud customer could use the certificate to verify the authenticity of the information.
With this capability, the microprocessor would be able to generate various attestation
measurements, discussed below, and the cloud customer could verify them.
We specify that trust evidence be composed of two parts: attestation of the initial
VM and the requested protections, and attestation of the enforcement of the protections. Initially, the customer needs to know whether the correct VM and protections
were initialized, while utilizing a potentially compromised hypervisor or cloud management infrastructure. When the VM is created, it is necessary to capture the initial
VM state (i.e. the VM image used to start the VM) as well as the initial requested
protections, which are to be enforced by the hardware. Once the hypervisor prepares
the platform (e.g. assigns peripherals to the VM, sets the memory map, etc.), it
loads the VM image and starts the VM. With hypervisor-secure virtualization, the
hardware needs to be signaled that a new VM is to be started. This could be done
by the hypervisor writing a special register or piggybacking on an instruction such as
vm launch. Upon receiving the command, the hardware can measure the VM image
as well as the specified protections. These measurements should be signed by the
hardware’s private signing key. When the cloud customer receives the measurements
(via the cloud management infrastructure), the customer can then check that they
came from hardware manufactured by a trusted vendor and have the expected values.
2

Concerns about privacy and anonymity due to public knowledge of which key identifies which
server are not considered in this work. Mechanisms proposed in prior work may be adopted if
desired.
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Otherwise, a compromised hypervisor could alter the VM image or the protections
before the hardware is signaled to enact the protections.
Initial attestation, however, is not sufficient, and we suggest that there is also
the need for attestation of the enforcement of these protections. During runtime,
the hardware would measure the protections (e.g. keep track of any violations that
were stopped and the memory location of these violations). The customer could
then request that these measurements be sent back to prove that the protections are
indeed working. The hardware would use its signing key to generate a cryptographic
signature of the measurements and, in turn, this data would again be sent back to
the customer. Thanks to these cryptographic signatures, any modification either by
the hypervisor or the cloud provider could be detected.
There are two caveats that are worth explaining. First, a modern system will
possess multiple microprocessor chips and each will need to have a different key.
When receiving the measurements, the customer may have to check each of the keys
(unless the cloud management infrastructure specifies which microprocessor generated
the report). Second, the VM may be assigned multiple processor cores. Performing
measurements on each core would be redundant. Moreover, there would be conflicts
if each core tried to initialize the same protections separately. Yet this same issue
surfaced when first attempting to initialize a multi-processor system and was resolved
by designating a bootstrap processor to be the first to come online to set up the
system. Similarly, we propose that when initializing a VM, one of the assigned cores
becomes a virtual bootstrap processor that performs the measurements and initializes
the protections. Other cores of the VM are enabled by the virtual bootstrap processor
once it has finished initialization.
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4.1.5

Enlisting Hardware Protections

Since the all-powerful hypervisor can read and modify all of a virtual machine’s
memory, we propose that only hardware can prevent such hypervisor accesses. We
discuss below why software-only solutions may not be sufficient.
In a software-only approach, the hypervisor could use encryption so that different
views of the memory are presented to different entities; such a design was explored by
Overshadow [50]. If the protection is in the hypervisor, however, then the hypervisor
has to be in the trusted computing base (TCB). The exploits and vulnerabilities
that are being constantly discovered in real-life hypervisors indicate that securing a
commercial hypervisor is an unresolved issue. If the hypervisor is subverted, then the
enforcement of protections is jeopardized.
A number of minimized and hardened hypervisors have been designed. Such
systems, however, can still be misconfigured or bypassed. For example, HyperSentry
[36] shows how to use the SMM mode to bypass the hypervisor for introspection
purposes, but such functionality can also be used for malicious purposes as well.
Researchers have looked at the System Management Mode (SMM) feature of most
Intel chips and how it could be used to subvert the hypervisor [69, 77]. SMM is a
special operating mode originally intended for handling power management or other
system hardware control. SMM [57] executes special firmware code and provides an
isolated environment that is transparent to other software (including the hypervisor).
If any malicious code is injected into SMM, then the higher software layers can not be
protected from it. SMM is distinct from technologies such as Intel’s vPro [12], which
is a collection of features that allow for remote management. Abusing vPro could
also be an attack vector on a system as it gives remote access to things such as BIOS
and rebooting the system. Outside of the microprocessor chip features, researchers
have explored using the chipset [168] as a way of introducing rootkits.
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Nested virtualization, e.g. the Turtles project [39], could be used where there is an
extra hypervisor layer below the main hypervisor. That software layer could be used
for security and to implement HyperWall-style protections. Yet what is to prevent a
malicious attacker from slipping in an extra layer below the current lowest layer?
The Bluepill project [145] showed how virtualization extensions in AMD’s processors could be abused to move the OS into a virtual machine and slip a hypervisor
underneath the OS. They exploited the fact that the virtualization extensions were
present in the hardware but were not being used. Similarly the SubVirt project [94]
proposed an attack based on moving a running OS into a virtual machine so that a
malicious hypervisor can monitor and spy on the virtual machine. If the virtualization layer is already running, the late launch functionality could be used to interrupt
the execution of the hypervisor and launch a malicious hypervisor instead [181].
As described above, Ring -1 Hypervisor rootkits [145, 181], Ring -2 SMM rootkits
[69, 77] or even Ring -3 Chipset-based rootkits [168] have been implemented by researchers. These exploits demonstrate that software is vulnerable because it can be
subverted, if not by a bug in the software itself then by abusing that hardware functionality that is logically below it. Importantly, however, these attacks are not due
to problems with hardware, but rather are due to the problem of having protections
in software; software which is not logically the lowest layer in the system.
By enlisting hardware protections, we also capitalize on hardware having performance advantages over software. Moreover, hardware is typically immutable, and
changing the functionality that is implemented by hardware or probing the microprocessor chip to recover secrets is extremely difficult. Furthermore, various vendors
already modify hardware to improve virtualization through extensions, which are
widely deployed in commodity microprocessors [14, 1]. Extensions in various subsystems of the servers are also already available: the I/O MMU [15] or the SR-IOV
extension for the PCI devices [21]. This indicates that commercial vendors do not
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Figure 4.1: Potential Attack Vectors on the Hypervisor and VMs

see the overhead of modifying the hardware as outweighing the benefits that these
modifications bring. Enlisting hardware for the protection of guest virtual machines
from compromised hypervisors is therefore a promising research area.

4.2

Threat Model and Assumptions

Figure 4.1 depicts the target usage model with the attacks highlighted to create a
context for our threat model. Our goal is to protect the confidentiality and integrity
of a VM’s secret code and data from an attacker with hypervisor-level privileges.
This may be a malicious hypervisor (e.g. an infrastructure provider who installed
an unverified version of a hypervisor) or a compromised hypervisor (e.g. a cloud
customer exploiting a bug in the virtualization layer to gain higher privileges and
attack a competitor’s VM). Our protections focus on preventing attacks highlighted
with arrow “4” in Figure 4.1.
For HyperWall, the trusted computing base (TCB) for confidentiality and integrity
of VMs’ memory is reduced to the hardware. The virtualization layer, i.e. the hypervisor, is untrusted for a VM’s confidentiality and integrity. The hypervisor, however is
still present on the system and can be used for management purpose during the VM’s
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runtime. Since one of the management functionalities required by the cloud provider
is the ability to terminate VMs when a customer stops paying, the hypervisor needs
to be able to stop VMs. Hence, we do not protect the availability of the VMs.
On the hardware side, the microprocessors, memory modules and motherboard
are assumed to not be malicious and to behave as defined in the manufacturer’s specification. We assume that the servers are located in a physically secure location and do
not require physical attack protection. Cloud providers can afford to physically secure
the servers, install monitoring equipment, etc., to defeat various physical attacks.
On the software side, we assume that the guest operating system and applications
running inside a customer’s VM are trusted by the customer to execute correctly and
be free of exploits. It is not our goal to protect against bugs in the guest OS or the
applications. Our work aims to guarantee the customer that running a VM in the
cloud is as secure as running it in their own facilities (if not more secure due to the
ability of an infrastructure provider to provide better physical security).
Prevention of traffic analysis attacks by the hypervisor also remains an open research issue which we do not address. As discussed later in Section 4.3.3, the hypervisor could snoop on the traffic between a VM and peripherals or the external world.
We also do not aim to protect against side channels, such as those that result from a
processor’s functional units, such as I/O buses or performance counters. Various other
work has been done on minimizing such channels (e.g. randomized caches [176]).
The hypervisor is not always the highest-privilege software if the platform supports
system management mode (SMM). The hypervisor could attempt to compromise
SMM and gain more privileges. We assume a secure and verified SMM, or any other
similar management mode, so that new security mechanisms cannot be bypassed.
Incorporating security measures in SMM is an orthogonal research problem. For
example, Intel has designed the STM (SMM Transfer Monitor) [170], but this is not
widely deployed.
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4.2.1

Concerns due to Co-location of VMs

The main source of attacks that we are concerned with is that of a malicious VM
being co-located with a target victim VM. If malicious VMs were not able to be
co-located with the victim VM, then the threat that we aim to protect against is
greatly reduced. One tentative solution is to allow the customers to specify conflict
of interest classes. Then, the customer can instruct the infrastructure provider to not
co-locate VMs that they do not trust and with which they may have a conflict. This
solution, however, presents two limitations that appear to make it impractical.
First, this approach restricts the infrastructure providers’ capabilities in placing
VMs. Taken to the extreme, this may require the customer to have a dedicated server
all to themselves, which defeats the basic purpose of consolidation and the cloud
infrastructure. Second, difficulties arise when attempting to place the customers into
the different classes. Who decides whether VMs are indeed conflicting? An attacker
can simply pretend to be somebody else who does not have a conflict with the victim
VM. In the past, for example, Microsoft has used device driver signing to ensure
that only verified device drivers were able to be loaded. Unfortunately, it has been
reported that in 2001 VeriSign corporation erroneously issued Microsoft certificates
to individuals who impersonated Microsoft employees [32]. These certificates could
have been used to sign the impostor’s own (unverified) device drivers. So, even if an
infrastructure provider was able to divide customers into different classes, there may
be outside means for customers to side step the checks and get their VMs co-located
with a target victim VM.

4.2.2

Concerns due to Performance Counters

One useful feature of modern microprocessors is the performance counters. These
are used for monitoring different events (e.g. cache misses) and can even generate
notifications through interrupts when a certain count of events is reached. In a public
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cloud setting, they could be used to expose statistics about the execution of a VM
(and form a side-channel or even a covert-channel if the hypervisor is able to set
the counters to count specific events). While we believe these side channels to be of
low capacity, future enhancements of performance counters may be desired to limit
their use as a side channel. This issue is also closely related to the traffic analysis
discussed above and more work is needed on limiting the hypervisor’s ability to abuse
performance counters for the purpose of gaining insight into the VM’s execution.
While performance counters are a concern, they are also an opportunity. The
trust evidence presented later in part of this chapter builds on an idea of performance
counters. It is a form of security performance counters where the hardware tracks
any attempted protection violations.

4.2.3

Concerns due to a VM’s Control Flow

Although we do not aim to protect against side channels that are due to a processor’s
functional units or I/O buses, there are other sources of information that concern us,
which are listed below.
Memory accesses can expose the execution path of the underlying program or the
structure of the data being accessed. The hypervisor is able to change the memory
mapping such that each memory access would cause a fault (due to missing guest
physical to machine memory mapping) and this would allow the hypervisor to see
which machine memory pages are being mapped. However, this only reveals the page
address and not the individual memory address.
The program counter is the register in a microprocessor that keeps track of which
instruction is executing. When the VM is interrupted, the program counter is saved
so that the VM’s execution can later resume correctly. However, the saved program
counter could be read out by the hypervisor. This gives the hypervisor even more
information about the exact addresses that are being accessed (rather than just the
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memory page). When possible, an architecture implementing hypervisor-secure virtualization should protect the program counter from being exposed to the hypervisor;
this can be done by encrypting it along with the other registers when the VM is
interrupted and before hypervisor code runs.

4.2.4

Need for New Protection Mechanisms

Alongside hardware improvements for virtualization performance, some hardware extensions for security have already been implemented by computer hardware vendors.
One of the security-related extensions in today’s hardware is Intel’s Trusted Execution Technology (TXT). The TXT is used, along with the Trusted Platform Module
(TPM), to securely launch a hypervisor. The extension adds, among other things,
the SENTER instruction, which causes the hardware to measure the code of the hypervisor and launch it. Recently, however, bugs were discovered in the trusted execution
hardware, although they have been fixed.
Researchers were able to make the SENTER instruction (and the associated SINIT
code) misconfigure VT-d and allow devices to read/write to arbitrary memory via
the DMA capabilities [182]. The VT-d is Intel’s extension for allowing devices direct
I/O into the memory of virtual machines. VT-d essentially provides the I/O MMU
functionality and DMA remapping units. DMA remapping units map the address
that the device was requested to read/write (guest physical address) to the actual
address allocated for that VM (machine memory address). The mappings need to be
configured correctly, otherwise devices can DMA to/from wrong address (e.g. read or
write the hypervisor kernel’s memory). The attack presented in the paper (but by now
fixed by Intel) centered on a bug in the SINIT code. When the SENTER instruction
is executed, the SINIT code is triggered to start up the virtualized environment (e.g.
during hypervisor boot up). As one of its functions, the SINIT code discovers the
location of the memory mapped registers of the DMA remapping units and the number
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of the units. In the attack, the location of the first unit is altered (by modifying
entries in the advance configuration and power interface, ACPI). Consequently, the
SINIT code discovers the right number of DMA remapping units, but is tricked into
thinking their configurations are at a wrong address. Later, the hypervisor thinks it
is configuring the DMA remapping units (by writing to what it thinks are memory
mapped registers of the DMA remapping units), while the real unit’s configuration
can be altered by the attackers (by writing to the true location of the memory mapped
configuration registers).
Another attack presented by researchers was the Evil Maid attack, which the
researchers claim took under one minute to infect the target computer – hence, making
it suitable for evil hotel maids to steal one’s information [167]. This attack focuses
on recovering pass phrases used for full disk encryption. Even with the use of TPM
hardware to store keys for full disk encryption (such as with Microsoft’s BitLocker),
the user needs to enter the pass phrase when the computer boots up. The attack does
not attempt to recover the password from memory (such as during the Cold Boot
attack). Rather, the attacker uses a bootable USB drive to boot up the machine and
modify the boot loader. The now modified bootloader will log the pass phrase and
potentially send it to the evil maid. Armed with the pass phrase, the evil maid can
come back later and recover the information from the disk.
The SubVirt project [94] has introduced the term virtual machine based rootkit
(VMBR). The VMBR installs a hypervisor (or virtual-machine monitor, VMM) underneath an existing operating system and hoists the original operating system into
a virtual machine. The performance-focused hardware features (such as page table
walking) help hide the overhead of the hypervisor. Also, due to the fact that the hypervisor emulates the actual hardware, it would be difficult for the operating system
to discover that it has indeed been moved into a VM. Nevertheless, counter-attacks,
such as the Red Pill [144], can be used to try to detect if one is running inside a VM.
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Attacks listed above exemplify the vulnerabilities with today’s performancefocused hardware features and the need for further development of secure hardwaresoftware architectures.

4.3

Protections Required for the VMs

In this section, we discuss the protections that must be provided for the VMs, and why
exactly they are necessary. First, we look at memory protection. The confidential and
private code and data will be stored and executed from the memory, making this the
resource that needs the most protection. Second, we look at VM input and output.
The VM needs to communicate with the outside world and these communications
need to be secured without involving the untrusted hypervisor. Third, we look at
the cryptographic keys and how they need to be protected. This involves a trust
chain that distributes the microprocessor chips (as part of servers) to infrastructure
providers. Furthermore, it calls for the customer to have access to proper verification
keys for each server where their VMs will be executing. Finally, we mention some
practical considerations worth keeping in mind when examining the design of the
HyperWall architectures. After establishing these requirements, we proceed (starting
with Section 4.4) to describe the design and implementation of hypervisor-secure
virtualization in the HyperWall architecture first described in [165]. We include
further improvements over our previously published material.

4.3.1

Protection of a VM’s Memory Contents

Our aim is to protect the guest physical memory of the VM, which stores the code
and data. Ideally, the protected portions of the VM become a black box into which
the hypervisor cannot see. This black box is where the sensitive code and data are
stored. However, in addition to the hypervisor directly accessing the memory, there
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are a number of other ways that the contents of the black box could be revealed.
Also, the black box does not need to be a single monolithic region of memory. These
details are further explained below.

Protection of the Contents of Processor Registers
Protecting the memory is not enough. The processor state associated with the VM
(e.g. general purpose registers) can also carry sensitive information and leak the
contents of the black box. Thus, interrupts and world switches3 , traps and error
conditions, and VM termination are all situations that need to be taken under consideration. In each of these, the hypervisor begins to run and could inspect the
processor state present when the VM is interrupted. It is for this reason that the
registers need to be protected and verified.

A VM’s Memory Isolation from Other VMs and DMA
The hypervisor is not the only entity that could attempt to access the VM’s memory.
For example, the hypervisor could set up the memory mapping such that two VMs
have some machine memory pages in common and, consequently, one VM is able to
snoop on the other. Moreover, various peripheral devices have direct memory access
(DMA) capabilities. Here again, the hypervisor could set up a device to perform a
DMA to or from the VM’s memory. A simple check of whether or not a memory
access is from the hypervisor is insufficient, and it is for this reason that there is a
need for protection from the hypervisor, DMA and other VMs.
3

By “world switch” we mean the switch from the VM execution to the hypervisor and the
associated privilege and memory map changes, and also from the hypervisor to another VM or the
same VM.
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Fine-grained VM Memory Protection
Guest VMs have varying memory maps and contain regions of memory shared with
the hypervisor (e.g. for device emulation). They also have shared memory regions for
use with physical devices (e.g. buffers for network cards). Consistent with customary
page-size protections in the hypervisor and OS, the hardware should also provide
protections at these granularities (e.g. pages of 4KB). Consequently, the protection
mechanism needs to let the customer specify the protections at such fine granularities.
This way customers can selectively protect pages inside the VM while letting pages
used for buffers, for example, be accessible to the hypervisor or DMA by the devices.

Guest Physical to Machine Memory Memory Mapping
A further challenge to overcome is the semantic gap between the hypervisor’s knowledge of which memory belongs to the guest VM and the hardware’s lack of this
knowledge. Here we assume a modern microprocessor with two layers of page tables. The first layer (virtual to guest physical) is managed by the guest VM, while
the second (guest physical to machine memory) is managed by the hypervisor. The
VMs operate on guest physical addresses. When the VM is initialized the hypervisor
assigns machine memory pages to the guest VMs and the memory mapping between
the guest physical and machine memory is stored in the second level of tables. The
hardware typically operates on machine memory addresses and has no control over
updates of the mapping. Hence, the hardware needs the means for mediating the
memory mapping updates and changes so that it is able to enforce the protections
despite the hypervisor changing the mapping (as it does even during regular operation).
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Allowing Access to Memory to Trusted Hypervisors
Moreover, any protections should be configurable to allow the hypervisor free access
to a VM’s code or data and to monitor the guest VM in the case that protection from
the hypervisor is unwanted. One motivation may be because customers may want to
allow the use of features such as memory introspection, which requires access to all
of a VM’s memory. As a result, there needs to be some flexibility when it comes to
specifying the protections for a VM, including null protection for certain or all of its
memory pages.

4.3.2

Trust Chain and Protection of Cryptographic Keys

Each microprocessor in a system implementing hypervisor-secure virtualization will
require unique key pairs for signing measurements. In the future, the same may be
required by the chipset or even certain peripherals if it turns out that the VM will
need to securely interact and control them (beyond sending or receiving network data
or storing data on disk, both of which can already be protected through encryption).
The first set of cryptographic keys to be protected is the processor’s public-private
key pair: processors’ secret signing key, SK, and the matching public verification key,
V K. Having learned from the designers of the IBM’s 4758 processor, each chip should
undergo the same initialization procedure, eliminating the need for individual initialization, which is expensive, error prone, and does not fit the general-purpose securecoprocessor model [33]. The different pieces of the hardware should be manufactured
in the same way, but they should also be equipped with a one-time mechanism to
initialize the keys. The only difference between the chips would be the unique signing
and encryption keys. These secret keys can be installed in the chip in the factory and
the manufacturer can generate a certificate vouching that the chip with the signing
key is genuine. Figure 4.2 shows how customers could verify any measurements generated by a microprocessor implementing a secure architecture. This requires a trust
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chain from the manufacturer, through a trusted third party, to the customer. The
certificate of the manufacturer, CertM f g (signed by a trusted third party), can be
used by a customer to validate a server’s certificate, CertV Khw . With the server’s
certificate validated, the customer can validate data signed by the hardware (data
signed with the signing key, SKhw , that matches the public verification key on the
certificate).

Figure 4.2: Trust chain showing certificate and microprocessor distribution from the
manufacturer to infrastructure provider to the customers. The (V Khw , SKhw ) is a
public-private key pair unique to each microprocessor.

The second set of cryptographic keys that require protections are the keys used
to protect the VM’s state during interrupts, VM suspend, etc. For this purpose,
encryption and hashing keys are necessary to ensure the confidentiality and integrity
of the state. These, however, need not be initialized in the factory. Moreover, for
added freshness it is better if there are new keys during each boot cycle. As the keys
are only seen by the hardware, the same set of keys can be used for all the VMs. We
propose that the keys for the protection of the register state on interrupt and memory
are generated during system bootup on the bootstrap processor. The keys generated
on the bootstrap processor can be shared among all the cores and chips so that a VM
paused on one core can be resumed on any other core.
The third set of cryptographic keys that need protections are the keys used by
the VM to communicate with the outside world. Given the secure execution environment, in which there are protected portions of the VM that cannot be accessed by
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the hypervisor, the guest VM can generate public-private keys pairs to use for communication with the cloud customer (e.g. via a SSL protected tunnel). The tunnel
can be used to send either the secure code and data to the VM, or the symmetric
keys the VM would need to decrypt the disk storage. Yet there is the question of
how a customer can be sure a key pair he or she receives is indeed from the VM. A
potential solution to this issue is to have the hardware sign the generated key. In
other words, a VM has had its protections initialized on a microprocessor, and the
customer has verified the attestation from that processor, so the VM can request the
microprocessor to sign a piece of data (which happens to be a key). The customer
would receive the piece of data (the key) and the signature, which they could then
verify came from the microprocessor executing the customer’s VM. Section 4.5.12 has
a detailed description of how such signing can be done and what inputs are needed
for the signature.

4.3.3

Practical Considerations

There are also a number of practical issues to be considered when designing the
protections. We need to consider sources of randomness that the VM has access to
and its peripherals. Issues of hardware keys become evident when we consider multicore and multi-chip setups. Multi-tenancy and related issues of memory management,
ballooning and VM migration also need to be considered.

Inputs of Randomness
In the cloud computing scenario, the guest VMs will need sources of randomness (e.g.
to generate SSL keys). On a platform controlled by the hypervisor, however, the
hypervisor may be able to orchestrate all input sources used to generate randomness
(e.g. network packet arrival time) to learn the randomness generated inside the VM.
To counter this threat, any architecture implementing hypervisor-secure virtualization
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needs to provide VMs with direct access to a hardware random number source that
even the hypervisor will not be able to control. As a result, the hypervisor cannot
learn the randomness returned to the VM. This could be provided through a new
user-mode instruction.

Disk and Other Peripherals
While we do not consider hardware attacks, the hypervisor is in charge of the platform
and could snoop on the disk contents (e.g. by using DMA to read out a physical disk
or siphon off the data as it emulates a virtual disk). To counter this, the guest VM
can use encrypted and hashed storage (e.g. send encrypted blocks to the disk). This
is feasible as the conversion of data from plaintext to ciphertext can be done inside
the memory regions that are protected from the hypervisor. Furthermore, the guest
VM can also store the disk encryption keys in the protected memory so that the
hypervisor cannot read them.
Guest VMs will also utilize communication peripherals such as network cards to
communicate with the outside world. Again, guest VMs can use encryption and
hashing to protect the data as it is transmitted. Because the VM’s memory can
be protected from the hypervisor, encryption keys and conversion from plaintext to
ciphertext can be done in memory pages to which the hypervisor does not have access.
The last set of peripherals is computational peripherals such as GPUs. Due to
performance reasons, these are unlikely to be emulated in the near future. But the
hypervisor can still manipulate the memory map such that it has access to the buffers
used between the guest VM and the physical device. Yao’s garbled circuits [183] or
homomorphic encryption [83] could be one way to perform computation on GPUs
without revealing the data (even if the hypervisor snoops on the buffers). These,
however, do not seem practical yet as they both require rewriting the computational
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kernels. Moreover, homomorphic encryption is not yet usable due to extremely high
computational overheads.

Multi-core Chips and Multiple Chip Packages
The current servers support multi-core chips and often come with multiple microprocessor packages. Multi-core chip support provides a new hurdle for the secure
microprocessor architecture design. Each core in a chip (possibly even on a different
package) needs to be able to be synchronized with another core. This is especially
crucial for when a VM is suspended on one core and then migrated to a different core.
The problem can be solved by the use of shared secrets among the hardware cores,
but not accessible to the hypervisor. On system bootup, the bootstrap processor core
can generate secrets shared among all the cores and store the secrets in a location accessible to all cores, e.g. a reserved portion of main memory (DRAM), accessible only
to hardware. By having shared secrets, hardware on all of the cores can communicate
securely and have access to encryption and hashing keys. Multi-core support has
not been addressed in past secure microprocessor architectures, except for memory
integrity trees.

Multi-tenancy
One of the key features of cloud computing, and virtualization in general, is multitenancy: multiple VMs share the same physical machine. In our NoHype work we
assumed an IaaS-style setting, where the customer pre-purchases the resources, which
are then dedicated to their VM for the VM’s lifetime. However, some customers may
find it too limiting to have fixed memory and processor core allocation and want
to run multiple VMs on a single processor. Hence, HyperWall needs to support
sharing cores and supporting runtime memory management by the hypervisor (while
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hardware controls that no memory content is leaked and that protections are enforced
with whatever current memory mapping is in use).

Memory Management and Memory Ballooning
Oversubscription of memory may also be desirable, so there is a need to support
changing the memory allocation (through changes to the memory mapping) during
a VM’s lifetime. Oversubscription of memory is often implemented through memory
ballooning [173]. Memory ballooning allows the hypervisor to reassign pages from
one VM to another. It does this by changing memory mapping such that memory is
unmapped from one VM (or unused memory is found) and the memory is mapped to
some other VM. The concern, however, is that the pages taken away from a VM may
contain sensitive information and, as such, these pages need to be scrubbed.

VM Migration
A desired feature is VM migration, which can be performed for load balancing or to
faclitate maintenance of physical servers. When performing VM migration, a VM is
relocated from one physical server to another one. The migration ranges from cold
migration (shut down the VM and restart it on another server), warm migration
(suspend the VM and resume it on another server) or live migration (relocate the
VM while it is running, with minimal downtime during the final phases of the live
migration). Cold migration requires no special consideration – the customer simply
stops using an old VM and starts a new one. For warm and live migration, however,
the VM’s memory pages are copied from one server to another by the hypervisors
running on each of the servers. The VM migration can be achieved through use of
self-migration or hypervisor assisted migration, both of which have advantages and
disadvantages, as will be discussed later.
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4.4

HyperWall, A Hypervisor-Secure Architecture

In the previous sections of the chapter we provided an overview of hypervisor-secure
virtualization, the threat model, as well as information on what exactly needs to
be protected when our idea is realized. We now begin to show how hypervisorsecure virtualization is achieved in the HyperWall architecture. It was designed to
provide protections for the confidentiality and integrity of a guest VM’s memory
from a potentially malicious hypervisor. HyperWall has a key feature called the
Confidentiality and Integrity Protection (CIP, pronounced “sip”) tables, which are
only accessible by hardware; they protect all or portions of a VM’s memory based on
the customer’s specification. The customer can specify which memory ranges require
protection from the hypervisor or from DMA. The tables essentially provide for a
hardware-controlled protection of memory resources. These CIP tables are stored in
a novel way: hardware-only accessible DRAM.
In HyperWall, the hypervisor is able to fully manage the platform, to start, pause
or stop VMs or to change memory assignment. To cross-check that the hypervisor
is not behaving maliciously, our architecture provides signed hash measurements to
attest that the customer’s initial VM image and specified protections were indeed
initiated at the VM launch. Furthermore, trust evidence can be generated during the
VM’s lifetime to verify that the specified VM protections have not been violated, or
to indicate how many attempts at violating these protections have occurred. When
the VM is terminated, its protected memory is zeroed out by the hardware to prevent
the leakage of data or code, and the hypervisor and DMA regain full access rights to
the VM’s memory.
The HyperWall’s objective is to protect guest VMs from a compromised hypervisor. We do use standard encryption techniques to protect confidential information at
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rest (e.g. in persistent storage) and in transit (e.g. during I/O and networking). We
also protect the processor state, e.g. the general purpose registers, when the VM is
interrupted or suspended. The runtime protection of memory, however, is achieved
through the hardware controlled isolation. The isolation approach incurs less overhead than using a cryptographic approach (no extra decryption and hashing overhead
when VMs access memory). Moreover, the critical memory read/write paths do not
need to be modified with extra cryptographic hardware. Instead, the isolation of the
protected memory from the hypervisor and DMA ensures confidentiality and integrity.
The protections are accomplished through our architectures, which:
• enable cloud customer specification of protection policy (at page-sized granularity) to the cloud provider’s HyperWall-enabled server,
• introduces hardware that ties the protection policy to the VM so that the hypervisor is able to manage resources as it wishes while protections are enforced
in hardware according to the current configuration,
• enable hardware enforcement of these policies through the addition of minor
modifications of existing hardware and the re-use of existing commodity microprocessor features such as TLBs (Translation Lookaside Buffers), DRAM, and
memory management units, thus providing security without significant performance or storage overhead,
• specify the ability of the server to attest to the protections provided by the
hardware to the cloud customer,
• complete a hardware-controlled cleanup of a VM’s state and memory upon
termination so no information is leaked.
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Figure 4.3: The main memory (DRAM) is divided into system accessible and
hardware-only accessible portions. The light-gray colored areas show portions of
the machine memory that are protected by HyperWall mechanisms. The dark-gray
colored areas show the hardware-only accessible memory that can only be modified by
HyperWall hardware and stores the protection information for the rest of the machine
memory.

4.4.1

Evolution of HyperWall Architecture

The original HyperWall design [165] is extended in this dissertation to incorporate
better support for multi-core and multi-chip systems, improve trust evidence mechanisms and add new features to prevent the replay attacks and memory update attacks
that were found in the original architecture. The design update has also led to the
clarification of a number of details that will aid in the future hardware implementation of the architecture, and the clarification of a number of operational issues. These
are all presented in this dissertation. Readers are invited to consult the original HyperWall publication [165] for details about the original HyperWall architecture. The
remainder of the chapter will include description of features which supersede the previously presented design. Nevertheless, we will keep referring to the architecture as
“HyperWall”.
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4.4.2

System Memory

Many of HyperWall’s features focus on protecting the memory of the VM’s. The VM’s
memory is the key resource in need of protection because it is where sensitive code
and data reside, and where any cryptographic keys are stored. The VM’s memory is
stored in DRAM, and the new HyperWall mechanisms protect the physical memory
pages that hold the code and data. But, in HyperWall, DRAM also serves another
purpose. A portion of DRAM is reserved to store the protection information. This
is our new hardware-only accessible DRAM. Figure 4.3 shows the system memory
(DRAM) and different portions used by the HyperWall architecture.
The regions shaded dark-gray in Figure 4.3 represent hardware-only accessible
memory. This memory is essentially invisible to regular load or store instructions,
regardless of the privilege level. It is a secure storage that cannot be altered by
the hypervisor, DMA nor VMs. The secure storage has three regions (discussed
below in detail). The CIP T able is the memory containing the CIP (confidentiality
and integrity protection) tables. The T EC T able is the memory containing the
trust evidence and configuration data for the system and the VMs running on the
system. The Kenc and Khash are symmetric encryption and cryptographic hashing
key, respectively, which are used by the CIP logic for protection of the VM’s registers
and state during VM suspend and resume.
The regions shaded light gray in Figure 4.3 represent memory protected by the
CIP tables. When a guest VM is running, the physical memory used by it (the
V M 1 s M emory) is protected according to the customer’s specification. The customer’s specification comes from the V M prot data. Finally, the CIP tables protect
the memory that holds the page tables mapping the physical to machine memory (the
P 2M T ables) for the guest. During any memory mapping update, both the current
mapping (the P 2M T ables) and the next mapping to be used (the N ext P 2M T ables)
are protected.
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Any remaining memory, shown in white in Figure 4.3, is not protected by HyperWall mechanisms. This memory stores any of the VM’s code or data that customers
did not request protections for or hypervisor code (since it can already use the regular memory mappings to protect its code and data from any VM). In particular, the
Saved State in Figure 4.3 is shown to indicate that whenever the VM is interrupted,
the encrypted general purpose registers, program counter, P2M page table pointer,
and the new HyperWall register state need to be saved. Such saving of the VM state
is already performed by today’s hypervisors, but the hypervisor needs to be updated
to be able to save the new HyperWall registers. The saving and restoring of the
new state is necessary for the CIP logic to verify the protections whenever the VM
is resumed. The memory region holding the (encrypted and hashed) saved state is
fully accessible to the hypervisor, which can then save it on disk when the VM is
suspended.

Memory Mapping: P2M Tables and Next P2M Tables
The physical to machine memory map tables specify the mapping from the physical
address space to the machine address space. These tables are initialized by the
hypervisor, as is done in commodity hypervisors today. HyperWall uses the VMp2m
register to find the P2M tables and protect them. The VMp2m register is equivalent
of EPT (extended page table) pointer register in Intel processors; it is updated by
the hypervisor when it writes a pointer to the new page tables. Today, multi-level
pages are used by commodity x86 systems. The hardware can perform a page table
walk, starting at the VMp2m value, to find all machine memory pages that contain
valid P2M entries and, thus, need protection. Section 4.6 has more details about the
simulated configurations. Although P2M tables are shown contiguous in Figure 4.3,
they need not be so (especially if multi-level page tables are used). The Next P2M
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Tables have the same format as P2M Tables and are used for memory management,
as discussed in Section 4.5.

VM Protection Information: pre-CIP Tables
The VM protection information (VMprot in Figure 4.3, also called pre-CIP) is provided by the customer and copied by the hypervisor. Again, there are multiple formats
possible for the specification of the information. At the simple end of the spectrum is
a flat, linear table that has one entry for each physical address and that entry specifies
the CIP protections. Since many contiguous pages may have the same protections, a
table may be condensed by having each entry specify a range of physical addresses
and their protections. The act of validating that the correct table data was initialized
in the tables is discussed in Section 4.5. To determine the machine memory pages
containing the pre-CIP data, the hardware at least needs a pointer to find the start
of the information; then, based on the implemented format and possibly additional
information (e.g. size), the hardware can find all the machine pages. Section 4.6 has
more details about the simulated configurations, including the table format and size
determination.

VM Protection through CIP Tables
The CIP tables store information about protections for each of the machine memory
pages in the system. The customer’s specified protections come form the pre-CIP.
Given a guest physical address, the pre-CIP data can be looked up to check the
protections needed for the page. The guest physical to machine address translation
page tables can be used to obtain the machine address where the guest physical page
is mapped into. This information can be combined and stored in the CIP tables, as
shown in Figure 4.4.
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Figure 4.4: Relationship of pre-CIP data, guest physical to machine address translation page tables and CIP table in two layer page tables approach.

The operation shown in Figure 4.4 builds on the commercially available architectures with two layer page tables. Some older hardware designs, however, did not
support two level page tables and the shadow page tables were used instead. In
shadow page tables, as explained in Section 1.2.4, there is only one page table exposed to the hardware: the hypervisor’s shadow table mapping virtual address to
machine addresses. The pre-CIP still should be defined in terms of guest physical
pages, since that is what the lowest level memory the VM, which we are trying to
protect, can control. With shadow page tables, however, there are two challenges that
the hardware needs to address. First, the virtual to machine address translation page
table need to be protected (similarly to protection of the physical to machine address
translation page tables in two layer page table approach). Second, the hardware also
needs to protect the hypervisor’s guest physical to machine memory internal mapping
data structure. HyperWall architecture built on shadow page tables would require
the hypervisors to keep the second mapping in a standardized format, the physical to
machine mapping page table format from two layer page tables can be used. The architecture would require a new register to point to the second mapping (e.g. VMv2m
for virtual to machine shadow pages and VMp2m for physical to machine pages). The
hardware would control the updates to both sets of tables at all times to make sure
the hypervisor cannot change the physical to machine mapping without hardware’s
knowledge. Because of the overhead of protecting two sets of memory mappings in
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the shadow pages approach, and commercial support for the newer two layer page
table mappings, the HyperWall architecture focuses on the protections based on the
two layer page tables. Figure 4.5 shows the relationship between the protection tables
and the shadow page tables.

Figure 4.5: Relationship of pre-CIP data, guest physical to machine address translation page tables and CIP table in shadow page tables approach.

4.4.3

Secure Storage of Protections and Configuration in
DRAM

The dark-gray portions of DRAM in Figure 4.3 show the hardware-only accessible
memory which forms the secure storage of the HyperWall architecture. There are
three parts of the secure memory discussed below: CIP tables of size C, the trust
evidence and configuration (TEC) tables of size T , and the symmetric cryptographic
keys of size K + K 1 . The total portion of memory inaccessible to the software is then
C ` T ` K ` K 1 . Exact sizes depend on the implementation and are discussed in the
evaluation and simulation sections.

CIP Tables
CIP Tables are an integral part of HyperWall. The architecture has been designed to
use a portion of physical memory (DRAM) to store the CIP tables. This has removed
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the need for extra hardware storage for CIP tables in the microprocessor chip. For
each machine page, the CIP tables specify the owner VM (V M ID), whether the page
can be read or written by the hypervisor (HR and HW flags) and read or written by
DMA (DR and DW flags). An in-use flag (U ) indicates if the entry is in use. The
GP A field stores the guest physical address of the page mapped to this machine page,
this is a reverse mapping which hardware uses during memory allocation updates.
Figure 4.6 shows the fields needed for each CIP table entry.
There are multiple configurations of the protection flags that can be used. For
example, a protected page would be one that has all protections flags set to 1. As
another example, a one-way buffer from the VM to the hypervisor or to the device
(via DMA) would have either HR or DR or both bits set to 0 to allow the hypervisor
or DMA to access the data. Finally, having all flags set to 0 means a page is fully
readable and writable by both the hypervisor and DMA.
The C “ pM achine M em. Size { P ageSizeq ˚ CIP Entry Size is the size
of the reserved memory Exact CIP table and entry structure and size depend on the
implementation and is discussed in Section 4.6.

Trust Evidence and Configuration Tables
HyperWall has native features for generating, storing and later communicating trust
evidence to the customer. However, the trust evidence must be collected as the VMs

Figure 4.6: CIP table entry fields: it is necessary to identify which VM the host
physical page belongs to, as well as flags for whether the page is in-use, and the
protections from the hypervisor and devices.
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run on different cores and must be safely stored until it needs to be reported. HyperWall’s trust evidence consists of a record of attempted memory violations (i.e. the
number of times there was an attempt to access a protected memory region, T Evcnt)
and a log of the last memory address at which the violation occurred (T Evmad). HyperWall collects trust evidence per VM and stores it in the hardware-only accessible
memory.
HyperWall architectures also need to keep track of certain configurations of a VM
and keep it securely stored in the hardware-only accessible memory (see Figure 4.7).
This is per-VM information and consists of multiple fields and flags. An in-use flag,
U , keeps track if the VM identified by the corresponding VMID has been launched by
the secure hardware. The V M p2m pointer points to the machine address of the active
physical to machine memory mapping. The P count stores the number of memory
pages currently assigned to the VM. The V M prot pointer points to the machine
address location of the customer’s protections. V Ccount specifies how many virtual
cores have been assigned to the VM at launch time, or it could be a list containing
the cores assigned to a VM. The per-VM information also includes information about
each of the virtual cores of a VM (there will be at least one). For each virtual core,

Figure 4.7: TEC table entry fields: for each VM, identified by some V M ID, an in-use
field, trust evidence and configuration fields are needed. If more than one virtual core
per VM is supported, a count of the cores or a virtual core list is needed to keep
track of the cores assigned to this VM. For each virtual core of a VM, an in-use field,
suspended flag and suspend count are needed.
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an in-use flag, U , keeps track if a core has been assigned to a VM. The S flag is used
to indicate if the corresponding VM and virtual core are currently suspended, which
is necessary for synchronization during memory updates. The V Cscnt (a count of
the number of times the virtual core of a VM has been suspended) is a counter field
that is used to prevent a hypervisor from resuming an old version of the VM’s state
when resuming a VM from suspend; this action is called a replay attack.
The sizes of the fields and their layout in memory will depend on how the architecture is implemented and what features it supports (e.g. how many VMs are
supported, how many virtual cores per-VM are supported, does each VM support the
same number of virtual cores, etc.). Section 4.6.2 provides a more detailed discussion
about the implementation choices and insights into the organization and size of the
TEC tables.

Cryptographic Keys
HyperWall’s main design point was the use of isolation (rather than encryption) to
protect the memory of the VMs during runtime. We do, however, use cryptography
in a number of places: to protect the VM-related processor state as the hypervisor
manages the VMs, to enable a customer to validate a genuine HyperWall server, and
to protect communication between a VM and the external world, as is often done
today. A number of cryptographic keys are needed to support this.
The Kenc and Khash are two keys used by the HyperWall hardware and stored
inside the protected memory, shown in Figure 4.3. These keys are generated during
each boot up cycle. They are used whenever a VM is suspended and resumed. Storing
these keys in the protected and shared DRAM memory (rather than in new registers
in a core) enables a VM to be paused on one core and resumed on a different core, or
even in a different chip package on the same HyperWall server. The size of reserved
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memory is the size of the two keys, K ` K 1 , the key sizes again depend on the
implementation and are discussed in the evaluation and simulation section.
Beyond the dedicated memory, the SKhw is a private signing key securely installed
by a trusted authority into each microprocessor chip and not accessible to any software
(shown in Figure 4.8). If a system has multiple chip packages, each will have a different
key. We envision that the hardware manufacturers would also be the designated
trusted certificate authorities. The certificates for each server’s public key would be
generated by the manufacturer and installed in the server, see Figure 4.2. The servers
can send the certificates to the customers, so that the customer can verify the data
signed by the private SKhw key.
Finally, we will later introduce a per-VM key, the P Kvm , which is generated inside
each VM. This key will be unique to each VM. Furthermore, this key should be stored
inside the VM’s memory region that is specified as protected and kept off-limits both
to the hypervisor and DMA by the CIP tables.

4.4.4

System-Level Components

The HyperWall system does not require modification of the memory chips, as it only
reserves a portion to be hardware-only accessible. However, a number of hardware
modifications (shown in Figure 4.8) are required at the system level to enforce the
hardware-only accessible nature of certain parts of the memory, the CIP tables and
the protection of the different VMs’ state.
The memory controller for the DRAM needs to be updated with extra logic that
at boot up is responsible for detecting the size of the attached DRAM, collecting
information about the DRAM attached to other processors4 (used to determine C in
Figure 4.3), reading the configuration of how many VMs and virtual cores assigned
to the guest VM are supported (used to determine T in Figure 4.3), and finally,
4

Section 4.5 discusses the boot up process in detail and how total memory size is determined.
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Figure 4.8: System-level components of HyperWall: (A) DRAM controller is updated with extra logic and DRAM itself is used to store the hardware-only accessible
memory, (B) memory controller has updated logic, (C) chip-level registers store information about current configuration of the hardware, and the hardware keys, (D)
processor cores are updated with new logic and registers, and (E) I/O memory management unit also requires new logic and registers. More details about processor core
modifications are shown in Figure 4.9.

reserving the appropriate portion of the DRAM as hardware-only accessible (i.e. the
C ` T ` K ` K 1 amount). Memory access operations need to carry a flag specifying
whether access is coming from the software or the new HyperWall hardware. Software
accesses are blocked from reaching the hardware-only accessible memory. At run
time, the memory management logic (M M U labeled B in Figure 4.8) is responsible
for controlling the memory accesses (by consulting CIP tables) and for updating the
trust evidence data on any violations. The control logic uses a number of registers.
As part of the uncore, there is one set of system-software accessible registers, which
are similar to machine specific registers available in today’s processors. Today, uncore
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includes interconnect, last-level cache, DRAM memory controller, MMU (Memory
Management Unit) and other components not part of the processor core. We augment
uncore with the V M V C Conf ig. registers, which specify the number of supported
VMs and the number of supported virtual cores. There is a maximum number of each,
specified in read-only registers. If this number is reconfigurable and the hypervisor
managing the system does not need the maximum number (and wants to configure
less so that less DRAM is occupied by the TEC tables, for example), the registers
are used by the hypervisor to configure the number of supported VMs and virtual
cores. Any changes that occur during system reset and the results of these changes
are reported in a set of read-only registers. To summarize, read-only registers specify
the maximum and current number of VMs and virtual cores supported, while writeonly registers are used to set the desired number of VMs and virtual cores (hardware
will enforce that this number is less than or equal to the maximum, but never more).
Another part of the uncore is a set of hardware-only accessible registers used to
specify the location and size of the CIP tables, CIP Conf ig., and the TEC tables,
T EC Conf ig. as well.
A non-volatile register present on the system is the SKhw . This register is accessible from the hardware on the chip but not from outside the chip nor from any
software. It is used to hold the unique per-chip private signing key used by the
HyperWall hardware.
Outside of the microprocessor chip, the CIP tables must be consulted when accessing memory from devices. Each input / output memory controller (labeled E in
Figure 4.8) needs to be modified to include a CIP Check Logic (for consulting the
CIP tables to check if memory access from the device is allowed), the CIP Conf ig.
registers to specify the CIP tables’ location and size, and the T EC Conf ig. registers
to specify the TEC tables’ location and size. During run time, the logic is responsible
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for controlling the memory accesses (by consulting CIP tables) and for updating the
trust evidence data on any attempted violations.

4.4.5

Processor Core-Level Components

HyperWall also includes modifications inside the processor core. These modifications
are required to intercept the hypervisor’s access to VM-related memory and state,
and to protect these resources. Whenever the hypervisor runs and attempts to access
some memory, there will be a TLB miss5 on the first access to a memory page, which
is due to the lack of a translation entry in the TLB. Before the TLB is updated,
however, the CIP Check Logic mechanisms consult the CIP tables to check the
access rights for the machine memory page in question. If no restrictions are present,
a TLB entry is added as usual and there is no overhead on subsequent accesses.
If there is a restriction, the TLB entry is not added and a trap to the hypervisor
occurs, to signal to the hypervisor that an illegal memory access was performed. The
TLB entries need to be flushed whenever the CIP tables are updated to remove stale
mappings. This can be performed via a TLB shoot-down command to the remaining
cores from the processor that updates the CIP tables. The TLB shoot-down then
clears the TLB entries.
N ew instructions are required to support HyperWall functionality. We require
only three new instruction: for generation of random numbers, for cryptographic
signatures, and for trust evidence retrieval. These are supported by the T rng and
Crypto blocks respectively. Modifications are also required to the instruction for VM
termination.
The HyperW all State M achine is the block implementing the bulk of the logic
for updating and managing the CIP tables and VM life cycle. It is responsible for VM
initialization, VM memory management (intercepting memory updates), VM suspend
5

If a TLB is not used in the system, each memory access has to be checked for potential violations.
Thus, re-use of the TLB lowers the overhead of checking the protections.
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and resume, and VM termination. During each of the four events it appropriately
consults and updates the CIP tables, the trust evidence and the configuration tables.
Finally, the new registers are a set of per-core registers associated with the VM
that is currently running. These registers keep the HyperWall related state of the
VM that is currently scheduled on the processor core. If hardware multithreading is
implemented, a set of the registers is needed for each hardware thread present.

Registers
New per-processor core registers are introduced in HyperWall to keep information
about the currently running VM. These registers are accessible to both the new
hardware and the hypervisor. The hypervisor needs to be able to write them as it
starts a VM or resumes a suspended VM. It needs to be able to read them as it
suspends a VM (to later write the registers back when the VM is resumed). The
per-core registers are detailed in Table 4.1.
To protect against malicious modification by the hypervisor, the V M susp hash
register contains a keyed hash of all the remaining register values whenever the execution privilege changes to the hypervisor. Hardware generates and loads the hash
into the register before hypervisor code executes. The general purpose registers are
encrypted to prevent leakage of the information, unless the VM was interrupted due
to a hypercall. For hypercalls, registers can not be encrypted as the hypercall arguments come in the registers. This is indicated by a flag in the V M susp reason
register. To prevent hypervisor from trying to change the memory mapping when the
VM was suspended, the V M p2m at susp is loaded with the pointer to the physical to
machine memory page tables. This value can be checked by hardware on VM resume,
and it can not be modified because it is part of the suspend hash.
Initial measurements of the VM and the protections are stored in V M core init sig,
IP H and IM H registers. All the measurements include nonce value which comes
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would depend on implementation.
Register
VM susp hash
VM susp reason
VMp2m at susp
VM core init sig
IPH
IMH
VMp2m
VMprot
NC
VMID
VCID
VCcount
VCscnt
TEvsig
TEvcnt
TEvmad

Description (expected size)
hash of the VM’s core’s state on suspend (32 bytes)
flag to specify if the reason for VM suspend was a hypercall
(8 bytes)
P2M pointer at suspend time (8 bytes)
signature of the VM’s initial state (128 bytes)
initial protections hash (32 bytes)
initial memory hash (32 bytes)
current P2M pointer (8 bytes)
requested protections pointer (8 bytes)
customer’s request nonce (8 bytes)
VM id (8 bytes)
VM’s virtual core’s id (8 bytes)
Number of virtual cores specified for the VM at intializationtime (8 bytes)
Count of number of times the VM’s core has been suspended
(8 bytes)
trust evidence signature (128 bytes)
violation count (8 bytes)
violation machine address (8 bytes)

from the N C register. Any time a customer makes a request, they specify a nonce
so ensure the reply is fresh.
Remaining registers hold the information about the VM’s configuration. The
V M p2m register holds the pointer to the physical to machine memory page tables.
The V M prot register holds pointer to the memory location of the pre-CIP data
structure. The V M ID and V CID are the (hardware) ID assigned to the VM and
the ID of the current virtual core. Recall that a VM may have more than one virtual
processor core assigned to it, hence need to distinguish cores of the same VM. The
number of virtual cores that the customer requested for their VM is stored in V Ccount
register.
The VCscount register is used to prevent replay attacks where the hypervisor
could try to load an old version of the registers (including the hash register). This
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Table 4.2: New instructions for HyperWall. Each instruction is shown with the input
values it accepts, based on the implementation and the architecture the inputs could be
from registers or memory locations.
Instruction ( Inputs )
generate trust evidence ( VMID )

sign bytes ( Addr, Size )
trng ()
vmterminate ( VMID )

vmlaunch ()

Description
Request current trust evidence of
VM with VMID to be copied into
processor registers.
Use CPU’s private key to sign specified data.
Access true random number generator to retrieve 64 bits of randomness.
For a VMID, signal hardware to
scrub the VM’s memory and terminate the VM.
Existing instruction, modified to
trigger our HyperWall mechanisms
on VM launch.

value is compared on resume with the VCscount value stored in the TEC tables for
this VM.
The trust evidence registers, T Evsig, T Evcnt and T Evmad are used to store the
digital signature generated by the hardware of the trust evidence, the violation count
and last violation address respectively.

Instructions
New instructions needed for HyperWall are listed in Table 4.2.

The T Evsig,

T Evcnt and T Evmad registers are loaded with the latest trust evidence values, when
generate trust evidence instruction is issued. Trust evidence is discussed more in
Section 4.5.6. After issuing the instruction, the hypervisor can read out the registers
and send the values to the customer. The sign bytes instruction is used by a VM to
request the processor chip to sign some data with its private key. This is part of the
secure channel establishment discussed in Section 4.5.12. The trng for generating
random numbers is also used as part of the secure channel establishment. The
vmterminate is analogous to the existing vmlaunch, it is used to trigger scrubbing
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of the protected memory, VM termination, and clean up of CIP table entries so the
VM’s memory can be reclaimed.

4.4.6

New Component Summary

Figure 4.9 shows the hardware modifications required to implement HyperWall and
highlights our re-use of existing commodity microprocessor mechanisms.
The new instructions ( A ) were listed in Table 4.2 and described above. New
HyperWall registers ( B in Figure 4.9) are introduced to store protection information
about the currently executing VM. Table 4.1 listed these new registers for each processor core and they were discussed above. These registers are updated by hardware
and can be saved and restored by the hypervisor when it switches VMs.
A cryptographic engine ( C ) is needed for performing encryption, decryption,
hashing and signing (for which the SKhw key will be used). Also, the hardware
random number generator block ( D ) is added to support the trng instruction. The
bulk of the HyperWall logic is in a state machine ( E ) which is responsible for updating the CIP tables when a VM is created or terminated. Moreover, the state machine
ensures the protections are maintained when the memory mapping for a guest VM is
updated. This is done by the hardware mediating updates to the physical to machine
(P2M) page mapping. The TLB update logic ( F ) is expanded to consult the CIP tables before inserting an address translation into the TLBs. To improve performance,
the access checks are done when the address translation is performed. If there is no
violation the address is cached in the TLB and the CIP table check can be avoided
in the future. To prevent stale mappings, the TLBs need to be flushed whenever the
CIP tables are updated.
The MMU ( G ) is updated with configuration registers and CIP control logic
to walk the CIP tables on a hypervisor or DMA access. Similarly to the address
translation in the main processor, the I/O MMU ( H ) needs to have extra logic to
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Figure 4.9: New hardware additions, and hypervisor updates, needed to support the
HyperWall architecture.

consult the CIP tables. We re-use a portion of DRAM ( I ) to store the CIP and
TEC tables.
Although we introduce our modification only in the microprocessor and consider
the hypervisor untrusted; the hypervisor ( J ), as the entity in charge of the platform,
will need to interact with our new architecture. It needs to save and restore the new
registers when VMs are interrupted and resumed (as it does already with other state
today). During runtime, it needs to read attestation measurements from hardware
registers to send it to customers on-demand. It needs to use a modified procedure
for updating the memory mapping during VM runtime (i.e. swap old and new P2M
tables rather than modify individual entries in old P2M mapping). When terminating
the VM, it needs to issue our new terminate instruction.
The guest VM ( K ) needs small modifications to use the trng instruction for
obtaining randomness (rather than from other means, such as from interrupts, that
could be controlled by the hypervisor). It also needs to use the sign bytes instruction
to get information, e.g. an attestation report, signed by the hardware before sending
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it to the customer. It is also necessary to have the detailed memory map for the OS so
that the correct guest physical memory regions are set to be protected, and sensitive
data or code should never be moved to the unprotected guest physical memory regions
by the OS.
The next section discusses detailed operation of HyperWall which makes use of
the new hardware components and shows how the hypervisor and VMs interact with
the architecture.

4.5

HyperWall Operation

The various HyperWall components work together to protect the VMs’ memory as
requested by the customers. We now explain how the protections are achieved by
explaining the detailed operation of the system.

4.5.1

Hardware Startup

On boot up, the system supporting HyperWall extensions needs to calculate the
amount of memory (DRAM) available and reserve the portion for the hardware-only
accessible memory. The CIP table and TEC table and the keys all take up space
in the physical DRAM (recall C, T , K and K 1 in Figure 4.3 which showed various
contents of DRAM), and this will be the amount of the reserved memory. Also, since
the enabling of the new security features should only occur once, we specify that they
be enabled when the bootstrap processor comes online.
First, the value of C (CIP Tables) has to be calculated. The memory controller
on the bootstrap processor discovers the amount of attached memory. It then queries
other processors for their attached memory sizes. Given the total memory size, the
CIP table size, C, is calculated as each page of the DRAM memory (i.e. host physical
memory) requires a fixed amount of space in the CIP tables.
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Second, the value of T (TEC Tables) has to be calculated. The size of DRAM
attached to the bootstrap processor, minus C, K, K 1 is the maximum amount of
memory left to hold the trust evidence and configuration (TEC) table. The TEC
table will likely never use that much memory, but this is the practical maximum.
Section 4.6.2 gives different alternatives for the implementation of the different TEC
table formats, and the actual format implemented in a design will dictate the TEC
size.
Third, the values of K and K 1 (Kenc and Khash ) have to be calculated. In the
current design the key sizes are fixed so no actual calculation is required.
Once all the values (C, T , K and K 1 ) are calculated, the hardware zeroes out the
memory and sets the proper values in the CIP Conf ig. and T EC Conf ig. registers
so that during run time the tables can be found by hardware state machines.
Once the secure memory is established, the two symmetric keys Kenc and Khash
are generated from a hardware random number generator on the bootstrap processor
and written to the hardware-only accessible memory by the HyperWall hardware.
The keys can then be read out by different processors and copied to the corresponding registers on each processor core. This saves on memory accesses during system
operation, especially on each VM suspend and resume when the keys are used.

Protections Reconfiguration Option
The hardware locks in the hardware-only accessible memory on boot up, and the
memory size cannot be changed until the next reboot. This gives rise to the idea that
the configuration, in particular the number of supported VMs and virtual cores for
each VM, can be configurable per boot cycle. This makes the system configurable so
that the owner can adjust the number of VMs and virtual cores per VM to suit his or
her deployment scenario and prevent wasting memory space on unused configuration
entries.
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For this purpose, we propose the V M V C Conf ig. registers as a means to specify
the number of supported VMs and the number of supported virtual cores per VM.
The maximum supported number is calculated at boot up, but different customers
may have different needs and not always need to support the maximum number. For
example, the largest instances supported by Amazon EC2 have 4 virtual cores per
VM, hence if Amazon used HyperWall they would likely not configure the number of
supported virtual cores per VM to be more than 4 – while a different operator could
select their own value.
The reconfiguration option works by allowing the system software to write a set
of registers with the desired value of VMs and virtual cores per VM and then reset
the system. On boot up, support for the requested number of VMs and virtual cores
would be configured (after ensuring the number is less than or equal to the maximum
possible). The currently configured number would also be reported in this set of
registers.

4.5.2

System Boot

Once the HyperWall components are initialized, the regular boot sequence continues.
This includes the BIOS (Basic Input Output System) zeroing out the memory which
was not reserved by hardware (i.e. all memory visible to software). Also, today at
startup the BIOS provides the memory map to the hypervisor through a pre-defined
memory map (e.g. e820 map on Intel x86 systems). In a HyperWall system this
map will not include the hardware-only accessible memory so the system will not
even be aware of it and try to use it in normal operation (although if a malicious
hypervisor tries to randomly access this unknown memory, the hardware will block
such accesses). There is no special boot up procedure for the hypervisor outside of
checking and recording the number of VMs and virtual cores of VMs that are currently
supported, by checking the V M V C Conf ig. registers.
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4.5.3

VM Launch

We assume a VM is defined by the initial kernel image used to boot up the VM
(V M img), the protections requested by the customer (V M prot) and the memory
map from physical to machine memory that will be used by the VM (V M p2m). We
assume that V M img, V M prot, and nonce N C are sent to the IaaS provider and are
not confidential and are visible in plaintext to the hypervisor (though sent through
an SSL or other secure connection so they are not visible to third parties). This allows the hypervisor to inspect the V M prot to make sure the protections match what
the customer requested. The hypervisor can inspect which guest physical pages are
protected and which it will be able to access. This also allows the hypervisor to check
that it will map physical devices (or emulated devices) into correct read/write accessible memory regions of the guest VM. Finally, sending V M img in the clear simplifies
boot up; secure code and data can still be loaded later, as explained shortly. It is
the hypervisor on the target machine that selects the V M p2m mapping depending
on the current configuration, so it obviously has access to it.
Listing 4.1: Process for initializing a VM

// This i s VM l a u n c h
i f ( Jump t o VM code and VM susp hash == 0 ) {

// This i s t h e f i r s t v i r t u a l c o r e o f t h e VM
i f ( VMID == 0 , VCID == 0 ) {
1 ) Find f r e e VMID, e l s e a b o r t
2 ) Mark VMID in´use , a s s i g n f r e e VCID, e l s e a b o r t and undo 1 )
3 ) P r o t e c t P2M and VMprot memory ; i f any p a g e s
in´use , undo 3 ) , 2 ) , 1 ) and a b o r t
4 ) Add a l l VM’ s p a g e s t o CIP t a b l e ,
i f any i s in´u s e undo 4 ) , 3 ) , 2 ) , 1 ) and a b o r t
5 ) S t o r e page count f o r f u t u r e r e f e r e n c e
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6 ) Generate IPH and IMH
7 ) Generate V M c o r e i n i t s i g

// These a r e o t h e r v i r t u a l c o r e s o f t h e VM
} e l s e i f ( VCID == 0 ) {
1 ) Check VMID i s a c t i v e
2 ) Find f r e e VCID, e l s e a b o r t
3 ) Check VMp2m matches one s t o r e d i n TEC t a b l e s ,
e l s e undo 2 ) and a b o r t
}
}

The V M img, V M prot and V M p2m are loaded into the memory before the VM
starts. The hypervisor then selects the first core where the VM will run (since the VM
has to have at least one virtual core). The registers in the core are loaded with the
pointer to V M prot and V M p2m as well as the customer’s nonce, N C. The V Ccount
is written to specify the number of virtual cores that will be assigned to this VM id.
Finally, the state hash of the VM, V M susp hash, is set to 0 since this is first time
the VM is to run and no state hash has been generated before.
The VM can now be started, which is signaled by the hypervisor transferring
control to the VM’s code. The process for initializing the VM is shown in Listing
4.1. The hardware recognizes that the V M susp hash is zero and that both V M ID
and V CID are uninitialized (set to 0), hence that this is a new VM starting up.
The hardware next traverses the trust evidence and configuration (TEC) table in the
secure memory to find a free V M ID. If there is a free V M ID it is marked as in-use
and the V Ccount and V M p2m are copied from the registers to the secured memory.
If no free V M ID is found, the VM launch is aborted by trapping an error back to the
hypervisor, and the VM’s code does not start. Assuming a free V M ID was found,
this V M ID will now be used by hardware to reference the VM until its termination.
The only way to free up the V M ID is to terminate the VM. The V CID will also
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be assigned to the first core of the VM based on the virtual core numbering scheme
implemented (see Section 4.6.2).
If the VM configuration is setup without an error, the hardware can now enable
the protections for the new VM. The hardware table walker first traverses the physical to machine memory map tables (starting at the V M p2m address) and then the
VM protection data (starting at V M prot address). For each machine memory page
occupied by these tables, the CIP tables are first checked to see if the memory is not
already in use. If a page is not in use, the CIP table entry is updated with the V M ID
and the U flag is set to 1 (in-use), HW and DW flags are set to 0 (deny write access),
while HR and DR are set to 1 (allow read). This lets hypervisor or DMA have readonly access to the data (it already knows it so there is no new information revealed)
but it can not change it. Once all the pages are protected, the VM’s memory can be
protected. However, if any page was found to be in use, then the VM launch has to
be aborted. All the protections for these pages are removed and an error is trapped
back to the hypervisor.
If the memory map was setup without an error, the HyperWall state machine on
the first core can now traverse the VM’s memory mapping (pointed to by V M p2m).
For each page referenced in the guest physical to machine mapping tables, the hardware reads the V M prot data to check if this page requires protection. Recall, that
initially all pages are marked as not assigned in the CIP tables. When the CIP logic
detects that an un-assigned page is being assigned to this VM, it marks that by writing the V M ID in the CIP table entry. The HR, HW , DR and DW flags are set
according to the requested protections set by customer’s specification in the V M prot.
If a page being assigned does not have a corresponding entry in the V M prot data, it is
automatically set to the state of assigned with no read nor write access to hypervisor
and DMA. The in-use flag, U , is set to 1 to mark the entry as being used and the
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GP A field is filled with the guest physical address of the page to store the reverse
mapping. The page count of the current VM is also incremented.
If a page is already assigned in the CIP tables, it can not be assigned to more
VMs and any action on that page, except freeing the page, will cause an error. If
error is encountered at any time, the hardware rolls back any of the updates it did
to the protections for the requested VM. Since only one VM can be assigned a page,
the update process can simply be retraced and the pages assigned to this VM so far
can be freed. CIP table entries can be updated by overwriting the V M ID and the
in-use bit with value 0 to indicate that the page is not in use and is free. The memory
occupied by the requested protections (first) and physical to machine memory map
(second) has to be un-protected as well. The V M ID then can be marked as not in
use (since the VM was not able to start correctly) by clearing and the corresponding
entry in the trust evidence and configuration tables (TEC). The error is then finally
trapped back to the hypervisor so it can attempt to remedy the problem (e.g. fix the
memory mapping).
If there has been no error during initialization, the hardware can store the number
of memory pages assigned to the VM in the P count field in the TEC tables. Also,
the hardware generates the hash of the initial protections and the hash of the initial
memory contents. The hash of the requested initial protections is generated by hashing memory starting at the pointer to V M prot6 and storing the result in the IPH
register, this is done so the customer can later make sure his or her requested protections were not altered. The initial memory contents are also hashed to check that
the kernel image has not been modified from what the customer requested; the hash
is generated by traversing all the machine pages pointed to by V M p2m pointer7 and
storing the result in the IMH register. The trust evidence, T E, is the initial value of
6

The format of the requested VM protections can be used to determine its size.
This procedure assumes that whole kernel image has been loaded into memory so hardware can
read it; demand paging is thus not supported during VM launch, but ballooning can be later used
to adjust the VM’s memory usage.
7
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the trust evidence registers and the associated signature; these are included to make
sure the registers initialized properly (should be zero). Now, the initial signature of
the VM can be generated, it is the V M core init sig. The HyperWall state machine
uses the SKhw key to sign the important values:

V M core init sig “ SIGNSKhw pN C||V M ID||V CID||V Ccount||IP H||IM H||T Eq
(4.1)
This signature ties the VM image and requested protections to the underlying
HyperWall hardware. This signature is however only for the first virtual core of the
VM. Because the VM can have multiple virtual cores, the signatures from all cores
are needed to verify the remotely executing VM.
Once the VM is running on the first core, the other virtual cores are started (if
more than one are requested by the customer and specified in the V Ccount). On
those cores, the hypervisor has to load the same V M ID that was assigned to the first
core and leave V CID unassigned (set to 0). Other values are loaded the same as on
the first core. The hardware will check that they are correct and matching. When the
hypervisor jumps to the VM code, the HyperWall state machine recognizes that the
V M ID is set, V M susp hash is 0 and that the V CID is not set, indicating startup
of a new core of an already initialized VM.
First, the V CID is checked to see if it is range (compare with V Ccount in the
TEC tables for the VM) if it is not, an error is returned. Next, the corresponding
entry in the trust evidence and configuration table is checked to see if V CID is not in
use, if it is an error is returned, if it is not, the entry is marked as in-use and startup
of the core continues. Now the V M p2m pointer is checked to see that it matches the
one stored in the TEC tables for the VM, if it does not, and the V CID in-use flag is
cleared, an error is returned; else the startup is successful.
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4.5.4

Checking Correct VM Launch

Once the VM is launched, the V M core init sig signature can be sent back to the
customer to indicate the correct startup of the VM. For the first processor core assigned to the VM, the signature includes the hash of the protections and the initial
VM image. The customer can compare these with “known good” values to make sure
the correct VM and protections were started (e.g. the hypervisor did not alter the
values before initializing the VM). The customer can compare the V Ccount and the
nonce N C for the expected values as well. The signature itself is made using the
SKhw which ties the values to a genuine HyperWall hardware. Finally, the nonce,
N C, included in the signatures guarantees freshness to the customer.
These values (V M core init sig and IP H and IM H from the first core of the
VM) can simply be read by having the hypervisor interrupt the VM on each of
the cores, read the registers and send the values to the customer (likely via management framework like OpenStack). The hypervisor will not be able to spoof the
values because it has no access to the SKhw key and the nonce should prevent replay
if correctly used by the customer. When sending the signature, the server should
also include the manufacturer’s certificate so that the customer can authenticate the
V M core init sig.
The V M ID has to be assigned by hardware, so it can individually recognize
each VM (each with possible multiple virtual cores, identified by a hardware-assigned
V CID). The hardware-assigned identification is needed as the hypervisor is not
trusted to correctly report the identification, for example when resuming a VM. The
hardware-assigned V M ID and V CID are distinct from any hypervisor-assigned identifiers (although future hypervisors may use the hardware assigned identifiers if they
wish to do so). The hypervisor can fetch these identifiers, once a VM is started,
from the registers and report them to the customer. The customer will need them
to verify the correct launch of a VM. If a malicious hypervisor reports wrong values
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to the customer, then the customer will be able to discover that something is amiss
since he or she will not be able to correctly verify the signature. If the signature is
correctly decrypted, the customer can compare the contents of the signature to make
sure everything is as expected. Recall signature include the initial protections hash
(IPH), initial memory hash (IMH) and nonce (NC) for which the customer knows
expected values.

4.5.5

Runtime Protections Enforcement

With the mechanisms in place, HyperWall can now protect the VM’s memory. Whenever the hypervisor runs and attempts to access some memory there will be a TLB
miss8 on a first access to a memory page due to the lack of a translation entry in the
TLB. First, TLB hardware performs a page table walk to get the address translation.
HyperWall requires that before the TLB is updated, the HyperWall mechanisms also
traverse the CIP tables to check the access rights for the machine memory page. If no
restrictions are present, a TLB entry is added as usual and there is no overhead on
subsequent accesses. If there is a read-only or write-only restriction, it is marked in
the TLB, overwriting any restriction from the page. For example, if the page tables
for address translation specify this as a writable page, but the CIP table entries specify this as read-only, the CIP takes precedence. If the page is fully protected (no read
nor write), the TLB entry is not added, the hardware updates the trust evidence for
the VMID and the access is denied. Code execution then returns to the hypervisor.
For the I/O devices (via the I/O hubs and I/O MMUs) the same check of the
CIP tables is performed. Whenever the device attempts to access some address via
DMA, the CIP protections are checked. If there is a TLB in the I/O MMUs, again,
the entry can be cached in the TLB to save work on future checks.
8

Our design assumes use of TLBs, if they are not in use the memory permission checks need to
be done on each memory access.
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All TLBs are flushed when the CIP tables change to remove stale mappings. This
can be performed via a TLB shoot-down from the HyperWall hardware on the core
that updates the CIP tables to the other cores and the I/O MMUs. TLB shoot-down
clears the entries in the TLBs, flushing the old data held there. The V M ID can be
used to optimize the shoot-down and only clear entries for the VM in question.

4.5.6

Trust Evidence Collection and Reporting

A key feature of the HyperWall is the trust evidence that it collects. Anytime an
attempt is made by hypervisor or devices through DMA to access some protected
memory (e.g. write access to read-only memory, read access to write-only memory or
any access to fully protected memory), the hardware blocks such accesses, but also
records that they happened, in the trust evidence, so that the system can be audited.
When the CIP table is consulted (e.g. when the hypervisor is trying to access
memory and the TLB is being updated as described above or on access from an I/O
device) and a violation is encountered, the hardware (the HyperWall state machine
on the processor core or the CIP check logic on the I/O MMU as shown in Figure
4.8) can read the V M ID from the CIP table (see Figure 4.6). The V M ID is then
used to find the correct entry in the TEC tables (see Figure 4.7) as it is indexed by the
V M ID. The violation attempt count, T Evcnt, is incremented by one. The violation
machine address, T Evmad, is updated as well. This update can be performed even
if the VM is suspended as the V M ID from the CIP tables allows hardware to find
the correct entry in the TEC tables.
The trust evidence values can be updated on access from any core or any I/O
MMU and when the VM is or is not actually running. Hence, to retrieve the current value, the hypervisor has to explicitly request the trust evidence by issuing
generate trust evidence instructions with the sole argument being the V M ID.
The instruction does three operations: copy the VM’s T Evcnt to the correspond172

Jakub Szefer, "Architectures for Secure Cloud Computing Servers," Ph.D. Dissertation, Princeton University, May 2013.

ing processor register, copy the VM’s T Evmad to the corresponding registers and
atomically generate a signature over the T Evcnt and T Evmad (using the processor’s
key and the customer’s most recent nonce, NC) and copy the signature value to the
T Evsig register. The hypervisor can then simply read out the registers and send
values to the customer (via a management framework like OpenStack [19]).

T Evsig “ SIGNSKhw p T Evcnt|| T Evmad || size || priv level || V M ID || N C q
(4.2)
The signature includes the violation count and the last violation address. In
addition the signature includes the size of these two data (total size is fixed since the
two counters have a fixed size). The signature includes priv level which is a constant
to identify hardware privilege level (as opposed to hypervisor, OS or application
privilege level). Finally the V M ID identifies which VM this is for and the N is a
customer’s nonce read from the registers to ensure freshness. The use of the SKhw
key ties the value to the underlying HyperWall hardware.
It is important to note that the only input parameters that the hypervisor can
control are the V M ID and the nonce N C. The hardware fills in the other values
and generates the signature. The format of this signature is almost identical to the
sign bytes instruction introduced before. The hypervisor can not fake the T Evsig
by use of that instruction because it has no control over the priv level that hardware
adds to the signature in either of the instructions.

Trust Evidence Metering – a Game
One interesting feature of the trust evidence design is that it does not have to be
passive, i.e. keep requesting the measurements until something suspicious happens.
The customer can actually actively test the protection mechanisms. He or she can
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Figure 4.10: Flow chart of a testing game based on trust evidence.

request the hypervisor (or DMA) to access protected memory. The hardware should
block such access and the trust evidence should reflect the attempt. The customer
can then request the trust evidence and see the result of the recent attempt at the
access to the protected memory.
The testing could be thought of as a game where the customer, through a test
program, tries to randomly probe the protections and check that the hypervisor or
DMA is not circumventing them. First, the customer specifies the protections for the
VM, this is independent of the testing game. Once the VM is started, the customer
can check from the VM startup attestation that the correct protections should be in
place. When the VM is started correctly, a test program can be launched. First, the
current trust evidence for the VM is requested. Next, the program randomly selects
an address from a range of addresses. The pool of addresses should contain all the
protected addresses as well as some non-protected addresses. We primarily want to
test protected pages, but also add some unprotected pages so that the server under
test does not know 100% that the selected addresses will be from the protected range.
Once an address is selected, the program also randomly selects whether it should be
accessed as a read or a write and whether the access should be from the hypervisor
or from DMA. Now, the test program, through cloud management framework, asks
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the hypervisor to perform the memory access (or asks the hypervisor to use a device
to perform the memory access if DMA was selected). The test can be performed
once or multiple times, and when it is done trust evidence is again requested. The
initial trust evidence, log of checks requested by the test program and the final trust
evidence can be sent to the customer via the secure connection from the VM. Because
the trust evidence contains the count of the violation attempts that were stopped by
the hardware, the customer can use the information to see if there was an allowed or
disallowed access that happened.
There are four possibilities for each individual test. First, an unprotected address
was selected and the disallowed access count, TEvcnt, did not increment; this is a
good result since no violation should have occurred. Second, an unprotected address
was selected but the disallowed access count did increment; this is a bad result,
either the hypervisor or DMA is trying to access some protected memory during the
test or worse, there is a problem with the hardware. The customer should request
to terminate their VM as the execution environment is potentially compromised.
Third, a protected address was selected and the disallowed access count, TEvcnt,
did not increment; this is also a bad result, since either the hypervisor or DMA
did not perform the expected test access or worse, the hardware did not catch the
access. Again, the customer should request to terminate their VM as the execution
environment is potentially compromised. Fourth, a protected address was selected
and the disallowed access count did increment; this is a good result, the hardware
blocked an access as expected. This game can be repeated at random time intervals
for active testing. Figure 4.10 shows the flowchart of the testing game.

4.5.7

Interrupting a VM ...

It is critical to protect the VM when it is being interrupted. The memory is already
protected through the CIP tables, even if the VM is suspended as the CIP table entries
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remain there until VM termination. The remaining protections for suspending a VM
are: protect the VM’s virtual core’s state so that it is correctly resumed later, and
protect the general purpose registers which will hold some of the code or data of the
VM (that should not be disclosed).
When the VM is interrupted and before the hypervisor begins to run, the HyperWall state machine increments the count of the number of times this virtual core
(V CID) of the VM has been suspended or interrupted, by incrementing the V Cscnt.
The increment causes the new value to be copied to the VM’s virtual core’s entry
in the TEC tables. This will be used at resume time to prevent replay attacks (by
comparing the V Cscnt from the register to the one in the secure memory).
To protect the code and data, the general purpose registers need to be encrypted.
The HyperWall state machine performs the encrypting using its Crypt hardware and
the Kenc key stored in secure memory and thus accessible to HyperWall hardware
on each core, so a VM interrupted on one core can be resumed and general purpose
registers decrypted on any other core.
Also, the register state of this virtual core of the VM needs to have its integrity
protected, and for this purpose the V M susp hash (see Table 4.1) is generated:

V M susp hash “HASHKhash pV M susp reason||V M p2m at susp
||V M core init sig||IP H||IHM ||V M prot
(4.3)
||N ||V M ID||V CID||V Ccount||V Cscnt
||P C||EN CKenc pGP registersqq
Once the signed hash is generated, the S flag for the V CID core of the VM is set
to true (i.e. this virtual core of the VM is suspended) and the hypervisor code can
start executing. At this point the hypervisor can read out the registers and save them
to memory (recall Saved State in Figure 4.3) for when the VM is to be resumed.
176

Jakub Szefer, "Architectures for Secure Cloud Computing Servers," Ph.D. Dissertation, Princeton University, May 2013.

4.5.8

... and Resuming a VM

When the hypervisor wants to schedule the paused VM again, it loads the saved
state values back into the registers and jumps to the VM code. The HyperWall state
machine is triggered by the privilege change from the hyperprivileged mode to the
privilege modes of the guest VM. Since the V M susp hash is non-zero, the hardware
recognizes that this is a resumption of a VM’s virtual core and not a start of a new
virtual machine.
First, the V M susp hash is recalculated and compared against the value that was
just loaded into the hash register. If there is a mismatch, the VM resume is aborted
with an error trapping back to the hypervisor. This ensures that the values have
not been tampered with. If the hash is correct, then the V Cscnt is compared to
the value stored in the TEC tables, this is done to prevent replay attacks. If there
is a mismatch, VM resume is aborted and code execution returns to the hypervisor.
Finally, the V M p2m is compared to the value in V M p2m at susp. If they values
match, the general purpose registers can be decrypted (if it is not a return from
hypercall, see below), the S flag for this V CID core of the VM cleared in the TEC
tables, and VM can be resumed. If there is a mismatch, a memory mapping has been
changed and a memory update has to be triggered (discussed in the next subsection).

Register Encryption and Hypercall Support
For hypercalls, where a guest OS requests some service from the hypervisor, the
general purpose registers can not be encrypted and hashed. The guest OS uses the
registers to pass some arguments and may return results also in the registers, so the
values will be different when the VM makes the call and when it is resumed. The
HyperWall hardware can detect the case of a hypercall by comparing the trap number
with the one associated with hypercalls, and conditionally not do the encryption.
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For device emulation, we assume that all data copied between the hypervisor (or
a driver VM emulating a device) will be copied in the shared memory. When the
VM is interrupted to perform the device emulation, its register state will not need
to be updated by the hypervisor. Consequently, hypercalls are the only case when
our hardware must not encrypt general purpose registers. To account for this case,
the V M susp reason flag (shown in Table 4.1) is used to determine whether the
(encrypted) general purpose registers were included in the hash or not. Recall, the
flag is set by hardware on VM suspend and included in the hash.

4.5.9

Runtime Memory Re-allocation

Two of HyperWall’s key features over NoHype are support for an untrusted hypervisor actively managing memory and managing processor resources during the VMs’
runtime. In particular, the hypervisor is able to update the memory mapping at
VM runtime as the VM’s needs for memory change. At all times, however the hardware protects the contents of these memory pages from disallowed accesses by the
hypervisor.

Memory Ballooning
The runtime memory re-allocation, also called memory ballooning [173], is a key feature which we want to support. Memory ballooning is a technique for dynamically
changing allocation of memory of a guest virtual machine, while the machine is running. Hence, ballooning depends on the hypervisor’s ability to dynamically change
the guest physical to machine physical memory mapping of a VM as it runs. It also
uses a “balloon” driver inside each guest VM.
The balloon deflates (i.e. it returns guest physical pages to the OS) when the
hypervisor wants to give more memory pages to the VM. The newly obtained guest
physical memory pages are added by the guest OS to its list of free pages, and it can
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start using them. Either before the balloon deflates, or on-demand as the guest OS
starts to access the pages, the hypervisor has to update the guest physical to machine
memory mapping to actually allocate machine pages where the contents of the new
guest physical pages of the VM will be stored. The balloon inflates (i.e. takes up
more guest physical pages) when the hypervisor wants to remove memory from a VM.
Inflating the balloon causes the guest OS to clear these pages (e.g. by swapping their
contents to its disk, the swap disk can be encrypted) so no data is lost. Because the
guest OS thinks that the memory pages are taken up by the balloon driver, it will not
try to use them anymore. The hypervisor can then reclaim these pages by removing
guest physical to machine memory mapping; the freed machine pages are now free
to be assigned to another VM. If at any time the balloon driver malfunctions, or
the guest OS is malicious, so that the OS tries to access the pages taken up by the
balloon, there will be no memory translation and a page fault will be signaled to the
hypervisor.
One of the first references to memory ballooning came form VMWare [173]. Balloon deflation and inflation is now a standard and documented method for memory
ballooning [6]. The Linux balloon memory driver [17] also uses this method. The code
can be analyzed to see that the leak balloon function is used to deflate the balloon.
The hypervisor tells the driver that it is giving it some number of pages. The driver
forces the guest OS to provide a list of guest physical pages that it wants. The driver
then returns the list of guest physical pages to the hypervisor. The hypervisor can
use this list to update the memory mapping and create new entries in the page tables
to map the guest physical pages to free machine pages. The Linux balloon driver
also provides the fill balloon function, which is used to inflate the balloon. The
hypervisor requests the balloon driver to give up some number of pages. The balloon
driver then forces the guest OS to free some pages, and returns to the hypervisor a
list of guest physical pages that are now free. The hypervisor can remove these from
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the guest’s guest physical to machine memory mapping, and give the machine pages
to another VM (or keep in a pool of free pages).
There are also less frequently utilized runtime memory management tasks that
include: memory sharing, memory compression and memory swapping (to disk by
hypervisor, note that this is separate from VM swapping its own memory to disk).
These allow for a small additional increase in memory utilization. However, they
require the user to trust the hypervisor as it needs access to the contents of the
memory it is to share, compress, or swap. A VM’s memory’s protection from the
hypervisor could be disabled by a customer in a HyperWall system if the hypervisor
is trusted and he or she would like to allow hypervisor to compress or swap the
memory to disk. Future work could look at how page sharing can be implemented
without becoming a means of data leakage.

Functional and Security Requirements for Memory Ballooning
A well behaved, but untrusted, hypervisor should be able to do the memory management so it can re-allocate a VMs’ memory. A malicious hypervisor should not be able
to set up memory mapping such that confidentiality or integrity is compromised. It
could try to break availability by taking away pages from a VM so that code or data
pages are removed and the VM can not continue, for example. However, availability
can be much more easily compromised by simply not scheduling a VM; availability
protection is not covered in this work.
Functional Requirements: The two functionalities which have to be supported to
allow ballooning are:
1. adding pages – the memory mapping has to be able to be updated at runtime
to create new guest physical to machine memory mapping, and
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2. removing pages – the memory mapping has to be able to be updated to remove
some guest physical to machine memory mappings when such pages are taken
away from a VM.
Security Requirements: Three security requirements needed to ensure a VM’s
confidentiality and integrity protection are:
1. no adding of in-use pages – a VM should not be allocated machine memory
pages already in use by another VM (to prevent another VM from compromising
confidentiality or integrity of a victim VM’s memory), and
2. scrubbing of memory pages – a machine memory page that is freed should be
scrubbed before it becomes free and can be allocated to another VM (to prevent
leaks leading to confidentiality breaches), and
3. no swapping of pages – during the memory update, a guest’s guest physical to
machine memory pages should not be swapped (to prevent integrity breaches,
and potential confidentiality breaches, where hypervisor can swap memory contents).
Memory Re-allocation Based on Page Table Switching
The current memory mapping is defined by the current page tables which were set up
by the hypervisor (during VM launch or previous memory re-allocation). In HyperWall, the current pages are not writeable by the hypervisor so that it can not modify
the contents without hardware’s knowledge. To update the memory mapping in HyperWall, the hypervisor needs to create a new set of page tables which define the new
memory mapping. Once it is ready, the hypervisor signals the hardware to inform
it of the new mapping. This is done by updating the V M p2m register which points
to the new page tables. The hardware can recognize this change and use it to trigger memory re-allocation checks. The V M p2m corresponds to EPT (extended page
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table) register in Intel processors, for example, which is already used by hypervisors
today.
To update the memory mapping, the hypervisor has to provide a new set of page
tables. Providing a new mapping lets the hardware examine it before the new memory
mapping takes effect.
Meeting Functional Requirements: The support for adding memory pages is provided by having the CIP table entries that hold information about current usage of
a page. Hardware can compare the new page table mapping entries to the CIP table
entries, to see if a page is in use; and thus discover newly added pages to a VM. To
support page removal, we augment the page tables maintained by the hypervisor with
a “to-be deleted” bit. The hypervisor can write a page table mapping, and set the
“to-be deleted” bit to 1 to indicate that this page should be actually removed from
the VM. It also sets “present” bit to 0, to indicate that this page is not in use. We
define a new bit so that the hardware can easily distinguish pages removed from pages
that were never assigned in the first place (both types of pages will have “present”
bit set to 0).
Meeting Security Requirements: The hardware can use the CIP table to recognize
if a machine page is already in use. The VMID in the CIP table entry is used to
recognize the owner VM. If a hypervisor creates a new mapping, and assigns a page
to the VM; the hardware can compare current VM’s ID to the VMID in the CIP
entry, if the VMID is not null, then the page is already in use and cannot be added.
The update must abort on any error. With the new “to-be deleted” bit in the page
tables, the hardware can easily recognize which pages to delete. The hardware can
compare the VMIDs to make sure the page is indeed currently in use by the VM,
then it can scrub the machine memory page, and finally clear the CIP table entry to
indicate that the page is now free. Memory swapping attempts can be recognized by
comparing the guest physical page address from the page tables, to the guest physical
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page address in the CIP tables. If the page is present in the page tables (not a new
added page) the hardware can read the CIP table entry to make sure that the machine
page in the CIP table is for the guest physical page. If this reverse mapping does not
match, then there is an attempt to swap pages and the update must abort.
Page Table Switch Memory Update Procedure, Overview
The Figure 4.12 shows how the hardware can recognize the removed pages, added
pages, and pages which were swapped. The Figure 4.11 shows the details of the page
table entry, with our new “to-be deleted” field that the hypervisor uses to indicate
that the page is to be deleted. Left-hand side of Figure 4.12 shows simplified page
table entries, right-hand side shows simplified CIP table entries. The arrows between
the two tables show the cases of removed page, added page and swapped page. Note,
however, as described above, page addition and removal is not allowed during the
same update, the figure only illustrates how the hardware can recognize these.

Figure 4.11: Page table entry format with a new “to-be deleted” bit.

The removed pages are recognized by having “to-be deleted” bit set in the page
table, and having the machine page addresses and guest physical page addresses
between the CIP table entry and the new page table entry match. After the update,
the CIP entry for that machine address will be cleared. The page table entry already
has “present” bit set to 0, so the page will not be used. The added pages are recognized
when a page table entry is present, but the CIP table entry at the matching machine
address is not in use. After the update, the entry will be filled with the protection
flags, in-use bit set, the VMID set to the current VM’s ID and the guest physical
address field set to the address of the added page. Swapped pages are recognized by
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Figure 4.12: Page table and CIP table comparison during memory mapping update.
Note that the case of a present and to-be-deleted page (P=1, X=1) does not make
sense, as a precaution the hardware should abort the update in this case.

comparing the current page’s guest physical address to the reverse mapping stored in
the CIP tables.
Section 6.6 in Chapter 6 has a detailed flow chart of the memory update mechanism. Chapter 6 is where we present verification of security critical parts of HyperWall.

Page Table Switch Memory Update Support by the Hypervisor
The hypervisor needs to be slightly modified to support the memory update based
on two page tables. Today, it is more common to have one page table, and the
hypervisor updates individual entries in that table. However, to support our security
requirements, two tables are a good choice, and do not require much change by the
hypervisor.
Are two page tables necessary? The two page table are necessary so that the
hypervisor is not able to modify the current memory mapping without hardware’s
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knowledge – the currently used page table entries are not writeable by the hypervisor,
while the hypervisor can generate the new, second, page table to make the updates
and invoke the page table switch update procedure to make the updates and switch
the mappings. An alternative would be to have a shadow page table that the hardware
maintains, based on a table that the hypervisor would keep updating. However, this
requires hardware to manage variable-size memory regions (page tables can be sparse
and non-contiguous in memory, while CIP and TEC tables that it manages so far
have a fixed structure and size) where the shadow table is stored. As the page tables
can be sparse, the hardware would essentially have to replicate the complex memory
management code of the hypervisor. In our design, the hypervisor takes care of all
the memory management and the hardware only needs to worry about protecting and
traversing the page tables already allocated and filled-in by the hypervisor.
Does the hypervisor have to know about duplicate page tables? With the two page
tables approach, the hypervisor does have to know about both. Another alternative
would be to have one page table that is protected by hardware, and hardware keep
track of when hypervisor updates the page table. This, however, requires either
complicated hardware to find out if a memory write is into memory occupied by a
page table, or a new instruction that the hypervisor would need to issue. In contrast,
our switch-based update does not require new instructions and leverages functionality
that the hypervisor already performs (i.e. memory allocation, filling page tables,
setting page table pointer).
What is the hypervisor trigger to the hardware? Changing of the page table
pointer, e.g. EPT in the Intel architecture, is the trigger that the hardware can
use to begin the memory update. EPT is already set by the hypervisor today when
it points to a new page table.
Is the new to-be deleted flag necessary? The hardware needs an efficient method
to find the pages which are to be deleted. The “to-be deleted” flag in the page tables
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is a good choice because there are currently unused bits in page table entries, so the
page table structure is not changed. Also, thanks to the new bit, the hardware only
needs to traverse the new page tables. An alternative would be to have the hardware
compare the current page tables to the new page tables, which requires walking both
tables. The hardware could also scan the CIP tables (to find all the pages currently
used by the VM) and the new page table (to find the differences in page usage).
However, scanning CIP tables would require checking each possible memory location,
which is even less efficient.

4.5.10

Persistent Storage Management

The initial kernel image and protections are visible in plaintext to the hypervisor. The
customer sends a vanilla VM image (with cryptographic libraries such as OpenSSL,
which will later be used to secure the connection with the customer). The CIP protections are then locked in for this VM. Once a secure channel between the customer
and the guest VM is established, the software inside the protected VM can perform
the mutual authentication with the customer. Also, proprietary or confidential data
or code can then be sent to the VM. An encrypted disk image (or remote storage)
can be used to store the code or data, and the SSL connection can be used to give the
VM keys to decrypt the encrypted storage. Because the communication is protected
and the VM’s memory is isolated from the hypervisor, the hypervisor will not be able
to access the keys to decrypt the storage and see its plaintext contents.

Secure Swap Space
Because the guest OS inside the VM may swap its (protected) memory pages to
disk, the swap disk needs to be protected. Today, libraries such as dm-crypt for
Linux support encrypted storage, and the customer must just ensure that their VM
is configured to enable the encrypted disk for their VM to store swapped memory
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pages. The key for the secured storage can be generated and stored in the memory,
which is set to be off limits to the hypervisor or DMA so they can not gain access to
the swapped pages.

4.5.11

VM Migration

HyperWall allows hypervisor access to the unprotected memory pages for the VM. If
a customer chooses to trust the hypervisor, they can use it for migration. However,
the hypervisor does not have access to the protected pages, and can not perform
migration of these pages. To allow migration of protected VMs between different
servers, we propose the use of guest-assisted migration [85]. Guest-assisted migration
can be used for the majority, if not all, of the scenarios and the extra complexity of
adding migration support in HyperWall hardware does not seem justified.
If HyperWall was designed to use encryption, rather then isolation, to protect
the memory, a hypervisor could migrate encrypted pages. However, the encryption
overheads would be incurred on all memory operations as the system runs, just to
support infrequent migration events. Furthermore, the encryption could be turned on
on-demand, only when doing hypervisor-assisted migration. Other hypervisor-secure
virtualization implementations may consider this tradeoff.

4.5.12

Secure Communication between Customer and a VM

As mentioned previously, HyperWall supports measuring of the correct startup of
the VM (Section 4.5.4) as well as trust evidence telemetry (Section 4.5.6). These
attestation measurement can be collected and communicated of the customer without
the involvement of the VM.
There is, however, also the need to communicate directly with the VM and to
have that communication secured. Once the attestation measurements are verified,
the customer knows that the specified VM and protections were started, and the
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VM’s memory is isolated from the hypervisor and DMA. To secure communications
between the customer and his leased guest VM, a cryptographically-secured channel
is needed. HyperWall includes for this purpose a new instruction which can help with
generating a public-private key pair for a VM, after its memory is securely isolated
from the untrusted hypervisor and DMA.
Initially, the VM has no public key which could be used in a standard SSL exchange
or other secure communication (recall that the initial VM contents are sent in plain
text so any key would be visible to the hypervisor and thus is not secure). However,
once the VM is started, its memory is off limits to the hypervisor, so it can generate a
public-private key pair, e.g. using the OpenSSL library. We call this key pair (SKvm ,
P Kvm ). Once the P Kvm and its associated private key is generated, the VM needs
to use the sign bytes instruction to have the hardware sign the P Kvm key. The new
signing instruction is used to provide data directly for the processor for signing, it can
not be trapped which may allow the hypervisor to intercept the to-be signed data.
This instruction can also be used for other purposes than just signing the key. It
binds the key and the VM instance to the hardware that the VM is running on, thus
guaranteeing that the key was generated by the VM running on correct HyperWall
hardware that will protect the VM’s memory.
The sign bytes instruction is defined as follows:

sign bytespaddress, sizeq “ SIGNSKhw p data || size || priv level || V M ID || N C q
(4.4)
Where N C is the nonce (the nonce is sent by the customer and stored in the N
register), the V M ID identifies the VM and the priv level determines the privilege
level from which the instructions was invoked. The size is the size of the data to be
signed, in this case it is the size of the P Kvm . The data is the data located in memory
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starting at address, naturally the P Kvm is stored somewhere in the VM’s (protected)
memory so the address of that location can be simply given. The instruction does
not trap to the hypervisor (if invoked from the guest OS or application privilege
level) hence the customer knows that the key passed for signing was not seen by the
hypervisor. The priv level and the V M ID are included by the hardware and no
software has control over these values.

Modiffied SSL Protocol
The P Kvm and the signature can be sent back in a modified SSL exchange. This
is essentially a standard SSL exchange, however, the chip’s key, SKhw , is used, and
the hardware vendor’s certificate vouching for the chip’s key. On the receiving end,
the customer needs to check the server’s verification key, V Khw using the certificate
from the manufacturer. Then, the customer can verify the signature of the P Kvm
by using the verification key matching the server. Shown below in a simplified form
is the manufacturer’s certificate, which is a digital signature, made by the manufacturer using their private signing key, of the verification key, V Khw , that matches the
hardware’s signing key, SKhw .

Cert SK “ SIGNSKM f g pV Khw q

(4.5)

Once the customer has the correct verification key, V Khw , the customer can verify
the output of the sign bytes instruction (recall Equation (4.4)). If the signature
checks out, the VM’s key, P Kvm , is good and can be used to establish the secure
channel.

Protocol Independent Key Generation
There can be other protocols which use the chip’s public-private key-pair for securing
communication. As an alternative, the VM launch attestation and the key generation
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can be combined into one protocol. By involving the VM at the start, communication
overhead can be saved as only one round of communication is needed to send both
the VM startup attestation measurements and the VM’s new key, P Kvm .

4.5.13

VM Termination

When the VM is terminated, its memory needs to be reclaimed. This can be done by
the hypervisor by issuing the new vmterminate instruction (see Table 4.2) with the
VMID being the identification of the VM that is to be terminated. The HyperWall
state machine intercepts this instruction and begins the termination sequence.
First, the TEC tables are traversed to ensure that all virtual cores of the VM
are suspended, if not an error is returned and termination not performed. Next, the
HyperWall hardware traverses the P2M page table mapping to find all pages used
by the VM. After each protected page is zeroed out by hardware, its entry in the
CIP table is cleared so that this memory page can be freely accessed again. Once
all the memory pages are removed from being protected, the memory holding the
protection data (pointed to by V M prot) needs to be unprotected. Then, the memory
holding the memory mapping (pointed to by V M p2m) needs to be unprotected as
well. Finally, all the entries for the VM in the TEC tables are cleared. This clears
and returns the memory as well as makes the VMID available for another VM to use.

4.6

HyperWall Simulation and Evaluation

We are now ready to evaluate the HyperWall architecture. However, to realize the
HyperWall architecture, we as implementers need to make a number of design choices.
The first important design choice is the format of the confidentiality and integrity
protection tables, the CIP tables. Another important design choice is how, and in
what format, to store the trust evidence and configuration tables, TEC tables, also
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in the hardware-only accessible memory. Consequently, we will first discuss these
different implementation design alternatives. This is followed by our evaluation based
on our simulation of our chosen design implementation.

4.6.1

CIP Table Design Alternatives

One important design choice is the format of the confidentiality and integrity protection tables. The alternatives are having per-page protections, similar to today’s page
tables, or having protections specified per memory region. The first alternative has
the advantage of being quite flexible and matches the memory management done by
the hypervisor. Today, the hypervisor assigns memory to VMs on a per-page basis.
The memory allocated to a VM need not be contiguous in DRAM, and the hypervisor
may split up the memory when contiguous chunks of free DRAM are not available.
To support per-page protections, there can be a CIP table entry for each machine
page, and the machine page index can be used as an index into the CIP table to read
out the protections. This has another advantage of easy protection lookup once the
index is known.
The size of the entry is also a design decision. At least 5 bits are needed for the U,
HR, HW, DR, DW protection bits. Remaining bits can be used for VMID and GPA.
We choose to use one word (64bits) per page: 52 bits are used for GPA (to support
pages as small as 4KB), 7 bits are used for VMID9 and remaining bits are used for
the flags. Figure 4.13 shows the design. Assuming 4KB pages, the overhead for TEC
tables in this format is 0.2% of DRAM. Using a multiple of a word is convenient as
it is the basic unit of a memory read.
The alternative is a design where the protections are stored per memory region.
Essentially, in addition to the protection bits, the start and stop address of a region
9

The 7 bit VMIDs mean there can be up to 128 VMs. This allows for running many VMs on
current and upcoming multi-core processors. Future designs for many-core chips can use two words
per CIP table entry or increase minimum page size to allow for more VMID bits.
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needs to be stored in the table. This has the advantage of lower storage overhead,
since one entry can cover many memory pages. The disadvantage is if memory is
fragmented enough then all the CIP table entries may be used up (since each will
be covering a small memory region) and more VMs cannot be started and protected.
Searching the CIP tables is also difficult, as the address needs to be compared with
each range to see where it belongs. Furthermore, during memory update, ranges may
have to be split (or combined) adding even more overhead. One way to mitigate
some of the problems would be to use special content addressable memory (CAM) to
store the tables. But that would prevent us from using the hardware-only accessible
DRAM and would require addition of this new CAM further complicating the design.

Figure 4.13: CIP Table design alternative, per-page CIP entries and their size in bits.

CIP Table Design Selection
We have selected to use the first alternative, per-page CIP protections. It gives good
flexibility, easy indexing into the table and very small overhead. Format of the CIP
Table entry is shown in Figure 4.13.

4.6.2

TEC Table Design Alternatives

Another important design choice is the format of the trust evidence and configuration
tables, the TEC tables. The choices for different TEC design alternatives revolve
around how many VMIDs to support and whether each VMID should be associated
with a fixed number of virtual processor cores (VCID) or should the assignment be
flexible.
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Figure 4.14: TEC Table design alternative selected for implementation, fixed number
of VCIDs per VMID. a) VM and virtual blocks in TEC table. b) Details of a VM
entry. c) Details of a VC entry.

There are two main alternatives. The first alternative is having a support for
a number of VMIDs (max vm) each with a fixed number of virtual cores per VM
(max vc pervm). The benefit is that for each VM, it is easy to located the associated
virtual cores. The limitation is that each supported VM has same maximum number
of supported virtual cores which may be wasteful if different customers have VMs
with vastly different number of virtual cores (some use all table entries, some only
few). The second alternative involves separating the per-VM information from the
per-virtual core information. The benefit is that for each VM, number of virtual cores
associated with that VM can be flexible and there is better usage of the TEC table
memory. The down side is more complicated management and indexing into the TEC
table entries.
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TEC Table Design Selection
The TEC Table design selected for implementation is shown in Figure 4.14. It is based
on the first design alternative. It gives the simplest calculations of the offsets into the
table and the ability to very easily index to find the VM and virtual core information.
Combined with the ability to set the number of VM entries and virtual core entries
per VM (max vm and max vc pervm), there should be limited inefficiency in the
space use. Moreover, VMs usually have a small number of virtual cores assigned to
them (2, 4 or 8 based on the different “instance types” offered by Amazon EC2, which
we picked as a representative cloud computing provider).

4.6.3

Baseline Simulation

Having explained some of the design choices, we are now ready to present our simulation and evaluation. HyperWall aims to extend a modern 64-bit shared memory
multi-core and multi-chip system. By building on a base architecture which supports
virtualization, many elements can be re-used to minimize the modifications required
to support hypervisor-secure virtualization.
We have implemented HyperWall in an OpenSPARC T1 simulator. OpenSPARC
is an open-source 64-bit, multi-threaded, multicore microprocessor from Sun Microsystems (now Oracle), modeled after their UltraSPARC commercial microprocessor. The whole microprocessor code (which can be synthesized to ASIC or FPGA),
the code for the hypervisor, as well as a set of simulators (Legion and SAM) are
available. We use the Legion simulator which is able to simulate multiple cores, boot
the hypervisor, and run multiple VMs. HDL (hardware description language) code
could be modified if the design is to be synthesized into a real chip or to obtain power
and area measurements.
We have modified the Legion simulator with the new HyperWall functionality.
We utilize the PolarSSL [22] library to simulate the cryptographic operations. We
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Table 4.3: Simulator Configuration
Component
System Total

Each guest VM

Parameter
ITLB, DTLB
DRAM
CPU cores
CPU cores
Memory, Disk
Guest OS

Value
16 entries each
32 GB
2
1
256MB, 2GB
Ubuntu Linux 7.10

have configured Legion to simulate 2 cores and run 2 VMs (one per core), see Table
4.3. Each guest VM has 10 memory regions spanning almost 3GB of memory (e.g.
RAM, memory-mapped disk image, emulated console, etc.) and the protections are
consequently specified for a 3GB region.
For the performance evaluation we run the hypervisor, Ubuntu OS and SPEC
2006 benchmarks on the simulator to obtain instruction counts for various operations and events. We assume 5 cycles per instruction (CPI=5) for memory load and
store instructions, CPI=2 as average for all instructions and CPI=1 for register-based
functional instructions to estimate cycle counts. We simulate: SHA-256 for hash generation with 0.13 cycles/byte [91], AES for encryption with 1.38 cycles/byte [103] and
1024-bit RSA digital signature which takes 283K cycles [124].

4.6.4

Memory Storage Overhead

CIP Tables Memory Storage Overhead
We have selected to use the CIP tables which have one entry per page of machine
memory and to store them in a hardware-only accessible portion of DRAM. On boot
up, the simulated hardware scrubs and sets up a portion of the (simulated) DRAM
for use with the tables. One alternative design would have been to use a dedicated
hardware memory structure for storing the CIP tables. Two advantages of our design
(using DRAM and page-table-like organization) are scalability and reduced hardware
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cost. At bootup time, the memory size is discovered and proportionally a part of
DRAM is made hardware-only accessible and the tables are stored there. This allows
the system to reserve exactly the size of memory needed for the tables; there is never
a situation where some subset of memory cannot be protected due to insufficient
hardware CIP table entries, nor are resources wasted by provisioning for the worst
case. Because we use DRAM, there is no new hardware cost of adding a dedicated
chip. Moreover, the lost DRAM storage space is negligible („0.2% in our evaluation
using the CIP Table format described in Section 4.6.1). For our implementation, we
have chosen to simulate a system with 32 GB of addressable memory, which is 820
memory pages. Using 8 bytes per page to store the VMID and protection flags, the
TEC tables take up 64MB. Table 4.4 and Figure 4.6.4 show the overheads for different
DRAM sizes.

TEC Tables Memory Storage Overhead
We have selected TEC tables which have a fixed number of virtual cores per VM (the
first design alternative from Section 4.6.2). The actual amount of memory reserved
will depend on the configured number of VMs and virtual cores per VM. This is a
flexible number that is set through the max vm and max vc pervm registers. In
the simulations we have used 16 for both values. This is motivated by the fact
that Amazon EC2 instances do not have more than 8 processor cores and there are
today 8 to 10 processor cores on a chip. The selection of 16 is a safe choice, but
can be reconfigured as needed. Table 4.5 shows the overheads as a function of the
configuration.

Total Memory Storage Overhead
For our selected design (CIP tables with one entry per page of machine memory and
TEC tables with a fixed number of virtual cores per VM), the total overhead can be
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calculated through storage overhead “ n ˚ m ˚ block size. In the question, n is
the number of VMs which are to be supported, and m is the number of virtual cores
per VM. As described before, we have selected each TEC table entry to be 64 bytes,
which is the block size.
DRAM

CIP Table

Overhead

Size

Size

32GB

64MB

„0.2%

64GB

128MB

„0.2%

128GB

256MB

„0.2%

256GB

512MB

„0.2%

Table 4.4: CIP Tables memory storage
overhead.
(VM, VC

TEC Ta-

Overhead

per VM)

ble Size

for 32GB

Figure 4.15: CIP Tables
memory storage overhead.

DRAM
4,4

1KB

ă0.1%

8,8

4KB

ă0.1%

16,16

16KB

ă0.1%

32,32

64KB

ă0.1%

64,64

256KB

ă0.1%

Table 4.5: TEC Tables memory storage
overhead for selected configurations.
Registers
New Architectural Registers
Kenc and Khash Registers

Figure 4.16: TEC Tables
memory storage overhead
for different configurations.
Total Size
440 Bytes
32 Bytes

Table 4.6: Register storage overhead, per processor core.
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Registers

Total Size

V M V C Conf ig

2 * 8 Bytes

CIP Conf ig

8 Bytes

Registers

Total Size

T EC Conf ig

8 Bytes

CIP Conf ig

8 Bytes

SKhw

128 Bytes

T EC Conf ig

8 Bytes

Table 4.7: Register storage over-

Table 4.8: Register storage over-

head, per CPU chip.

head, per I/O MMU.

4.6.5

Register Storage Overhead

Per-Core Registers
Table 4.1 listed all the new processor core registers and their sizes. These are perprocessor core registers. The total is 440 bytes. There are also two registers of 32
bytes each (not architecturally visible) that store a copy of the symmetric encryption
and hashing keys, Kenc and Khash , to save on looking these up in memory or during
VM suspend and resume. This is summarized in Table 4.6.

Per-Chip Registers
Recall there are four sets of registers per processor chip. V M V C Conf ig is used
to store max vm and max vc pervm registers that define the number of supported
VMs and virtual cores per VM. CIP Conf ig is used to store the location of the CIP
Tables. T EC Conf ig is used to store the location of the TEC Tables. These two are
needed to find the tables within the hardware-only accessible DRAM. Note that the
Kenc and Khash are also in the memory. Their location, however, can be found given
the location of the TEC tables and the max vm and max vc pervm that determine
the size of the TEC Tables. Finally, there is the critical SKhw register to store the
cryptographic key. These are summarized in Table 4.7.

198

Jakub Szefer, "Architectures for Secure Cloud Computing Servers," Ph.D. Dissertation, Princeton University, May 2013.

Per-I/OMMU Registers
In the I/O MMU we need to store the location of the protection tables so that the
hardware can ensure memory accesses are protected from the devices. CIP Conf ig
is used to store the location of the CIP Tables. T EC Conf ig is used to store the
location of the TEC Tables. These are summarized in Table 4.8.

4.6.6

CIP and TEC Table Access Overhead

The worst case overhead of initializing the 64MB of CIP tables is 8M 64-bit (word)
accesses, which initialize the table entries by writing all 0s. This overhead can be
greatly reduced if there is support for zeroing out whole blocks of memory at a time.
Once the tables are initialized and the system begins to run, they are consulted (in
the worst case) on each hypervisor or DMA access. In this worst case, each memory
access causes 1 extra access to the CIP tables so the protections can be read. In
the average case this will be much less, as once an address translation is placed in
the TLB, the check does not need to be performed. Table 4.9 shows the worst case
overheads for the simulated system with the 32GB DRAM and support for 16 VMs
and 16 virtual cores per VM. Figure 4.6.6 shows the worst case overheads due to CIP
table access at system startup and VM launch and terminate. Figure 4.6.6 shows the
worst case overheads during interrupts.
Note that CIP and TEC table setup is combined. The overhead of TEC table setup
is negligible compared to the CIP table setup which is in the millions of instructions.
TEC setup involves finding a free TEC entry (up to 16 reads given the configuration
for 16 VMs in the TEC tables), then writing up to 16 virtual core entries for that VM
(16 * 64Bytes). This total is only 144 memory accesses. The overwhelming majority
is from the CIP table update and reading the page tables. Each update to the TEC
table requires a read (to check if the page is free) and a write to update the entry.
Given 3GB per VM and 4KB pages, we have 0.78 M (3GB/4KB) of CIP table entries,
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Operation
Startup (hypervisor boot)
Init. CIP Tables
Init. TEC Tables
Init. Kenc and Khash
Check CIP
VM Launch (guest OS boot)
Set CIP and TEC entries
VM interrupt reason
Scheduling
TLB miss
VM terminate
Clear CIP and TEC entries

Original System
total inst.
58 M (incl. 21 M
mem. inst.)

Extra Memory Access
total (change)

8 M (13.8%)
2 K (ă0.1%)
4 (ă0.1%)
21 M (36.2%)
2686 M
„2.35 M (ă0.1%)
„76
„35
---

8 (10.5%)
5 (14.2%)
„0.78 M

each accessed twice. The update also requires accessing the pre-CIP. Our pre-CIP
implementation is based on memory ranges (each entry has a start address, an end
address and protections).
We found the in the simulated environment, each Ubuntu VM only needed less
than 50 regions to be specified. This was derived by taking the whole memory space
of the VM, and unprotecting the memory buffers, which divided it into around 50
regions. This gives no more than 100 memory accesses (50 regions * 2, to read the
start and end; the protection bits are encoded in the low-order bits of these addresses
in pre-CIP entires). Once the pre-CIP data is available, the addresses have to be
translated from physical to machine address. With two-level pages tables for the
translation, each access will require at most 2 reads; 0.78M entries * 2 gives 1.57M
accesses. This comes to a total of 2.35M access (the extra TEC table accesses and
reading pre-CIP is clearly negligible compared to this number).
Similarly, for VM termination, the TEC table updates are subsumed in the CIP
table updates, up to 16 virtual core entries have to be cleared (16 * 64Bytes) which
gives only 128 memory accesses. This is negligible compared to the 0.78M accesses
to clear the CIP tables.
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Figure 4.17: CIP table access runtime
overhead for startup and termination.

4.6.7

Figure 4.18: CIP table access
runtime overhead for interrupts

Runtime Overhead

During runtime, a HyperWall system experiences overhead not only due to accesses
to the CIP tables. Updates of the HyperWall registers and, in particular, associated
cryptographic operations add new overhead. In addition, the hypervisor needs to
perform new operations to save and restore the HyperWall registers; issue new instructions to launch, interrupt, resume and terminate the VM; handle the attestation
operations and handle the modified memory mapping update mechanisms. Recall,
however, that the CIP tables are only consulted when the hypervisor is running and
that there is no extra overhead for memory accesses from the guest OS or applications.
Table 4.10 summarizes the different overheads and breaks them up into overheads incurred by hardware or by the hypervisor, while in the text below we highlight some
important points.
Upon VM launch, most overhead will be to update the memory protection. We
report overhead per protected page, which needs to be multiplied by the number
of protected pages and will vary for each system. In our setup we had almost 786K
protected pages (= 3GB / 4KB pages minus unprotected buffers used to communicate
with the hypervisor). There will also be extra work in the cloud infrastructure to
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Operation

VM Launch (5372 M cycles)
set CIP entry
generate IMH
generate IPH
generate VM core init sig
read VM core init sig (to send
to customer)
VM Interrupt
encrypt GPR
generate VM susp hash
save HyperWall regs.
VM Resume
restore HyperWall regs.
verify VM susp hash
decrypt GPR
Runtime Attestation
write N
generate TEsig
read TEsig
VM Terminate
Zero VM memory
Clear CIP entries

Extra Overhead
Hardware
Hypervisor
(cycles)
(cycles)
10 (per page)
34900 K
140 K
280 K
16

2.8 K
0.3 K
55
55
326
2.8 K
1
280 K
16
2.6 K (per page)
5 (per page)

handle the protection specification and pass it to the hypervisor; this overhead is not
reported here.
When a VM is interrupted, the overhead of encrypting the GPRs will be incurred on all VM interruptions, except due to a hypercall (when the registers are not
encrypted, so information can be passed to the hypervisor). Similarly, during VM
resume the decryption overhead will not be incurred if the VM is returning from a
hypercall.
For runtime attestation, in addition to the reported overhead there will be extra
work for delivering the attestation result to the customer. This is a complex process
involving many software components, so the overhead is not reported. However, much
similar overhead is incurred today, for example when the status of a VM executing
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in the cloud is reported to the customer, so the overall percentage change should be
small.
When a VM is terminated, the protected memory regions need to be zeroed out
by hardware and the CIP table entries removed. We report numbers per page-sized
(4KB) region. Because now the hardware zeroes out the memory, the associated
functionality can be disabled in the hypervisor, so the extra overhead will be partially
compensated.

4.6.8

Impact on Memory Hierarchy Performance

Because there are extra accesses to the CIP tables, they will cause the cache hit
rate to decrease. The cache hit rate changes can be used as a proxy for estimating
performance impact.
To model the impact of the extra CIP table accesses on the system performance,
we extended the Legion simulator with a simulation of a cache hierarchy. We simulate
a split L1 cache (separate instruction and data cache), each with 5 ways and 32KB
in size. We also simulate a unified 12-way 3MB L2 cache. The parameters are set to
match the the OpenSPARC architecture. These are inclusive, write-back caches with
a simple round robin replacement policy. We simulate the HyperWall state machine
using the data cache to cache the CIP table entries, and hence it impacts software
performance.
Our test runs included: booting the hypervisor, booting the whole guest OS,
and running SPEC 2006 benchmarks. The cache hit rate changes were within 1 %.
This suggest HyperWall’s impact should be minimal, but a more detailed cache and
memory simulation is needed to get more exact estimates; this is part of our future
work on optimizing the HyperWall.
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4.7

Security Analysis

We now evaluate the security of the HyperWall system. Keep in mind the goal of
HyperWall is to protect the confidentiality and integrity of the VM’s memory.

4.7.1

Security Evaluaiton

The high-level goal of HyperWall architecture is to protect the confidentiality and
integrity of the data and code stored in the protected memory regions. This protection is provided mainly through the CIP tables which restrict the access to the
protected memory. Some memory contents, however, can potentially be accessed in
other ways than direct memory read or write. Our security evaluation focuses on
different scenarios where such a memory leak could have ocured – and shows how
HyperWall prevents it.

Potential Information Leakage During Suspend and Resume
In original HyperWall, there was no per virtual core VM suspend count (V Cscnt
register and counter shown in Table 4.1). When a virtual core of a VM was interrupted
or suspended, all the registers would be used to create a signed hash (and sensitive
registers encrypted). After this, the hypervisor could copy all the registers and store
them, later retrieving them when the VM was resumed. At resume time, the hardware
could check whether the registers put back by the hypervisor generated the same has
as the previously stored signed hash.
During our verification efforts we found that a problem arose since the hardware
had no way of checking whether the register values were the latest set of registers or
were replayed from an earlier version. There was a lack of freshness.
Consider the following attack: a VM’s virtual core could be executing code in a
loop, copying some sensitive data from one array to another. Assuming that both
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arrays are correctly stored in memory regions which have been declared as protected,
no information should leak. However, the hypervisor can interrupt the VM at any
time, including in the middle of the loop. Now assume there is a variable in the
registers which specifies whether the loops end condition has been met. In the middle
of the loop, this variable is false. The hypervisor could interrupt the VM in the
middle of the loop, and save a copy of the registers (along with the matching hash)
which included the loop’s end variable being false. When the loop reached the last
iteration, the hypervisor could replay the saved registers with the loop’s end variable
being false, causing the loop to continue. In our example, the loop’s code would keep
copying memory past the end of the target array, potentially running into memory
not protected by the CIP table – thus leaking information.
The addition of V Cscnt to ensure that only latest set of registers is used when
a VM’s virtual core is resumed, prevents the above attack and similar attacks which
rely on re-playing an old set of registers when a VM is resumed. Moreover, it helps
with correctness issues, as in regular operation, old register values should never be
replayed (except in cases of rollback for error recovery).

Potential Information Leakage During Memory Update
Through our verification efforts, we identified a potential for protected memory contents to be leaked during the memory update in the original HyperWall architecture.
This was fixed in the updated memory update. Also, the update is now more efficient,
requiring only one pass through the page tables, and not three passes as before (see
Section 4.5.9 which described the current memory update procedure).
Originally, during the memory update HyperWall would traverse the old memory
mapping to mark pages to be deleted, traverse the new memory mapping to keep
the pages in the new mapping (so their contents would not be destroyed) and finally
traverse the old memory mapping again to remove any pages that are indeed not in
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the new mapping. This was one particular algorithm selected in the implementation
of HyperWall to find out which machine pages have been added or removed during
the update. The potential issue with the algorithm is that while it does find whether
a machine page has been added or removed, however, it does not find whether the
same machine page has been re-assigned to a different physical page of a VM with
potentially different protections.
Similar to the above attack example, a VM’s code could be executing in a loop,
copying sensitive information from one array to another. Assuming originally the
destination memory pages have been declared to be protected, no information should
leak. However, in the original HyperWall architecture, the hypervisor could have
caused a memory update where a protected physical page, P1, mapping to a machine
page, M1, was swapped with an unprotected physical page, P2, mapping to machine
page M2. Originally, M1 would have been marked as protected and M2 as unprotected in CIP tables. Since HyperWall update mechanism did not act on swapping
of mappings (only adding or removing pages), after the update, M1 would still be
protected and M2 unprotected – but now P1 is using M2 and P2 is using M1. Hence,
during the copying of memory, the VM would be copying data to P1 assuming it is
protected, while P1 is now mapped to machine page M2 which is marked in CIP as
unprotected, allowing the hypervisor to read the data.
The modified memory update algorithm checks the guest physical page address in
the CIP table entry to ensure that the page was not swapped. The update allows page
addition or removal so that memory ballooning is supported. However, hypervisor is
not able to trick the hardware by trying to swap pages.

Potential Information Leakage due to Reuse of VMIDs
During the design of the original HyperWall, a potential memory leakage was found
and fixed which was due to the reuse of VMIDs. The hardware assigns free VMIDs
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when a VM is started and reclaims a VMID when a VM is terminated (properly
scrubbing all memory of a VM). Moreover, when resuming a VM, the hardware
checks that the VMID associated with the set of registers is indeed in use, that the
signed hash matches, etc., before the VM actually runs.
The potential issue was that two different VMs will have the same hardwareassigned VMID when run on the same platform at different times. This implies that
if the hypervisor saves a VM’s registers during interruption it can replay the same
registers in the future when a different VM is running (of course other values such
as the V Cscnt need to match, but this can be orchestrated by the hypervisor with
some effort). The second VM (perhaps acting on behalf of a malicious hypervisor)
could then access the registers originally saved when the first VM was interrupted.
This would reveal a limited amount of code or data from the first VM.
To overcome this, the updated HyperWall architecture presented in this dissertation includes checking of a VM’s initial signature when a VM is resumed. Relying on
the properties of secure hashes and encryption, two different VMs with different code,
data and initial protections are unlikely to have the same initial signature. Hence, if
the VMID matches the hardware can check that the initial signatures match as well.
A hypervisor could save a set of registers, terminate a VM and re-initialize a new one
with the same VMID. However, the re-initialized one would have to have the same
exact code and protection for the signatures to match, hence the hypervisor could
not add any malicious code to the VM image to read out the potentially sensitive
information from the registers that were saved when the first VM was suspended.

Other Information Leaks
There may exist other ways for some of the protected information to be leaked.
Especially, various side channels could be used by the hypervisor and other VMs to
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glean information from the protected VM. The current work, as stated in the threat
model, does not address such side channels.

Availability Considerations:
The HyperWall implementation of hypervisor-secure virtualization architecture does
not provide availability protection for the guest VMs. By building on top of HyperWall servers, redundancy can be added to a system-level solution so that if a
compromised hypervisor on one system refuses to start a VM or maliciously suspends
it, the VM can run on a different system. In spite of not providing for availability
protection of guest VMs, the confidentiality and integrity of the protected code and
data is maintained even if the hypervisor performs a DoS attack. In particular, the
memory with the code and data is protected even if the VM is suspended and, moreover, it is zeroed out by hardware when the VM is terminated so that no information
leaks.
Our motivation for not implementing availability protection at this time is that
HyperWall targets the IaaS hosted infrastructure cloud computing scenario. In this
scenario, customers lease the resources and pay for them. At any time the infrastructure provider (via using hypervisor mechanisms) needs to be able to stop a VM if
the customer is not paying for the resources. Otherwise the customers could execute
a DoS attack on the cloud provider’s resources, or get to use the resources for free.
Hence, availability guarantees are hard to achieve with a hypervisor that much be
given the right to terminate a VM at any time.

VM Cloning Attacks
To try to work around the lack of ability to fully inspect the memory contents for the
guest VM, a set of malicious hypervisors may start one copy of the VM on a genuine
HyperWall machine and a second copy on a different server and forward the same data
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to both so that the second system leaks the data or code. However, after receiving
the attestation measurement sent when the VM was started, the customer knows
which machine the VM is executing on (due to the unique SKhw ). The guest VM
generates a public-private key pair and signs it using the new sign bytes instruction
to establish a secure connection with the customer. When the customer receives and
verifies the signed P Kvm key, he or she knows that it came from the same server
which properly attested. This creates a secure communication channel between the
customer and the VM, so encryption and hashing keys can be sent securely. The copy
of the VM on the non-HyperWall machine will not have the keys needed to decrypt
the communication.

Infrastructure Mapping Concerns
The ability of the customer to verify the SKhw opens up the possibility of infrastructure mapping attacks [141] as now they have an easy way to identify a particular
server. While we do not protect against such attacks in the current work, ideas from
direct anonymous attestation [45] could potentially be used.

4.8

HyperWall Evolution:

Security Fixes and

Multi-core Support
During the implementation of the original HyperWall architecture, and through our
verification of the work (described in Chapter 5), we added a number of improvements
to make the final HyperWall architecture presented in this dissertation. Security fixes
were incorporated which prevented potential attacks we discovered. Also, support of
multiple cores was added.
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4.8.1

Security Fixes

The original HyperWall architecture was potentially open to a replay attack during
VM suspend and resume process. There was a lack of freshness in the hash which
was used to check the integrity of the VM’s state when the VM was being resumed.
The updated HyperWall introduced the TEC tables which now store the VM suspend counter. Thanks to the hardware-only accessible memory, and the TEC tables
stored therein, the hardware can store a nonce (i.e. the suspend counter) there that
the hypervisor does not control. This counter is incremented each time the VM is
suspended, and compared against when the VM is resumed.
The VM resume operation was also further updated to prevent potential attack
due to reuse of VMIDs. Since VMIDs are reused, a victim VM could be suspended and
its state saved by hypervisor. The VM could then be terminated and a new (malicious)
VM started in just the right manner to get the same VMID. When resuming this
malicious VM, the hypervisor could have provided the data it had saved from the
victim VM. Since the VMIDs match, the hardware could resume the malicious VM
with the victim VM’s data. Again, something uniquely identifying the suspended
VM was missing. The solution was to check the initial VM signature when a VM is
resumed.
Our HyperWall design also had a potential problem during memory update,
whereby if a guest physical to machine physical mapping was swapped between two
pages, the hardware did not check the protections of the new mapping for these
pages. This could leak information from the VM. The updated HyperWall introduced a memory update mechanism that uses guest physical addresses stored in the
CIP table entries and compare them with guest physical addresses from the page
tables. Also, thanks to introduction of special “to-be deleted” bit in the page tables,
we are able to perform memory update by requiring only 1 pass through the memory
mapping, as opposed to 3.
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4.8.2

Multi-core Support

The original HyperWall design implicitly assumed one virtual core per VM and kept
the VM’s (HyperWall) state on that core. As many customers would like to run VMs
with multiple virtual cores, the updated design accounts for having many virtual
cores (VCIDs) per VM. The multi-core support required introduction of the TEC
tables in the hardware-only accessible memory. By having a memory location where
per-VM information can be stored, the hardware can keep track of multiple VMs,
independently of which core they are running on. Furthermore, the memory storage
of per-VM information means that we can add new data quite flexibly, e.g. without
worrying about the overhead of adding extra registers. This flexibility was also used to
store virtual core information. As described in this dissertation, the final HyperWall
design includes TEC tables that are able to support many VMs and many virtual
cores per VM.
The multi-core support requires minimal extra storage. However, operation of
the hardware becomes more complicated. During VM initialization, free VMIDs and
VCIDs need to be found. During VM runtime, memory mapping needs to be kept
consistent. During VM termination, all the virtual cores need to be freed before the
VM is terminated. The complexity of multi-core support comes from the operation
and not from storage overheads.

4.9

Summary

In this chapter we defined hypervisor-secure virtualization and presented our HyperWall architecture which aimed, through new hardware additions, to protect the
confidentiality and integrity of VMs’ memory from an untrusted hypervisor. With
HyperWall, an untrusted hypervisor is still able to run and perform management duties, such as runtime memory reallocation. This is a new key feature, not previously
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provide by other architectures, which assume trusted hypervisor. Our new CIP tables
and hardware ensure that memory of the VMs is protected and hypervisor can not
maliciously alter these protections. Furthermore, we introduced hardware-only accessible memory, which was used to store the CIP tables but can potentially be used
for other novel uses. Motivated by need to cross-check the operation of the system,
we also introduced hardware trust evidence which keeps track of how the protections
of the VMs memory are enforced.
To raise confidence in our security architecture design, in the next chapter we
propose a security verification methodology. The methodology is later used in Chapter
6 to verify external protocols, internal interactions, and security mechanisms of the
HyperWall architecture. While we and other designers use simulation and follow best
practices when designing our architectures, some security bugs can still slip through.
Motivated by the need to further check HyperWall, we generalize the methodology
to be able to check other architectures as well. The methodology presented in the
next chapter uses finite-state model checking to explore the designs and can help find
security vulnerabilities. This makes it compatible with functional verification which
is done already today, and which uses similar tools.
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Chapter 5
Towards a Security Design
Verification Methodology
Once a security architecture is designed, it needs to be checked to make sure there are
no security vulnerabilities with the design that could allow an attacker to subvert the
protections. Many designers run extensive tests and simulations to make sure that
the mechanisms work correctly. Moreover, the designers perform informal security
evaluation which attempts to qualitatively reason about potential attacks and show
how the architectural mechanisms prevent them. There is a lack, however, of a
systematic methodology for verification of hardware-software security architectures.
Our contribution in this chapter is definition of general-purpose security invariants which focus on integrity, and also confidentiality. These invariants are applied
to models of the external protocols, internal interactions, and security mechanisms.
Breaking down a system into smaller components for verification is not new, however,
we are first to present that for security architectures this breakdown can be achieved
by focusing on external protocols and internal interactions. External protocols are
used for communication with the outside world, while internal interactions are for
communication among components in the local system. The components in these
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protocols and interactions are made up of various software or hardware mechanisms.
We show that functional verification of the mechanisms is different from security verification and also present invariants for checking the mechanisms. We also show how
to systematically define the attackers’ capabilities and define tags which are used in
the models to propagate information about values that could have been attacked. The
methodology is realized in Murphi [67], a finite-state model checker; and we show how
to implement it by defining a new record data type which holds the tags associated
with each value, defining functions for tag propagation, and writing our invariants to
check for attacks based on the values and the associated tags. The work presented in
this chapter and the next chapter supersedes our initial exploratory work on security
verification [184].

5.1

Verification High-Level Goals

If attempting to perform verification of the whole system at once, we would quickly
encounter the well known problem of state explosion, so the verification has to be
done on parts of the system. For these parts, the verification of security architectures
goes beyond functional verification of the mechanisms which realize the architectural
features. We need to worry about potential attackers who will try to intelligently
manipulate inputs, outputs or any state they can access, to subvert the protections.
The attackers, however, are not arbitrary. During the design time, the threat model
is specified, which lists components that are untrusted, i.e. the potential attackers
and their capabilities. The security verification methodology then needs to model
enough aspects of an architecture to be able to capture these untrusted components
(and their capabilities). It also needs to model the interaction among these trusted
and untrusted components. Our high-level goals can be summarized as follows:
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• Be able to verify parts of an architecture, rather than the entire system at once,
to avoid the state explosion problem.
• Be able to check functionality of the mechanisms which implement the different
components and the protection mechanisms.
• Be able to model untrusted components and their interaction with the trusted
components.
• Be able to specify the potential attack capabilities of untrusted components,
and have the model check for the possible attacks.
• Be able to specify security invariants for integrity and confidentiality that can
be applied more broadly to different system and models.
The functionality of the mechanisms which implement the protections can be
modeled as state machines and checked with functional verification for the correctness
of the design. Many past works have looked at functional verification. However, since
security verification is different from functional verification, some of our work focuses
on providing extra heuristics to check the mechanisms for security problems.
Our main focus, however, is on the last three bullets above, which involve modeling
attackers and checking for security vulnerabilities. We propose that techniques and
tools used for functional verification can be applied to the security verification task. In
particular, the external protocols and internal interactions (which involve untrusted
and trusted components) can be modeled as sets of interacting state machines. The
interacting state machines can then be verified for security properties, with the help
of the security invariants we define.
The goal is to be able to do this verification at design time. We also want to
leverage existing tools which architects use for functional verification. In particular,
our methodology is realized using finite-state model checking tool Murhpi [67]. This
tool is already used for functional verification, but other tools could have been used.
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Figure 5.1: Relation between the models of the mechanisms, internal interactions and
external protocols. Each component, Ci , is realized through one or more mechanisms,
Mj .

5.1.1

Verification of External Protocols and Internal Interactions

Whenever there is a change in the system, e.g. a new VM is started, security protections updated, trust evidence read, etc., there is an interaction. We specify external
protocols as the interaction of the system including remote components, e.g. remote
users, network, etc. There are also internal interactions which are interactions between components within a local system, e.g. processor, hypervisor, OS, applications,
etc. The important aspect of the security-critical external protocols and internal interactions is that these involve untrusted principals or components, and hence involve
potential attacks that we need to check for. This has led us to the proposition that
the components’ interactions are the most important parts to verify when considering
the security of the system. Interestingly, by focusing on the component interactions
we have found a natural breakdown of the architecture into smaller parts. Verifying
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smaller parts helps us avoid the state explosion problem (see discussion of composability at the end of this section).
As shown in Figure 5.1, a system is composed of many components, Ci , including
external and internal components of a computer. Each component is realized by one
or more mechanisms, Mj . These mechanisms can be hardware or software. While
internal interactions are among components only inside the local system, external
protocols involve components or principals outside of the local system.
The security verification of the external protocols and internal interactions provides greater coverage because the focus is on how components interface with each
other, and the details of the mechanisms are abstracted away. Verification of individual mechanisms, on the other hand, gives more details, but is already done in
functional verification for correctness. The verification of the mechanisms, however,
also needs to consider security aspects. In addition to checking for functional correctness, mechanisms should be checked if they leak any sensitive information. For
example, correct security operation of memory includes making sure that memory
pages are properly scrubbed before being freed, and not just marked as free without
erasing the data so as not to leak sensitive information.

Finding Unknown Attacks vis-a-vis Final Design
Our verification focuses on specifying an attacker’s (i.e. an untrusted component’s)
capabilities and using these to find attacks. The security invariants specified later
on in this chapter are used to do the actual checking to see if a potential attacker’s
capability turns out to enable a real attack.
It is important to note, however, that by the time the verification is finished, the
unknown attacks become known as the design has been iterated to fix any problems.
For example, the HyperWall architecture presented in Chapter 4 includes modifications which fix the attacks that were discovered. By examining only the final design,
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the verification may seem to only check for known attacks (and ones which the design
already protects against), but in reality the verification can find previously unknown
security vulnerabilities, which are then fixed in the final presented designs.

Verification of Interactions vis-a-vis Composability
Secure composition is a well known problem, which also happens in security verification. Given secure mechanisms or protocols A and B which have been verified, it is
very difficult to prove that the composition of the two is also secure. We do not tackle
the problem of composition in our work. We focus on providing a sound methodology
for verification of individual external protocols and internal interactions.
There has been past work on universal composability [47]. More recently, Protocol
Composition Logic (PCL) has been proposed [64]. The composition theorems in PCL
allow proofs of complex protocols to be built up from proofs of their constituent subprotocols. PCL has actually been applied in a model-checking method based on
Murphi, which we also use to realize our methodology. As future work, we plan to
build on the existing body of research in secure composition to check the composition
of a protocol and interactions of the secure architectures. PCL work is one promising
direction and their use of Murphi can potentially be combined with our work, which
also uses Murphi.

5.2

Past Work

In this section we list many of the available security protocol verification tools, generic
model checkers that have been used for security verification, logic languages that focus
on protocol security verification and theorem provers. We also discuss limited work
that we could identify on invariant generation.
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Such tools and methods have been applied to security architectures in a limited number of cases. Past projects have, for example, looked at attempting to
perform formal verification of an entire architecture [65]. Of the different security
architectures, XOM [110] and SecVisor [151] have received the benefit of verification
using model-checking. XOM verification [109] checked read-protection and tamperresistance against a highly simplified model of the instruction set operations on registers and memory, and SecVisor verification [80] used a logical system to reason about
how security demonstrated by a small model of the SecVisor reference monitor can
scale to the full implementation size. The IBM 4758 cryptographic co-processor’s
design included formal modeling and verification of the internal software [156].

5.2.1

Tools for Verification of Security Protocols

A number of tools specifically for security protocol verification have been developed.
Since the external protocols that we define can include security protocols, we list
these related tools for reference. Most of the tools have built-in security invariants
that are specific to security protocol verification. Some tools only cover secrecy, while
others have a wider range of built-in security goals that can be checked.
HERMES [44] is an automatic tool for verification of secrecy in security protocols.
To use the tool, users specify a protocol and secret that needs to have its confidentiality protected. HERMES provides either constraint on the intruder knowledge that
guarantees that the secret will not be revealed or an attack that breaks the secrecy.
Casrul [58] is another system for automatic verification of cryptographic protocols.
When using Casrul, users specify the protocol as well as the type of intruder. Supported types are: eaves dropping (intruder can read messages), divert (intruder can
drop messages), or impersonate (intruder can try to impersonate the other party in
the communication). Intruders include initial knowledge that may help them launch
attacks. Casrul can check for two security goals. The correspondence between goal
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checks that if principal A communicates with principal B, then B indeed communicated with A. Other tools also call this a synchronization goal. The secrecy of goal
checks that a value (e.g. such as a nonce) is not revealed to the intruder. Given this
specification, Casrul translates it into system specification that can then be processed
with a theorem prover, such as daTac [171].
AVISPA [35] is the tool for the automated validation of internet security protocols
and applications. AVISPA provides a formal language for specifying security protocols
and properties. It also integrates different back-ends that implement a variety of
automatic analysis techniques. The four different back-ends are: OFMC (on-the-fly
model checker), Sat-MC (SAT-based Model-Checker), TA4SP (Tree Automata based
on Automatic Approximations for the Analysis of Security Protocols) and CL-AtSe
(Constraint Logic based Attack Searcher). Protocols can be checked for security using
two security goals: secrecy of and authentication on which check that a value is not
revealed to the attacker and that the remote party is authenticated, respectively.
Scyther [59] is yet another tool for the automatic verification of security protocols
using symbolic analysis. It contains built-in checks for security properties: secrecy,
agreement, aliveness, synchronization. A related tool is Tamarin [149], which focuses on analysis of security protocols that use Diffie-Hellman exponentiation.
ProVerif [41] is an automatic cryptographic protocol verifier.

Security goals

that ProVerif can check are: secrecy (the adversary cannot obtain a secret value),
strongsecrecy (the adversary does not see the difference when the value of the secret
changes), authentication and correspondence.
Athena [158] is an automatic checker for security protocol analysis. Athena contains a logic system based on the Strand Space Model (SSM) and can express formally
various security properties including authentication and secrecy.
Brutus [56] is a finite-state model checker specializing in analyzing security protocols, and has a built-in model of the adversary. The adversary is free to eavesdrop
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on all communications and can interfere by generating fake messages. In the model,
all communications go through the adversary. The security goals are correspondence
(if principal A has finished executing a session with B then B must have participated
in a session with A) and secrecy (nonces are kept secret from adversary).
RVChecker is a theory generation tool based on Revere [92] for fast and automatic
checking of security protocols. Theory generation generates the entire finite theory
of a logic for reasoning about a security protocol. It includes generating restrictions
on the logic’s rules of inference to guarantee that the algorithm terminates, hence
generating a finite theory. The protocols can then be analyzed within the logic [93].
STA (Symbolic Trace Analyzer) [43] is yet another tool for the analysis of cryptographic protocols. Within STA, a protocol is modeled as a system of concurrent
processes and STA analyzes the execution traces of this system to detect possible
faults of security properties. STA includes invariants for authentication and secrecy.
Casper [113] is a compiler for the analysis of security protocols. Casper automatically produces process algebra CSP from a more abstract description, which can
then be used with the CSP/FDR framework (see description of model checkers below). Casper provides two invariants: secret (specifies that principal A can expect
the nonce to remain secret from everyone apart from principal B that it is performing
the security protocol with) and authentication (specifies that A should be correctly
authenticated to B if they both participate in the same protocol). As an interesting
aside, Casper found a flaw in the Needham-Schroeder protocol that was not detected
in the original proof of that protocol because of different assumptions about the intruder.
Although some of the tools are based on formal proofs and logic systems, while
others are based on model checking, they share a number of common aspects. Their
focus on security protocols means they are tailored to finding attacks that could
undermine the security protocols which focus on secrecy and authentication. Goal
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of secrecy checks is to find if an adversary is able to gain access to a nonce. In this
context, there is a particular meaning given to “nonce” in that it is meant to be
a shared secret that is to be kept secret from the adversary. It is not necessarily
used for freshness, but rather for later establishing a session key based on the shared
secret. The goal of authentication (or synchronization) is that if party A believes it
has communicated with party B, then indeed B has communicated with A. This is
often checked by ensuring that party B commits to a run of a protocol if and only if A
started that run on the protocol. Some of the tools also provide goals such as freshness
or aliveness. The tools are mostly concerned with communication among two parties,
but some have means of specifying a different number of principals. Integrity of the
messages is not considered by these tools, their goal is to prove the security of a
cryptographic protocol that generates a shared secret; such a secret could be used as
a key for a message authentication code which would ensure integrity of any future
messages exchanged by the principals, for example.
Our work builds on using the secrecy ideas presented in these tools. We further
provide checks for integrity. These tools could be used to verify external protocols
or internal interactions, if such a protocol or interaction realized a cryptographic
protocol. We aim, however, to be more generic and provide more checks then just
these relating to cryptographic protocols. Moreover, our focus is on using a finite-state
model checker so that the same tool can be used for functional verification.

5.2.2

Logic Languages for Security Protocol Analysis

A number of logic languages have been designed for the analysis of security protocols. The languages can describe security protocols and the knowledge of the parties
involved in the protocol. The descriptions are then usually translated into an intermediate form that is executed by protocol analysis tools or model checkers to find
flaws.
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CAPSL [123] is a formal language for expressing authentication and key-exchange
protocols. The security goals focus on secrecy. It can be used with tools such as
Maude [74], PVS, or NRL.
BAN logic [46] is a set of rules for defining and analyzing information exchange
with a focus on authentication protocols. It has built in invariants for f reshness
and trustworthiness. BAN logic is focused on authentication protocols and contains
three specific types of objects: principals, keys and nonces. It was originally used to
check the Needham-Schroeder protocol, but missed a flaw that was found many years
later using Casper (described previously).
GNY logic [84] can be used to analyze the security of authentication protocols,
and it was an evolution of BAN logic. It can describe cryptographic operations such
as decryption and hash functions, not possible with BAN logic.
S3 A (Spi calculus Specifications Symbolic Analyzer) [70] focuses on automatic
detection of attacks on cryptographic protocols. Input to S3 A is in the form of spicalculus, a process algebra that is derived from pi-calculus but has some additions
of cryptographic primitives. S3 A compares a model against a reference model (e.g.,
a model with attacker vs. a model without attacker) and can check secrecy and
authenticity properties.
Logic languages are a concise way to describe the protocol and the parties involved.
In contrast we focus on using finite-state machine checking tools. Also, our selected
tool, Murphi, has a C-like syntax which may be more accessible to architects, rather
than having to learn a new logic language.

5.2.3

Model Checkers

Various model checkers have been used in security verification. These model checkers
have no built-in security-related features and are meant for functional verification.
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But they include concepts such as invariants which can be adapted to define security
invariants as well.
A sample of model checkers includes Maude [74], which is a model checker for use
with linear temporal logic. Alloy is a language for describing structures and a tool for
exploring them [87]. CSP (Communicating Sequential Processes) [142] notation and
FDR model checker [143] is a well established framework for analyzing interacting
systems and state machines. Murphi [67] is a generic finite-state model checker.
Since model checkers are familiar to computer architects, we have chosen to use
a finite-state model checker to implement our security verification methodology. The
security protocol verification tools presented in Section 5.2.1 have an advantage of
having built-in model of the attacker (usually following Dolev-Yao model [68]) and a
limited number of built-in security goals or invariants. Selecting a generic finite-state
model checker allows us more flexibility in defining the attackers’ capabilities as the
Dolev-Yao model of untrusted network and attacker does not work in all scenarios.
For example, in some architectures, a new processor instruction may be used to bypass
an untrusted software layer but the value returned may be accessible to the untrusted
layer, here we have an attacker (the untrusted software layer) that is different from the
Dolev-Yao model. Moreover, by having the option to define our own invariants, we
can tailor them to the checks for attacks possible on different security architectures.
For example, the security verification tools do not include integrity checks that could
check that the correct software image sent to a remote host was not modified. While
we use existing tools, our contribution includes the definition of security invariants
for the external protocols and internal interactions, and showing how Murphi can be
used to perform the security verification with our method for describing the system.
Other finite-state model checkers could also have been selected instead of Murphi.
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5.2.4

Theorem Provers

Theorem provers are programs for automatic proving of mathematical theorems.
There are many theorem-proving strategies [42]. One well known theorem prover is
Isabelle/HOL [128], which is a proof assistant for higher-order logic. Machine-aided
proof techniques based on Isabelle/HOL have also been used to verify the security of
an entire, but small, microkernel [95]. Coq [37] is another proof assistant for modeling
and proving theorems.
We have selected to use model checking, as opposed to theorem proving, for our
security verification. Theorem proving is known to be quite tedious and impractical
for complex designs. On the other hand, model checking is more accessible to architects and uses familiar tools. Although the state space explosion problem is well
known to limit finite-state model checking, we have found a new way of breaking
up the architecture into the external protocols, internal interactions, and security
mechanisms. This allows us to keep the models small and work with model checkers.

5.2.5

Invariant Generation

Security invariants, or security goals, are the security properties that should hold true
for the system. For the tools which focus on security verification of protocols (Section
5.2.1), the invariants come built-in and focus on various properties such as secrecy
or authenticity that are needed for these protocols.
Unlike the other tools, we aim to provide more generic integrity, and also confidentiality, invariants which are applicable to the external protocols and internal
interactions of a system. One of the aims of our work on security verification is to
provide a systematic method for invariant generation such that the model checker
can use these invariants to check for security problems. Invariant generation is well
studied in the area of functional verification. Many researchers have worked on ideas
such as loop invariant generation for analyzing software programs, e.g. [160]. Other
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work such as DAIKON [79] uses a tool to run a program, observe the values that
the program computes, and then report properties that were true over the observed
executions. The calculated loop invariants or observed invariants over values can later
be used to check for correct operation of the system.
Much less work has been done on security invariant generation. Most invariants,
such as for the security protocols verification tools, are based on well known attacks
that protocols should be resistant against. Recent work [121] aimed to derive two
strong security protocol-independent invariants about the possible origin of messages
and for justifying type assumptions for the otherwise untyped protocol variables. The
researchers also developed an algorithm that automatically generates proof scripts
based on these invariants.
Different from the past work on invariant generation, which focused on software,
we focus on hardware-software security architectures. The invariants we generate are
for integrity, and also confidentiality, classes of attacks that untrusted components or
principals could launch. Once the model of the protocol is created, with the various
variables specified that are communicated among the principals’ states, we provide
heuristics for writing invariants that will check if any of these values could be subject
to an attack.

5.3

Modeling the System for Security Verification

Before introducing our security verification methodology, we briefly describe what
needs to be modeled in order to be able to check for the attacks. This can be concisely
described in transition systems notation, with our additions needed for the security
testing aspects of the verification. The external protocols and internal interactions
can be concisely described as shown in Table 5.1.
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The system is first described by a set of components C. Each component is represented by a set of states, S. A component i may have one or more states, si,j . There
is an initial state for the system, I. The components’ states are connected by edges,
E, and each edge, e, between states carries one or more values. We found that we
need to add input-output relations, R, to this basic system description. The edges are
used to carry values among states of the components and we can use them to track
values among components, but not within states of components. For this purpose
we added the input-output relation where for each state si,j we need to specify how
each output of that state is affected by the input(s). If the output value is simply
being relayed, the relation would have one input affecting the output, and a special
is relayed flag is set. The “basic system” parts of the model are shown in second row
of Table 5.1.
Table 5.1: Concise listing of components of a model
Whole
System

Basic
System
Potential
Threats
Security
Invariants

T “ x C,
S, I, E, R,
loooooomoooooon

Basic
System

U,
A,
lo
omo
on

Potential
Threats

Φ on
y
loomo
Security
Invariants

C “ tC0 , C1 , ..., CN u; components
S “ tS0 , S1 , ..., SN u where Si “ tsi,1 , si,2 , ..., si,m u; states
I “ xCi , si,k y; initial state
E “ txse,f , sg,h , vx y, ..., xsp,q , st,u , vz yu where each v is one or more values; edges
R “ txsi,j , tinput1 , ..., inputI u, outputi , is relayedy, ...u; input-output relations
U Ď C; untrusted components
A “ txUi , capv y, ..., xUA , capw yu; attacker capabilities
Φ “ invariants; security invariants

The specification is now extended to capture any untrusted components, U, which
could be sources of potential attacks. The untrusted components are the potential
attackers and their capabilities, A, need to be modeled as any possible attacks depend
on what the capabilities are. The “potential threats” parts of the model are shown
in third row of Table 5.1.
The last part of the specification are the invariants, Φ. The invariants are based
on our heuristics, which will be presented next. The invariants are the set of integrity,
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Figure 5.2: Flowchart of our proposed security verification methodology for checking
protocols and interactions of an architecture.

and also confidentiality, invariants are the last part to be modeled, shown in fourth
row of Table 5.1.
All of the parts of a model (C, S, I, E, R) along with the selection of untrusted
component (U), their actual attack capabilities (A), and the invariants (Φ) will be
described in detail in the following section. Taken together, the eight parts summarize
what needs to be modeled for security verification.
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5.4

Security Verification of Protocols and Interactions of Security Architectures

We now present our methodology for hardware-software security architectures. The
flowchart of our proposed methodology is shown in Figure 5.2. A key part of the
methodology is to be able to capture the external protocols and internal interactions which will undergo security verification. Our contributions include modeling of
the attackers in a systematic fashion, and the systematic definition of the security
invariants.
The inputs required to perform the verification are the system specification and
the threat model for the system. The system specification can come from a concise
representation like one that we presented in Section 5.3, or more often it comes from
a textual description of the architecture. The threat model is also usually based on a
textual description, but if using our notation the untrusted components, U, and their
capabilities, A, would be used to define the potential attackers and their abilities.
Given the information about the system, the first part of the security verification
(Sections 5.4.1 and 5.4.2) deals with describing the basic system. The various components, their states (including the start state), inter-component interactions and the
input-output relations are captured in the basic system description. Next (Section
5.4.3), we need to model the untrusted components and their potential attack capabilities. The third part (Sections 5.4.4 and 5.4.5) deals with specifying security
invariants that will check if indeed any attacks are present.
Finally, the automated attack checking, which is done by using a finite-state model
checker, can be performed. Any vulnerabilities found will result in having to update
the designs of the affected interaction(s) and re-running the verification. If the flaw
was due to a problem with the model, the model should be updated and re-run as
well. It is implied in the methodology that if the system specification is updated or
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the threat model changed (which are the inputs shown at the top of the figure) then
the verification has to be re-run as well.

5.4.1

Identifying Protocols and Interactions

Verification of an entire architecture at once is out of reach of the available tools
today due to the well-known state explosion problem. To prevent this, we focus
on modeling and verifying external protocols and internal interactions. These are
interactions with untrusted components, and hence where attacks are most likely to
happen or originate.

Decomposing System Operation
To find the different security-sensitive interactions, we need to identify different execution phases of a hardware-software architecture. For hardware-software security
architectures, we propose that there are six main phases into which the execution
can be broken down to, listed in Table 5.2. The middle four phases will be repeated
many times as new protected code or data are executed on the system, the protected
code and data is updated or the protected code or data is terminated. The outer two
phases correspond to the typical system bootup and shutdown procedures.

Deducing Essential Components of the Interactions
At each phase a designer can examine the new architecture and enumerate external
protocols and internal interactions pertinent to that phase. Once the external protocols and internal interactions are enumerated, components or principals involved in
the interactions can be discovered in a straightforward manner.
• Hardware Components – these are the hardware components of the system,
often microprocessor, co-processors, memory, etc.
230

Jakub Szefer, "Architectures for Secure Cloud Computing Servers," Ph.D. Dissertation, Princeton University, May 2013.

Table 5.2: The different execution phases of a hardware-software architecture.
Phase
1) System Startup

2) Protection Initialization

3) Code and Data
Runtime
4) Configuration or
Protection Update

5) Code and Data
Termination
6) System Power
Down

Description
This is when any protection mechanisms are setup, software and hardware state is reset (for example the memory holding protections metadata is cleared) and any bootup-time measurements of the trusted computing base (TCB) are taken. This is independent of any setup and
runtime of protected software (code or data) that will run later.
This is when the protections for the code or data are initialized. This
depends on some inputs related to the protected code or data (e.g. customer’s requested protections) as well as the code and data itself. This
is also when any code or data start up measurements are taken (e.g.
hashes for later attestation).
This is when the protections are actively enforced and any runtime attestation measurements are taken.
This is also during runtime of the code and data. Any change to the
protections or to the configuration (e.g. memory map for the code is updated) will trigger updates to the protection state as well as potentially
trigger some measurements.
This is when the code and data are terminated. Any cleanup and scrubbing of sensitive code or data (and any metadata) takes place at this
point in time.
This is when any final cleanup takes place before the system shuts down.

• Software Components – these are the software components of a system, often
the hypervisor, operating system(s) and applications.
• Network Components – this is the means by which physically separate components communicate; communication within a system is achieved via hardware
components such as memory buses or instructions.
• Customer Principal – there is often a customer or user involved in the operation
of the system, e.g., remote user who requested a VM.
The network component and customer principal are explicitly included for the
benefit of the external protocols which involve a remote party, the customer, connecting via some medium, e.g. the internet, to the server. The network is one component
in our models, although it is actually composed of many sub-components (routers,
switches, etc.). Our verification could be extended to look at the security of these
sub-components.
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Our focus is on the security verification of cloud server architectures, hence we
also have a special customer principal that represents the remote party connecting
to the server. Of course, the customer principal is actually a real person plus his or
her computer (and the hardware and software components therein). The customer
often will most likely be using a smartphone or another computing device, which
should be checked for security. Our verification methodology could be applied to
the security verification of the different components on the customer side as well.
Currently, however, the focus is on the server side, and the customer is modeled as a
single entity.

Functional (and Security) Verification of the Mechanisms
Up to this point we have shown how to identify external protocols, internal interactions and the components (or principals) which take part in them. Our work moving
forward will focus on the security verification of these external protocols and internal
interactions. The security verification, however, will be moot if the underlying mechanisms are not properly designed. Hence it is also important to look at the hardware
and software mechanisms that make up the components.
We postulate that the “correct” operation of a hardware or software mechanism
with respect to security is a subset of the “correct” functionality of the mechanism.
For example, functional checks of the memory subsystem may try to check that if a
write is issued to some address, that the associated data actually gets written to the
memory and there are no errors. From the security perspective, not only should the
written data be correct, but the subject issuing the write should have been authorized
to write to the given memory location. In Section 5.4.5 we present our heuristics for
generating invariants for checking the security of mechanisms.
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5.4.2

Building the Basic System for Modeling

At this point, we have a set of external protocols and internal interactions which make
up the hardware-software security architecture. For each individual external protocol
and internal interaction we need to build the basic system model.
Components and States (C, S)
The components which participate in these interactions can be described as a set of
interacting state machines, as shown in Figure 5.3 (a). Each component is made up
of one more states. In this and the following figures, we follow the customary way
of presenting protocols by showing each component’s or principal’s states vertically,
one under the other. The initiator of the interaction is usually the first component or
principal shown on the top-left. This captures the basic structure of the interaction,
but there are a number of missing details which we will fill in, in this section.

Capturing Initial Start State, and End States, of an Interaction (I)
To model the interaction, it is crucial to specify the initial state where the modeling
should start. When working with state machines, the initial state is customarily
called a start state. In Figure 5.3 (b) the base model has been further augmented
with an added highlight to identify the start state. In any interaction, there is one
component which triggers the interaction. For example, a customer my request a
new VM so the customer is the trigger of the external protocol for starting a VM.
As another example, a hypervisor may write a new page table to update a memory
mapping for a VM so here the hypervisor is the trigger of the internal interaction for
memory mapping update. Once the trigger component is identified, the first state of
that component is the start state.
There are also end states of the protocol, which can be made explicit for convenience, although these are often easily deduced from the protocol or interaction
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(a) Sample interaction.

(c) Specifying communicated values.

(b) Adding a start state (a1) and end states
(c1, b2 and a2) for each component; “a2”
is also the final commit state.

(d) Adding known values for state operations.

Figure 5.3: Sample visualization of an interaction as a set of interacting state machines.

specification. The tools will explore all possible reachable states and the different
combinations of values that can be sent to each. The last state of each component or
principal is the end state; it is a state that does not transition to a next state in the
same component. For the purpose of security verification, it is convenient to mark the
final states of the components so that security checks can be performed when they
are reached. In Figure 5.3 (b) these states are “a2”, “b2”, and “c1”. Later on when
we present our security invariants, readers will see that the end states of untrusted
components are crucial for checking confidentiality properties. The end state of the
protocol initiator, often also called the commit state, is crucial for integrity, and also
confidentiality, checks.
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Capturing Communication of Values (E)
The interaction among components can be described by the values that the components pass among each other, as shown in Figure 5.3 (c). A state of a component is
specified each time the component outputs some information or receives some input.
There is an edge that connects the outputs of one component’s state to the inputs of
another component’s states.

Capturing State Input and Output Relations (R)
Once the states of each component are defined, we need to capture operations which
happen in each state. We are not interested in verifying the logic of each state,
as that is the functional verification of the mechanisms of the components. Nevertheless, for each output of a state, the designer needs to list inputs which are
used in generating this output. This will later be used for attack detection so that
a malicious input can be tracked through a state to any output that it may affect. This information can be kept in a simple list where each element in the list is
a 4-tuple: xstate, tinput1 , ..., inputN u, outputi , is relayedy. We call these tuples the
input-output relation for a state (R). The tuple accounts for a special case if the
output is simply a relay of the input. In this case, the 2nd element is just a set with
one input and the is relayed flag is set to true. If the is relayed flag is not set to
true, then the model will deduce that the output is a derived value from the input(s).
Since the outputs may depend on values known in a state, but not explicitly input to
that state we need to make all relevant known values as explicit inputs in the models.
The known values in a state can come from two sources.
Some values are generated in a state of a component and later used in another
state. For example, a component may generate a nonce in one state, send the nonce,
and in a later state, compare the inputs to see if they have the nonce that was
previously sent out. To handle this first case of known values, the edges among a
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component’s states (dashed lines in Figure 5.3) are labeled with any values that are
generated in a state and now explicitly passed to other states.
Some values are made available to a component by a trusted party. For example,
some values are implicitly known to a component such as a CPU’s private key if
the component is a CPU with a private key. Such a value would be installed in the
component by a trusted party (TP). To account for this second case of known values,
we add edges from a “TP” (trusted party) state to a particular state of a component
where the known value is used. The dotted “TP” node in the Figure 5.3 (d) shows
one such trusted party state which supplies some values to Comp1. Note that the
trusted party node or states are not part of the actual protocol. They are used in
the model to make explicit known good inputs available to a component. A “TP”
node may not be needed if there are no values known to any component at a start of
a protocol session. Often at least one or two components will have some knowledge,
such as a cryptographic key, so the “TP” nodes are present. But if there is a protocol
where no initial knowledge is present, for example all values such as keys or nonces
are generated during a run of the protocol, then there is no need for “TP” nodes.

5.4.3

Identifying Potential Attackers and Their Capabilities

Once the designer enumerates all the components, he or she can mark ones which
are specified as untrusted. This is a very simple step, yet critical so that potential
attacks from these components are evaluated.

Untrusted Components (U)
The untrusted components come from the threat model specified for an architecture.
The threat model of an architecture should clearly spell out which of the components
are not trusted. All states of untrusted components are potential attacker states. Any
inputs to these states can reveal information to the attacker and the outputs may be
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Table 5.3: Types of attackers covered by our security invariants
Attacker Type
Integrity
Confidentiality

Sub-type
Fabrication Attacks
Replay Attacks
Explicit Information
Covert-Channel
Side-Channel
Implicit Information Flow

Covered by Invariants
3
3
3
7
7
7

maliciously modified (e.g., the attacker can send a new malicious value, or replay an
old value, or mix good and bad values for the output).

Identifying Attacker Types and Their Capabilities (A)
For each external protocol or internal interaction, we have one or more models that
have the different potential attackers specified. For each model, the capabilities of
the potential attackers need to be declared. The potential attacks will come from the
states of the untrusted components. The type of attacks that they can launch are
specified by the threat model. In this work we focus on integrity attacks, but also
consider confidentiality attacks.
The integrity attacks are based on the ability of an attacker to modify information.
The attackers who may wish to break integrity try to write and propagate information
such that the trusted components cannot distinguish if the information is genuine or
not. Attackers can be classified based on their ability to output information, and what
they can output. In table 5.3, we define two types of integrity attackers and their
ability to manipulate outputs. There are attackers who can fabricate information, but
cannot replay old information (e.g. memory-less attackers); and there attackers who
can also replay information. Attackers who can replay information can also fabricate
information. An attacker can fabricate data that it outputs, e.g. send a fake
hash value. Proper use of message authentication codes (MACs) or digital signatures
can often prevent these attacks. Integrity attacks by a forger with memory can, in
addition, result in information being replayed. An attacker cannot only make up
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(a) Explicit information, untrusted component learns v.

(c) Side-channel,
untrusted component learns
explicit information v and
some related side-channel
information v 1 .

(b) Covert channel, untrusted component sends covert information,
gpvq, to its colluding partner.

(d) Execution of untrusted component discloses implicit information
hpvq about v to an untrusted component.

Figure 5.4: Four different scenarios where untrusted components can gain information, (a) is the explicit information case we focus on, (b) - (d) are the implicit leaks
that we do not consider in this dissertation. Gray states with white outlines show
untrusted components, whereas white states are trusted ones.

information but it can also send information it captured before. Such replay attacks
can often be prevented with proper use of nonces. The components in the external
protocols or internal interactions have access to memory (e.g., a hypervisor has its
memory or a processor has its registers) and so they can save and recall information.
Because of this we consider both types of integrity attackers in our security verification
methodology.
The confidentiality attacks are based around the ability to read inputs. The
attackers who may wish to break confidentiality can be classified by exploring what
amounts of information they can gain from different types of inputs they receive.
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We propose that there are four main types of scenarios where confidentiality leaks
can occur. These are summarized in Table 5.3. The best yield for an attack comes
from explicit information, for example the attacker is able to decrypt a message and
gain the plaintext information. A related scenario is where the attacker performs
some transformation on the encrypted data and sends it to a colluding component
where the actual confidentiality leak takes place. This can be modeled, however, by
combining the capabilities of the attacker and the colluding partner into one untrusted
component. Covert-channels are a similar type of attack but yield less information
since the information is passed by means which were not explicitly designed as a
communication channel. For example, the attacker can modulate the position of
the hard disk write head to send out some confidential information. Side-channels
also yield less information, for example cache misses can give the location of data
that was accessed from which some properties of the confidential information can be
deduced. Implicit information, obtained through implicit information flow, is another
very interesting source of confidentiality leaks, but it is also of lower capacity. Because
of the amount of information that can be gained from the first type of attack, we focus
on it in our security verification methodology.
Our threat model focuses on the explicit information leaks, rather than on covert
channels, side-channels or implicit information flow leaks which can be explored as
future work. One possible direction for how this can be done is that malicious attackers in these attacks have access to some inputs other than the information explicitly
passed to them. If the designers know these capabilities, they can extend the models
with extra edges which supply the side, covert or implicit values to the untrusted
component. This is very similar to how we added extra edges from trusted parties,
recall Figure 5.3 (d), to provide “known values” to different components’ states. The
different attack scenarios are also shown in Figure 5.4.
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5.4.4

Tagging Values in the Models

The attacker can affect the operation of the external protocol or internal interaction,
and launch attacks, by writing modified outputs or reading and storing information
from inputs. To facilitate the security verification, we then propose that the models
should not only describe the values which are passed among the components, but
also include special tags which identify properties and if they have been affected by
the attacker. This can be thought of as adding metadata to the values. The tagging
is done so that the properties of different values are made explicit to the model.
For example, the model will not know that a symbolic name “encrypted message”
of a value indicates that it is an encrypted value (short of doing natural language
processing on the names of the values), so we need to define various tags that can be
attached to these values in the models. Note that these tags are not part of the actual
external protocol or internal interaction, they only exist in the model. We propose
four types of tags, depicted in Figure 5.5, which are listed below.

Figure 5.5: A graphical depiction of tags associated with a value, V al, in a model.

• Needed protection tags – requested protection tags specify if the value needs
confidentiality protection or integrity protection, or both.
• Integrity tags – integrity protection tags specify what type of integrity protection primitive this value is. If a value is a hash, then the tag is used to
indicate the values used to generate the hash, hashpval1, val2, ..., valN q. If
the value is a keyed hash, or a message authentication code, then the tag is
used to indicate the values used to generate the keyed hash as well as the key,
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macpval1, ..., valN, hkeyq. The value could also be a digital signature, in this
case again the tag is used to indicate the values used to generate the signature and the key needed to generate it, sigpval1, ..., valN, vkeyq. The hash of
the values is not actually included, only the symbolic names of the values that
would make up the hash.
• Confidentiality tags – cryptographic protection tags indicate which cryptographic protection has been applied to the value. If the value is an encrypted
value generated with a public-key cryptographic algorithm, then it is tagged
with the decryption key ID, dkid, of the key needed to gain access to the plaintext. If the encrypted value was generated through symmetric key cryptography,
then it is tagged with the symmetric key’s ID, skid. If a value is encrypted multiple times, the decryption key IDs are appended to the tag for each encryption
to indicate that all of the keys are needed before any component can gain access to the plaintext. The key IDs are symbolic representations of the keys
a component has access to. For example, Alice may have keys 1 and 3 while
Bob has keys 2 and 3. Then in a hypothetical interaction, Alice can encrypt a
message with key 3 and send it to Bob, who decrypts it given his knowledge of
key 3. The tag would specify Alice’s encrypted value as needing key “3” and
the model of Bob would be able to decrypt the value given his knowledge of
key “3”. Knowledge of key “3” would be made explicit in the model as a value
provided by a “TP” node.
• Attack tags – attack tags indicate if a value could have been affected by an
attacker. A value could be affected in two ways, based on the different types
of integrity attackers: fabricated or replayed. These tags are used to keep
track of whether a value was affected, and if so, the tag value is propagated in
the model. This way in the commit state, the model can “see” if an incoming
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value is correct or has been modified. As discussed later, for a protocol to work
securely, if any value that reaches the commit state was affected by an attacker,
there has to be enough other information available for the commit state to
recognize that this is a “tainted” or bad value.
These tags, present only in the model, will be used to help check for security
properties of external protocols and internal interactions. The checks will be based
around what potential attacks a value has been exposed to and if there is enough
information in the interaction to detect such an attack.

Automated Tag Propagation
These tags can be automatically propagated in the models following simple rules.
While a trusted component will not perform malicious actions, if its inputs have been
potentially fabricated or replayed, then the outputs are naturally also suspect. Recall
from Section 5.4.2 that the designer has already specified which inputs affect which
outputs in a 4-tuple: xstate, tinput1 , ..., inputN u, outputi , is relayedy. Then it is easy
to look up, for each output of each state, which inputs affect the output and propagate
the tags from these inputs. The tag propagation rules are summarized below:
• Needed protection tags – These tags are not propagated. The designer needs
to indicate in the model all the values that should be checked for integrity, and
also confidentiality, attacks.
• Integrity tags – These tags specify if a value is a integrity-related cryptographic
primitive (e.g., a hash). If the 4-tuple specifies that an output value is simply
a relay of the input, then the integrity tag from the input can be copied to the
output. Otherwise, the designer needs to mark any derived values to indicate
if they are also cryptographic primitives relating to integrity.
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• Confidentiality tags – These tags specify if a value is a confidentiality-related
cryptographic primitive (e.g., an encrypted value). Any output value derived
from an input tagged as an encrypted value should have the confidentiality
tags of the inputs it is derived from attached to it. This allows for tracking
transformed values which originated from encrypted values.
• Attack tags – Any output value derived from an input tagged as having been potentially attacked will inherit the attack tags.

Recall the

input-output relation which we have defined and captured in the 4-tuple:
xstate, tinput1 , ..., inputN u, outputi , is relayedy; this is used to find out which
outputs are derived from which inputs and thus can be used to propagate tags.
If multiple inputs affect the same output, the output attack tags depend on
the inputs’ attack tags (see Listing 5.3 on attack propagation in Section 5.5.2).

5.4.5

Specifying Security Invariants

Invariants are conditions which need to hold true for there to be no violation of the
specification. Past work and tools have looked at protocol and context-specific invariants. Specifying the security invariants is often considered the hardest part of security
verification requiring deep security knowledge of the specific scenario. In this section,
we present how to specifying security invariants for integrity, and also confidentiality,
that are not tied to a specific protocol or context. We contribute security invariants
that can be applied to different external protocols, internal interactions, and security
mechanisms. The security verification passes if all of our specified invariants are true.
If the verification does not pass then at least one of the specified invariants did not
hold true and there is a potential security attack.
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Integrity and Confidentiality Invairants (Φ)
The goal of the security invariants is to identify any potential attacks. Essentially,
for protocols and interactions, our integrity invariants will look at the different values’ requested protections and see if these could have been violated at any time. We
are interested in invariants that check if there is enough information available for
the trusted components to terminate the interaction if an attack has happened. If
such components are not able to recognize the attacks, then we have found a security
problem. For confidentiality, our invariants check whether during an execution of a
protocol or an interaction an untrusted component had access to information (e.g. encrypted messages and matching decryption key) that would give it access to plaintext
of confidential data. Integrity and confidentiality invariants for security mechanisms,
on the other hand, ensure that information is properly protected and accesses (read,
write or append) are checked, or logged, so that integrity and confidentiality cannot
be violated.
In particular, the integrity invariants for protocols and interactions present our
new approach to generation and use of invariants. The way we are able to find the
attacks is through comparing the values available to an individual trusted component
to all the values in the model. The trusted components have only visibility into their
input values (recall from Section 5.4.2 that we have augmented the models to make
implicit inputs explicitly visible in the models so the implicit inputs are accounted
for). Meanwhile, the model has visibility into all the inputs and outputs from all
the components, and which components may have modified these values. This is
made explicit through the tags which we have defined. Thus the model and our
invariants have visibility into the sources of the inputs and how these sources could
have modified them. The invariants can check if there is enough information in the
(explicit and implicit) inputs to a trusted component for that component to reject
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any inputs that have been compromised (the fabricated and replayed values). The
key ideas behind the integrity invariants are:
• checking for “known-good” values, which can be referenced by a trusted party
to validate some of the inputs, these good values need to be stored securely or
come from a trusted source,
– the checked values should include a nonce value for freshness; and
• checking for self-consistency of values, which allows a trusted party to check the
inputs and make sure they are mutually consistent.
In the following four subsections we present details of the invariants and when
they are evaluated. We present these in four subsections: integrity invariants for
protocols and interactions, confidentiality invariants for protocols and interactions,
integrity invariants for mechanisms, and confidentiality invariants for mechanisms.

A. Integrity Invariants for Protocols and Interactions
The integrity-related invariants are generated following the heuristics listed below.
Since we are considering two types of integrity attackers, there are two sets of heuristics. First, we list heuristics for finding fabrication attacks. The values affected by
this attacker are tagged with a fabricated tag to indicate that the value may have
been fabricated. Our heuristics are shown in Table 5.4.
Fabrication attacks by untrusted components are checked for by the Prot-Inte-F-*
invariants. Attackers who fabricate data could try to forge values (but not replay old
values) and checks need to be performed to ensure that any suspect value is either
self-consistent with other values, or that there is a known good value to compare
against. For example, if in the model

inte
f abricated X

is received by a trusted component

we see from the tags that for this value integrity should be verified and that it is
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subject to potential fabrication attacks. The invariant Prot-Inte-F-1 (a) says that if
another value X was seen by that component and was not tagged fabricated, then
the suspect value can be compared against the known X and no integrity attack will
go undetected. This is an example of using a known good value to validate inputs.
As another example of checking for fabrication attacks, consider a case where in
the model a component receives

inte
f abricated X

and inte
f abricated macX

macpX,hkidq

; and it also

has access to known-good value of hkid (not observed by an untrusted component).
Although X is tainted, it is part of the macX so the Prot-Inte-F-1 (c) is satisfied. Now
macX has to be checked; and Prot-Inte-F-3 is the relevant integrity check since we
are dealing with a MAC. The macX is tainted, however, the potential attackers have
not observed the key value, so they cannot generate a fake MAC and Prot-Inte-F-3
is satisfied.
Table 5.4: Integrity Invariants for Fabriction Attacks.
Invariant

Description

Prot-Inte-F-1

for each potentially fabricated input value requiring integrity protection
(i.e. tagged inte) and a value which is not a hash, mac or sig, check that
the trusted component has access to:
(a) a matching value not tagged as fabricated or replayed, or
(b) a value tagged as a hash with the questionable value in the hash, or
(c) a value tagged as a mac with the questionable value in the MAC, or
(d) a value tagged as a sig with the questionable value in the signature;

Prot-Inte-F-2

for each potentially fabricated input value requiring integrity protection (i.e.
tagged inte) that is also tagged as a hash, check that the trusted component
has access to:
(a) a matching hash value not tagged as fabricated or replayed, or
(b) a value tagged as a hash with the questionable hash value in the hash, or
(c) a value tagged as a mac with the questionable hash value in the MAC, or
(d) a value tagged as a sig with the questionable hash value in the signature;

Continued on next page

246

Jakub Szefer, "Architectures for Secure Cloud Computing Servers," Ph.D. Dissertation, Princeton University, May 2013.

Table 5.4 – continued from previous page
Invariant

Description

Prot-Inte-F-3

for each potentially fabricated input value requiring integrity protection (i.e.
tagged inte) that is also tagged as a mac, check that the trusted component
has access to:
(a) the hkid1 key of the MAC1 has not been observed by an untrusted component, or
(b) a value tagged as a hash contains the questionable MAC1 value in the
hash, and an untrusted component does not have access to the symmetric key
used to generate the MAC1 , hkid1 , or
(c) a different value tagged as a mac, with a different key hkid2 , contains the
questionable MAC1 value in the MAC2 and an untrusted component has not
observed the symmetric key used to generate the MAC, hkid1 , (note that
MAC2 and hkid2 will be checked separately by the invariants, thus many
MACs can be nested) or
(d) a value tagged as a sig with the questionable MAC1 value in the signature
and an untrusted component has not observed the symmetric key used to
generate the MAC1 , hkid1

Prot-Inte-F-4

for each potentially fabricated input value requiring integrity protection (i.e.
tagged inte) that is also tagged as a sig, check that the trusted component
has access to:
(a) a chain of certificates, none of which is tagged as fabricated which can
be used to verify the signature (see Chapter 4, Section 4.3.2 for example of a
certificate trust chain), or
(b) a value tagged as a hash with the questionable signature value in the hash
and an untrusted component has not observed the signing key, skid1 , or
(c) a value tagged as a mac with the questionable signature value in the MAC
and an untrusted component has not observed the signing key, skid1 , or

Continued on next page
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Table 5.4 – continued from previous page
Invariant

Description
(d) a value tagged as a sig with the questionable signature1 value in another signature2 and an untrusted component has not observed the signing
key, skid1 (note that signature2 and skid2 will be checked separately by the
invariants, thus allowing nesting).

Table 5.5: Integrity Invariants for Replay Attacks.
Invariant

Description

Prot-Inte-R-1

for each potentially replayed input value requiring integrity protection (i.e.
tagged inte) and a value which is not a hash, mac or sig, check that the
trusted component has access to:
(a) a matching value which is not tagged fabricated or replayed (i.e. the
good nonce) or
(b) a value tagged as a hash with the questionable value in the hash, or
(c) a value tagged as a mac with the questionable value in the MAC, or
(d) a value tagged as a sig with the questionable value in the signature;

Prot-Inte-R-2

for each potentially replayed input value requiring integrity protection (i.e.
tagged inte) that is also tagged as a hash, check that the trusted component
has access to:
(a) at least one other value, which makes up the hash, and which matches a
value not tagged as fabricated or replayed (i.e. a nonce);

Prot-Inte-R-3

for each potentially replayed input value requiring integrity protection (i.e.
tagged inte) that is also tagged as a mac, check that the trusted component
has access to:
(a) at least one other value, which makes up the MAC, and which matches a
value not tagged as fabricated or replayed (i.e. a nonce);

Prot-Inte-R-4

for each potentially fabricated input value requiring integrity protection (i.e.
tagged inte) that is also tagged as a sig, check that the trusted component
has access to:

Continued on next page
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Table 5.5 – continued from previous page
Invariant

Description
(a) at least one other value, which makes up the signature, and which matches
a value not tagged as fabricated or replayed (i.e. a nonce);

Second, we list heuristics for finding attacks that could be carried out by an
attacker with memory. The values affected by this attacker are tagged with replayed
to indicate that the value may be a replay of an old value. Our heuristics are shown
in Table 5.5. This type of attacker can also perform fabrication attacks, covered by
heuristics from Table 5.4.
Replay attacks by untrusted components are checked for by the Prot-Inte-R-*
invariants. Attackers who replay data could try to send a good, but old value,
of some data. The checks need to be performed to ensure that for any suspect
value, there is a chain of values that ends with a known good value (self-consistency
is not enough).
inte
f abricated

macX

Assuming the previous example of receiving

macpX,N C,hkidq

inte
f abricated X

and

, these two values by themselves do not prevent a replay

attack. In particular, an old version of X and macX could be received and there is
no way to discover that with the invariants for fabrication attacks (Prot-Inte-F-*),
since these two values are self-consistent. Now, the invariants for replay attacks
(Prot-Inte-R-*) add extra constraints. In this example, Prot-Inte-R-3 invariant is
important and it specifies that for any MAC value, at least one of the constituent
values needs to be compared to a known good value, i.e. either X or N C (nonce)
should be compared to a good value that the trusted component knows about. In
other words, we are looking for a nonce which is part of the MAC. If the trusted
component knows what the nonce should be, then it can compare it and make sure
the received X and macX are the latest; otherwise, a replay attack is possible.
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For protocols and interactions, these integrity checks can be performed in three
locations. Most of the time, the invariants are checked at the final state of the
principal who initialized the protocol. When a trusted component that initiated
an interaction transitions to its final state, the interaction has concluded and the
invariants should check if there is enough information available for the initiator to
reject compromised inputs. Often the final state of the component which initiated the
interaction is a check state from which the component would transition to a commit
state to indicate success or otherwise signal an error. The check state is the last state
in the model, and the commit state need not be explicitly included. The invariants can
also be evaluated after a transition from untrusted to trusted component, there the
invariants again check if there is enough information so that the inputs to the trusted
component can be verified. Often, however, there will not be enough information
at an individual state transition to verify the inputs, and the protocol is meant to
be verified when it completes. Nevertheless, for some architectures, there may be
available information at the intermediate states and the integrity should then be
checked. For example, the SP architecture [104] requires each trusted software module
(TSM) to be encrypted with a key specific to the hardware processor. When starting
up a TSM on SP, integrity and confidentiality checks can already be done when the
TSM is loaded on the processor (since it has the proper decryption keys). Finally,
the checks may be performed at the final state of a component where the protocol
finishes. For example, if a protocol execution does not return to the initiator, e.g. X
sends message to Y, Y sends message to Z, end, then the final recipient, Z, would have
a commit state and the models could check for the attacks there. All these checks
assume that all the messages arrive in the protocol model. Dropping of messages by
untrusted components can be modeled as sending a null message, it is a special case
of a fabrication attack where the attacker sends a null message.
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B. Confidentiality Invariants for Protocols and Interactions
The confidentiality related invariants are generated using the heuristics listed in Table
5.6. During the execution of the model, the component has access to various values,
including ones tagged with a conf tag to indicate the need for confidentiality protection of that value. When the final state of an untrusted component has been reached,
the untrusted component has seen all the inputs. Now, the untrusted component
could try to combine all the information it has obtained in all of its states to try to
break confidentiality of some of the messages (e.g. it has seen encrypted cipher text
in some state, and decryption key in another).
For each value tagged as confidential, the invariants check that the value is also
tagged as encrypted (i.e. it has a decryption key associated with it). If a value is
not encrypted, a blatant confidentiality violation exists, if this plaintext value reaches
an untrusted component. For each value tagged as confidential and encrypted, the
invariants search through all the other values to see if there is a decryption key
(match value of the variable to the dkid of the encrypted value). If the untrusted
component has access to an encrypted value and the key, it can obtain the plaintext,
thus violating confidentiality. The above heuristics are consistent with our assumption
of strong cryptography and that the attacker is not able to break the asymmetric or
symmetric key cryptography, unless they have access to the proper key.
Table 5.6: Confidentiality Invariants for Protocols and Interactions
Invariant
Prot-Conf-1
Prot-Conf-2

Description
For each value tagged conf check if it is in encrypted form, and
for each value tagged conf and in encrypted form, check if matching decryption
key (dkid) has not been seen by this untrusted component.

These invariants are evaluated when the last state of each untrusted component
is reached. The invariants could also be evaluated at the different states of the
untrusted component and the model could stop as soon as the first invariant fails.
However, this requires slightly more complicated invariants, due to extra checks for
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when the invariant should fire. Given that our models run quite quickly, on the order
of seconds, evaluation at the end state of an untrusted component seems reasonable.
If the models were to run on the order of minutes or longer, it would be worthwhile to
re-write the invariants to check earlier states and not wait until the end of the model
execution.
C. Integrity Invariants for Mechanisms
We now discuss integrity, and also confidentiality, invariants for trusted security mechanisms, which are different from those for external protocols and internal interactions
since they do not pass through untrusted components.
For integrity, the security checks should not only consider correct functional behavior, but also ensure security. For example, a correct functional implementation of
a write to address B is to store some data at address B. From the security perspective, however, the write should only be permitted if the subject invoking the write
has permissions to write to address B. In Table 5.7 we list heuristics for generating
checks to augment the functional verification of mechanisms to also check for potential
integrity breaches.
Table 5.7: Integrity (Inte) Invariants for Mechanisms
Invariant
Mech-Inte-1

Mech-Inte-2

Description
When the mechanism is adding protections to an object,
(a) is the protection information validated, or
(b) is the protection information measured for future checking?
When the mechanism is writing or appending to an object,
(a) is the subject checked to see if it is permitted to perform the write or
append, or
(b) is the appended data marked with unique identification of the subject for
later checking, or
(c) is the written data marked with unique identification of the subject for later
checking and a time of the write?

These invariants are evaluated in the various states of the mechanism. The MechInte-1 checks are performed when the model of the mechanism finishes execution.
The states where the protection information is validated or measured are identified
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through a special flag in the model, set to true when the state is visited. At the end,
the model should only finish if the flag was set to true. If the model finishes but the
flag is not set, that means that somehow the protection validation or measurement
were skipped. The Mech-Inte-2 checks are performed in the states which implement
the access to the object. For Mech-Inte-2 (a), the checks validate who is making
the access, essentially checking what was the previous state before the access and if
that state represents a part of the mechanisms that is allowed to make the access.
They can also be implemented by logging, in the model, who is making accesses and
checking at the end that unallowed parts never made accesses. If Mech-Inte-2 (a)
cannot be validated, then (b) and (c) checks validate the the data being written or
appended contains the unique identifier (and time for write). The exact validation is
dependent on data type and format.

D. Confidentiality Invariants for Mechanisms
Functional verification of the mechanisms checks that they execute “correctly”. The
correct functional behavior may not be the same as correct functional behavior when
also considering security. For example, a correct functional implementation of a
read operation from address A is to return data stored at A. From the security
perspective, however, the read should not only return data from address A, but should
also check that the subject requesting the read of the object is indeed permitted to
access it (authorization) and that the data at address A has the latest value stored
at that address (memory integrity). In Table 5.8 we list heuristics for generating
checks to augment functional verification of mechanisms to also check for potential
confidentiality breaches.
These invariants are evaluated in the various states of the mechanism. The MechConf-1 checks similar to Mech-Inte-1. The Mech-Inte-2 checks are performed in the
states which implement the access to the object. For Mech-Conf-2 (a), the checks
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Table 5.8: Confidentiality (Conf) Invariants for Mechanisms
Invariant
Mech-Conf-1

Mech-Conf-2

Mech-Conf-3

Description
When the mechanism is adding protections to an object,
(a) is the protection information validated, or
(b) is the protection information measured for future checking?
When the mechanism is reading or copying from an object,
(a) is the data returned in encrypted form, or
(b) if it is not in an encrypted form, is the subject checked to see if it is
permitted to perform the read and access plaintext?
When the mechanism reaches a state in which protections for an object are
reduced or all together removed,
(a) has all sensitive data in that object been scrubbed?

validate that the output data is in encrypted form. The exact validation is dependent
on data type and format. If the data cannot be validated that it is encrypted, then
check Mech-Conf-2 (b) is similar to Mech-Inte-2 (a); the checks validate who is making
the access, essentially checking what was the previous state before the access and if
that state represents a part of the mechanisms that is allowed to make the access.
They can also be implemented by logging, in the model, who is making accesses and
checking at the end that unallowed parts never made accesses. The Mech-Conf-3
checks are performed in any state where the protections of an object are potentially
reduced or remove; the checks ensure that before visiting this state, a “scrub” state
was visited that cleared the data.

5.4.6

Towards Entire System Verification

Our presented methodology focuses on the security verification of the various external
protocols and internal interactions. Although security verification of these interactions is a significant step, still verification of the individual parts may not necessarily
mean that the whole system is secure when the parts work together. This is a wellknow difficult problem of composition, which we leave as future work.
We suggest, however, one way that designers could gain some confidence that the
protocols work together as expected. We propose the use of the idea of pre- and
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Figure 5.6: Conceptual drawing of pre- and post-conditions in relation to the model.

post-conditions. These pre- and post-conditions will not be automatically evaluated
through our verification methodology, but serve as a means for designers to make sure
they understand what conditions need to hold when a protocol is executing.

Pre-conditions
Pre-conditions for a given interaction are a set of 2-tuples which lists the other completed interactions and flags (or conditions) that should hold at the end of these
previous interactions, preconditions “ txinteractioni , f lagsi y, ...u. The interaction is
a name of a protocol or interaction that has had to have already finished successfully.
The flags denote some system values that should be true at the end of that protocol’s or interaction’s completion. If any of the required interactions has not finished
successfully (indicated by flags being set to null, H) then the current protocol should
not be executed and should terminate immediately. If the required protocols have
finished, but the flag values do not match the values in the preconditions set, then
the current protocol should not be executed and should also terminate immediately.

Post-conditions
Post-conditions are conditions assigned some value representing the end state if the
protocol or interaction completed successfully. If the protocol did not complete be255
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cause the pre-conditions were not valid in the first place, or there was an error during
execution, then the post-conditions are set so as to represent an invalid value. For
the flags and their values, when an interaction completes, the flags would be set to a
specific value, or are set to null, H, if the interaction did not complete successfully.
Incorporating Pre- and Post- Conditions into the Design
Figure 5.6 shows the pre- and post-conditions conceptually, in relation to the model.
Our security verification checks the individual model, this is the part between the preand post-conditions. When designers have checked each interaction, they can create
a list of the pre-conditions. In their design, these pre-conditions should be checked
before a protocol executes. The designers can also create a list of the post-conditions
that should be set when the protocol successfully finishes. Incorporating these checks
into the design may require the addition of secure storage locations (to store results
of previous protocols) and extra accesses to perform the checks. Sometimes, however,
this is already done implicitly. For example, in the HyperWall architecture presented
in Chapter 4, a successful launch of a VM is indicated by a valid entry in the TEC
(Trust Evidence and Configuration) tables. A valid TEC entry is then a pre-condition,
for example, for the trust evidence telemetry protocol (see Section 6.5) to execute.
In such cases, no extra preconditions are needed.

5.5

Modeling with Finite-State Modeling Tools

In this work, we use the finite-state model checker Murphi [67] to realize our methodology. Murphi uses enumeration to check all states a system can reach. Thus it can
explore the state space of a system and check invariants at the different states. To
model a system, states of the components are specified, as well as a set of rules which
define the next-state functions. Each rule consists of a guard and a set of actions.
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Only if the guard condition is true are the actions executed to proceed to the next
state. The initial state of the system is described by the startstate. Murphi code execution starts in the startstate and searches for all possible states in a breadth-first
manner. At each state, starting with the start state, Murphi takes actions corresponding to one of the rules that had a guard condition which evaluated to true.
The actions include transition to the next state. If multiple rules evaluate to true
to produce different next states, each is explored separately which allows Murphi to
exhaustively explore all possible states. Finally, at each system state, Murphi checks
that a set of invariants are true, and will report a violation if any of them evaluate
to false. The invariants also contain guard conditions to ensure they are evaluated in
proper states (not all invariants are evaluated in all the states).
Our security verification leverages Murphi’s mode of operation, and models trusted
and untrusted components as sets of states. We use variables in Murphy code to represent values sent between the states of the different components. The values themselves
are represented as records with one field representing the value and the other fields
representing our new tags. When the code is executed, the rules associated with
states are not only used to generate the next state but are also used to appropriately
update the tags in the records representing different outputs of that state.
When a model is ready to be executed, Murphi code is translated into C code by
the Murphi compiler. The C code is then compiled and the model can be executed.
Execution ends in a success, a failure of an invariant, or the model may run out
of memory and terminate. On success, the model simply finishes execution with
a message indicating no failure. On failure of an invariant, Murphi displays which
invariant failed as well as the current value of all the variables and states. This can be
used to trace what caused the failure. We have not encountered models not finishing
execution (due to state explosion), but it can happen if there are too many states or
variables.
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5.5.1

Modeling the Basic System

Components (C) of the modeled system are defined by a set of states. For each
component, we specify a new enumerated data type where each item represents a
state of that component (S); the name of the enumerated type can represent the
name of the component. The components are instantiated by defining a variable of
the appropriate type. Each state of the modeled system is realized by a rule. A rule
in Murphi has a human readable title, followed by a set of guard conditions that need
to evaluate to true for the rule to be fired. The body of the rule contains code that
is executed when the guard condition is true. This code is used to realize any actions
performed in the state, calculate and set output values, and update the state variable
to the next state. Murphi also provides syntax to specify the initial startstate (I)
of the whole model; this is used to set initial values of all the variables in the model.
For each component, we set that component’s variable to the first state (usually the
first item in the enumerated data type). The edges between components’ states are
realized by defining variables, which we call link variables. Each edge between any
two states has an associated link variable which is composed of a “valid” flag and
an array of values being passed on that link. To generate output, a state sets the
values on the output link and sets a valid flag to true. Guard conditions of each state
include checks that all the input links are valid before the state is evaluated. The
above should be considered standard Murphi programming practice for representing
state machines. We further expanded the practice by defining each variable as a
record (to keep track of the tags) and with input-output relations (to keep track of
how different inputs affect each output).
We defined a new record type to hold the values passed on each edge (E) between
states. Each value is represented by a record that holds an in-use flag, a field to hold
the data value, an extra field to specify if the data value should be interpreted as a
cryptographic key, and a set of tags. Each value in the record has a name, followed by
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the type. The isInUse flag is a boolean, as is the isKey flag. The data is represented
by a keyid t type, which for the purpose of modeling is an integer in the range 0 to
x. The integrity and confidentially key tags are of the same type, so the code can
compare the data and key values (if the data is a key, as defined by the isKey flag).
Listing 5.1: Definition of a record type used to represent values in Murphi.
value_t : record
isInUse :

boolean ;

data :

keyid_t ;

isKey :

boolean ;

tag_prot :

prot_e ;

tag_inte :

inte_e ;

tag_inte_key : keyid_t ;
tag_conf :

conf_e ;

tag_conf_key : keyid_t ;
tag_attack :

attack_e ;

end ;

The protection tags, tag prot, specify the type of protection that the value requires: N OP ROT (no protection), IN T E (integrity protection), CON F (confidentiality protection, or BOT H. The integrity tags, tag inte, specify the type of integrity protecting primitive that the value is: HASH, M AC, SIG, or N OT IN T E.
If the value is a message authentication code, M AC, or a digital signature, SIG, then
the tag inte key is set to hold the unique key id of the key. This is the key ID of
the key that an adversary would need to fake the M AC (a symmetric key) or SIG
(the private signing key) to break integrity. The IDs are used by the invariants to
check if the untrusted component had access to the key and thus could perform an attack. The confidentiality tags, tag conf, specify the type of confidentiality protecting
primitive that the value is: EN C (encrypted value), or N OT CON F . If the value is
an encrypted value, the tag conf key is set to hold the unique key id of the key. This
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is the key ID of a key that the adversary would need to decrypt the value to break
confidentiality. The attack tag, tag attack, specify what sort of integrity attack the
value may have been exposed to: N OAT T ACK, F ABRICAT ED, REP LAY ED,
BOT HAT T ACKS. Setting the tags and propagation is discussed next, after introducing functions for input-output relations which are a set of helper functions.
We also added new functions to realize the input-output relations (R) for the
different outputs of the states. The input-output relations are realized through a
set of functions called from within a rule’s body. We have a set of functions, of
the form setXTagValFromYInputs, where X is a tag type and Y is the number
of inputs. The number of inputs also specifies how many arguments that function accepts.

For example, output1.tag attack := setAttackTagFrom2Inputs

(input1.tag attack, input2.tag attack); would be used to set output1’s attack
tag based on the tags of two inputs; here X is “Attack” and Y is “2”. We leveraged
Murphi’s function syntax, and wrote a set of such functions.

5.5.2

Untrusted Components, Attacker Capabilities, and
Tags

For the untrusted components (U), the values which they output can be in one of four
states: normal, fabricated, replayed or both, depending on the attacker’s capabilities
(A). Trusted components only output normal values. To associate this potential
attack with a value, the tag attack is used to store whether the value was tainted or
not by an untrusted component. To model this, Murphi’s rules relating to untrusted
components’ states are wrapped in rulesets, an example is shown in Listing 5.2. The
rulesets cause the rule to be evaluated for each of the values that the variable in
the ruleset can take on. In the example below, values 0, 1, 2, and 3 correspond
to attacks of normal, fabricated, replayed or both. For example, the rule will be
evaluated once with value of 0 indicating that the component should be modeled as
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if no attack is being performed; value of 1 indicating that the component should be
modeled as if a fabrication attack is being performed; etc. Thus for every state of
an untrusted component and every value output from that state, Murphi will model
potentially bad values output from the state. Inside the rule, variables such as the
attack on output value1 will be used to set the tag attack on the corresponding
output value.
Listing 5.2: Example of using ruleset in Murphi to model potential attack capabilities.
ruleset a t t a c k _ o n _ o u t p u t _ v a l u e 1 : 0..3 do
ruleset a t t a c k _ o n _ o u t p u t _ v a l u e 2 : 0..3 do
rule ...
end ;
end ; -- ruleset 2
end ; -- ruleset 1

Setting Tags, Tag Propagation, and Attack Discovery
The extra tags which we define for each value are used to aid in the attack discovery.
Once the designer specifies all the components, states and the links between the
components’ states, then the different values on these links can be initially tagged.
The protection tags are set for all the values which should be protected. The integrity
and confidentiality tags are used to identify the relevant cryptographic primitives, and
these tags should be set along with setting a unique value for each key. Finally, the
attack tags are initially set to N OAT T ACK for all values. As any value propagates
through the model and passes through an untrusted component, the attack tag will
be set according to the component’s capabilities to attack the value (i.e. no attack,
fabricate, replay, or both); and once a value is tainted as attacked, the attack tags
are propagated.
Once a value is tagged as attacked, the tag is propagated to any derived values.
If a state simply relays the input value, the output attack tag is copied from the
261

Jakub Szefer, "Architectures for Secure Cloud Computing Servers," Ph.D. Dissertation, Princeton University, May 2013.

input attack tag. If the output is influenced by two inputs, then Listing 5.3 shows
the function which sets the attack tags of the output. The resulting tag is the union
of the two input tags. If the output is based on more than two inputs, the two input
function can be applied repeatedly to combine all the inputs’ tags. Thanks to the
tag propagation, the attack tags will propagate to all the affected values when they
reach the end states of the components in the model. The invariants will then use
those tags to check for potential attacks.
Listing 5.3: Example of tag propagation for attack tags from two inputs.
function s e t A t t a c k T a g V a l F r o m 2 I n p u t s ( input1tag : attack_e ; input2tag :
attack_e ) : { NOATTACK , FABRICATED , REPLAYED , BOTHATTACKS };
begin
switch ( input1tag )
case NOATTACK :
switch ( input2tag )
case NOATTACK :
return NOATTACK ;
case FABRICATED :
return FABRICATED ;
case REPLAYED :
return REPLAYED ;
case BOTHATTACKS :
return BOTHATTACKS ;
end ;
case FABRICATED :
if input2tag = NOATTACK | input2tag = FABRICATED then
return FABRICATED ;
else
return BOTHATTACKS ;
end ;
case REPLAYED :
if input2tag = NOATTACK | input2tag = REPLAYED then
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return REPLAYED ;
else
return BOTHATTACKS ;
end ;
case BOTHATTACKS :
return BOTHATTACKS ;
end ;
end ;

Based on the attack tag propagation rules, we have defined a set of functions to
implement them in the Murphi code; Listing 5.3 shows one of the functions, although
Murphi syntax has been altered for easier readability. This realizes the attack propagation we explained in Section 5.4.4. Following that section, the protection tags
are not automatically propagated, as the designer specifies the needed protections for
all the values on all the links when the model is written. For encrypted values, if
an output is derived from inputs at least one of which was marked as an encrypted
value then the output is also tagged as encrypted and the key ID is copied (e.g. to
model an attacker transforming encrypted input and trying to send it out). For hash,
MAC or signature values, the designer needs to mark all the tag and key ID values
appropriately when the model is written. The tag propagation could potentially be
further automated, but our focus was on the attack tags.

5.5.3

Security Invariants

The invariants have guard conditions to specify when the invariant should be evaluated. The body of the invariant should evaluate to true for the invariant to pass.
During execution, if the invariant body evaluates to false, that means the invariant
was violated. A skeleton of an invariant is specified in Listing 5.4.
Listing 5.4: Example of invariant specification in Murphi.
invariant " Some descriptive invariant name "
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-- guard condition
->
-- do condition checking here
end ;

Both confidentiality and integrity invariants have similar structure. The guard
conditions are used to specify when the invariants are evaluated. Following our specification in Section 5.4.5, the invariants need to be evaluated at different points. For
example, if there is one untrusted component then confidentiality invariants will only
be evaluated at that point. If there are two untrusted components, then they need
to be evaluated at two points. In practice, for each point where they need to be
evaluated the invariant code is copied and the guard condition set appropriately. For
this, if there is one untrusted component then there will be 2 confidentiality invariants (recall Section 5.4.5) in the code, if there are two components then there will
be 4 invariants, etc. These are the same invariants, but they are replicated for each
evaluation point.

5.5.4

Running Murphi

The actual verification is performed by compiling the Murphi code into C code, compiling the C code into an executable, and running the executable to check if any invariants fail as the model runs. In our realization of our security verification methodology
in Murphi we introduced the notion of wrapping rules for untrusted invariants in rulesets to simulate their attack capabilities, adding attack tags, functions for propagating
the tags, and our integrity, and also confidentiality, invariants. Compared to our initial work [184], this method reduced the number of Murphi states explored and rules
fired in models by about 10x. The runtime is also somewhat shorter. The state space
increases due to each value having associated tags, which we did not define before.
However, previously we had to wrap each rule (even for trusted states) in rulesets, to
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simulate input of potentially attacked values, which significantly increases the states
which need to be explored and rules fired. Having the tags and the tag propagation
reduces this, and resulting in better Murphi performance.

5.6

Graphical Feedback

Visual feedback about the structure of a state machine can be very valuable. Currently, the finite-state model checker which we are using, Murphi, does not have a
graphical output. Consequently, we have developed a simple parser which uses annotated Murphi code to generate diagrams of the state machines being modeled. This
can be a very useful design aid as it lets designers see if the code they wrote has the
expected structure. In particular, some programming bugs (e.g., incorrectly specifying the next state) can be easily seen on the generated diagrams, rather than having
to run the model, have an invariant fail and then have to go back and look through
the code to fix the problem.
Our parser uses GraphViz [76], an open source graph visualization software, to
render the diagrams. After parsing the annotated Murphi code, the parser generates
a description of the state machines in a simple text language. The description is then
passed to the dot tool, which is part of GraphViz. It uses descriptions of graphs in
the simple text language to generate graphics and can output in various file formats.

5.6.1

Muprhi Code Annotations

The code annotations are alpha numeric strings prefixed with # character. The
strings are inside Murphi comments (any line that starts with “´´” is a Murphi
comment) so that annotations are ignored by the Murphi compiler.
Murphi code is annotated with #ST AT ES keyword, to help the parser find which
enumerated types describe the states of a component. The #ST AT ES keyword can
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Table 5.9: Keywords used by parser to generate diagrams
Keyword
#STATES
#COMMITSTATE
#TPSTATE
#SENDTO
ruleset

Added or Existing
added
added
added
added
existing

Description
Helps find states of a component
Identifies components with a commit state
Identifies a trusted third party component
Describes inter-component edges
Used to identify untrusted components

be followed by the #COM M IT ST AT E keyword to indicate that the last state of
this component is the commit state of the whole protocol. The #ST AT ES keyword
can also be followed by the #T P ST AT E keyword to specify that the following states
are those of a trusted party, which provides the known-good values. We also introduce
the #SEN DT O keyword, followed by a state name and variable name, which is used
to describe inter-component edges. These keywords are shown in Table 5.9.

5.6.2

Muprhi Code Parsing

The parser, written in Python [136], reads in the annotated Murphi code and discovers the structure of the state machines being described. Once the components and
their states are discovered, thanks to the keywords, the parser can find transitions
among a component’s states. Inter-component transitions are found thanks to the
“#SEN DT O” keyword. Our parser uses these annotations to extract the names of
the values passed between the components, i.e. labels on the edges. Following our
Murphi programming style, which uses the ruleset Murphi keyword to specify how
untrusted components can affect their outputs, the parser uses this keyword to find
the untrusted components. The untrusted components are identified in the diagrams
and have their states rendered in gray with a bold white outline.
In the next chapter, our verification methodology is applied to the HyperWall architecture as a case study. The figures of HyperWall’s external protocols and internal
interactions in that chapter have been generated with help of our parser (with minor
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manual tweaks). Thanks to the parser, over 1000 lines of Murphi file are concisely
captured in the graphical representations of each protocol.

5.7

Summary

In this chapter we presented our security verification methodology, which is applicable to hardware-software security architectures. We specified general-purpose security
invariants for checking integrity, and also confidentiality, of external protocols, internal interactions and security mechanisms. We presented how untrusted components’
capabilities can be systematically defined. Rather than look for known attacks, the
invariants use capabilities of the untrusted components to check if they could result in
an attack. To realize the methodology, we introduced a notion of tags and tagging values within a Murphi model. We showed how to specify the tags and propagate them.
The tags are used by the invariants to check if different values have been compromised
by an untrusted component, and if that can lead to an attack. Murphi was further
complemented with a parser, which can generate graphical diagrams of the protocols
being modeled. These contributions together create a design-time methodology that
can be used by architects to check the critical parts of their security architectures.
By focusing on individual protocols, interactions, and security mechanisms, we can
check parts of the architecture without running into the state explosion problem if
we tried to model larger parts, or an entire architecture. While we do not focus on
the composability problem for verifying the system from individually verified parts,
we suggest that this may be done with pre-conditions and post-conditions for each
individual model.
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Chapter 6
Case Study: Security Verification
of the HyperWall Architecture
We apply our security verification methodology presented in the previous chapter to
the HyperWall architecture as a case study. The security verification has led us to
discover a small number of improvements to the original HyperWall design. Note that
the HyperWall design presented in Chapter 4 already includes these improvements.
The design of the security verification methodology was motivated by the current
lack of a systematic methodology for verifying hardware-software security architectures. Having developed such a methodology, we now apply it to the external protocols, internal interactions, and security mechanisms of the HyperWall architecture.
Most of the models are on the order of 1000 lines of Murphi code and are able to be
executed in a matter of seconds on commodity hardware. While most of the protocols
passed verification, the methodology did discover a flaw with one protocol. Modeling efforts themselves also resulted in updates to the design as we worked on the
models and thought more methodically about the various mechanisms. The verification results are summarized in Section 6.8 along with a summary of the verification
complexity (see Table 6.2).
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The security-critical parts of the HyperWall architecture we have identified are
shown in Table 6.1 along with the security mechanisms that they rely on. As presented
in Chapter 5, we have identified external protocols (EP), internal interactions (II)
and the security mechanisms (SM) as the crucial parts that require security checking.
Shaded entries in Table 6.1 were verified to validate the methodology presented in this
dissertation, with focus on the VM initialization, VM runtime, and VM terminate
phases of the system. From within these phases, we selected a few representative parts
for modeling. The VM startup and secure channel establishment protocols show how
a customer starts and connects to the remote VM. The VM launch mechanisms show
how the protections are setup for the VM. The trust evidence protocol, suspend and
resume internal interactions and runtime memory update mechanism are examples of
operations which happen during a VM’s runtime. Finally, VM terminate mechanism
shows how to clean up after a VM when it is terminated.
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270
[ VM Launch ]

vmlaunch
instruction, check
memory map,
setup protections
in CIP table

Security
Mechanisms (SM)

VM Initialize
VM Startup
& Attestation

Internal
Interactions (II)

Model
External
Protocols (EP)

sign bytes
instruction

VM Secure
Channel
Establishment
[ Sign VM’s
key ]
Memory
access
checks

VM Runtime
Trust
Evidence
Request
[ Read Trust
Evidence data
and signature ]
Trust
Evidence
Collection
(runs
orthogonally)

Hash &
encrypt
registers

VM Suspend
& Resume

Runtime
memory
update

Memory
ballooning

Scrub VM’s
protected memory

VM
Terminate

VM Termination

Table 6.1: Security-critical parts of the HyperWall architecture requiring security verification. Shaded entries show the external
protocols (EP), internal interactions (II) or security mechanisms (SM) verified in this chapter. Internal interactions shown
inside square brackets are intermediary interactions subsumed in the external protocol shown above them.
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6.1

VM Startup External Protocol

The first HyperWall protocol we model assures customers, after they make a request
to start a virtual machine with the customer’s specified protections, that a virtual
machine matching their specifications has indeed been started on a trusted hardware
platform.
Protocol Model: Figure 6.1 below shows the external protocol with the involved
components.

Figure 6.1: Model of VM Startup Protocol; the Hypervisor/Network component is
untrusted in this protocol. The signature is calculated using the Equation (4.1), note
that for modeling we combine VMID, VCID and VCcount from that equation into
the VID in the model. The VM launch is described in more detail in the security
mechanism checked in Section 6.2, (A) corresponds to the triggering of the mechanism’s operation in Figure 6.3, and (E) corresponds to when the mechanism finishes
and this external protocol continues.

Preconditions: None, this is the initial external protocol.
Protocol Description: The customer component “starts” VMs by specifying a
nonce, N C, the virtual machine image V MIM G , and the desired set of confidentiality
and integrity protections for the virtual machine, V MP ROT . This “start VM” message
is sent over the network to the hypervisor, which creates a data structure representing
a VM. As the network and the hypervisor are potential attackers, the values sent could
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be altered (fabricate different values or replay old values). The network and hypervisor
are both untrusted and have the same attack capabilities; thus they are collapsed into
one component for the purpose of modeling. After the VM is prepared, the processor
is invoked to start the VM, through a VM Launch instruction. The microprocessor
hardware launches the VM. It assigns the VM identifier, V ID, and signs – with its
secret key SKhw – values that will define the VM: N C, V ID, hV MIM G , hV MP ROT ,
and T E. The hV MIM G and hV MP ROT are the hash of the image of the started virtual
machine and the hash of the requested protections, respectively. They are generated
by the VM launch mechanisms invoked when the VM is launched. T E is the initial
trust evidence, where initially the counters should be zero. However, sending its
initial state helps ensure proper setup by hardware. The five values which form the
signature, the signature itself, Sig, and a certificate from the hardware manufacturer
with the verification key needed to check the signature, Cert V Khw are sent back to
customer. Cert V Khw is signed by the hardware vendor (a trusted party).
Security verification of the protocol checks that the customer component has
enough information to reject the received values if any attacks on integrity have been
performed. To aid the verification, and following our methodology, we have added
two extra states to make explicit information available to the customer and processor.
In particular, the customer knows the certificate for the manufacturer Cert M f g and
the initial expected value of T E. The processor knows the key, SKhw that it uses to
make the signatures. It also has a certificate for the corresponding public key, V Khw ,
for recipients to verify its signatures. This information is made explicit as inputs from
the two trusted party states, T P 1 and T P 2.
Potential Attackers and Attack Capabilities: For this protocol, we are concerned with the Network/Hypervisor component fabricating or replaying values as it
passes them to the processor, or when it returns values back to the customer.
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Security Invariants: This protocol focuses on integrity of the start up values
received, so the integrity invariants are used to check the protection of N C, V ID,
hV MIM G , hV MP ROT , T E, Sig and Cert V Khw by having the values tagged in the
model as requiring integrity protection, IN T E. The hypervisor is modeled as having
the capability to fabricate values (triggering Prot-Inte-F-* invariants) and replay values (triggering Prot-Inte-R-* invariants). All eight integrity invariants are included
in the verification code (Prot-Inte-F-1, Prot-Inte-F-2, Prot-Inte-F-3, Prot-Inte-F-4,
Prot-Inte-R-1, Prot-Inte-R-2, Prot-Inte-R-3 and Prot-Inte-R-4 in Tables 5.4 and 5.5).
The invariants will be evaluated when the customer’s check state (end state) is reached
to check that the customer has enough information to reject any fabricated or replayed
values.
Verification Results: The security verification passes when the check state is
reached. The integrity of N C, V ID, T E, and Cert V Khw is evaluated by Prot-InteF-1 (check fabrication of values) and Prot-Inte-R-1 (check replay of values) invariants.
N C and T E satisfy case (a) (there are known good values to compare against) for
these invariants. For Cert V Khw there is the Cert M f g that can be used to compare
against it and verify it, while V ID satisfies case (d) (there is a signature that includes
this value) and a chain of certificates to verify the verification key of the signature.
The integrity of hV MIM G and hV MP ROT is evaluated by Prot-Inte-F-2 (check
fabrication of values) and Prot-Inte-R-2 (check replay of values) invariants since it
is a hash primitive. The hashes are included in the signature, Sig, so the invariants
pass.
The integrity of Sig is evaluated by Prot-Inte-F-4 (check fabrication of values)
and Prot-Inte-R-4 (check replay of values) invariants since it is a signature primitive.
For fabrication, the signature passes as within the model, neither the network nor the
hypervisor have access to the private signing key SKhw (hence they cannot fabricate
the signature) and the customer has access to a chain of certificates that allows for
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him or her to verify the signature. For replay, the signature passes as within the
model the customer has access to the fresh nonce, N C, that he or she generated for
this run of the protocol, which is part of the signature.
The security invariants pass when the check state is reached. This protocol is
an example of the proper use of signatures to ensure that attacks are not possible.
The verification passes as all received values either have a known “good” value that
the customer can compare against or there is a signature and a chain of certificates
that can vouch for a value. The (trusted) manufacturer’s certificate, Cert M f g, is
used to check the server’s certificate, Cert V Khw ; the server’s certificate in turn is
used to check the signatures. In particular, the V ID is not known before the start of
the protocol, but because it can be checked with the signature Sig, the value cannot
be spoofed. This protocol also properly uses nonces as the N C is generated by the
customer in its initial state and can later be compared to the received value.
Verification Complexity: The Murphi verification file for this protocol took
less than 1200 lines. Executing the code resulted in 6216 states and 11404 rules fired
in less than 1s (see Table 6.2).

6.2

VM Launch Mechanisms

The key mechanism behind VM startup is the VM launch and the vm launch instruction. We augment the usual vm launch instruction to trigger our HyperWall
VM launch related operations. A hypervisor issues this instruction, at which point
the launch mechanism takes over.
Mechanism Model: Figure 6.3 shows the flow chart of the VM Launch mechanism. The five different phases of the operation of the mechanism are highlighted.
Note these are different from the system operation phases we discussed before. The
state machine is triggered as part of the VM startup external protocol shown in Figure
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6.1. Conceptually, the execution jumps into this state machine when (A) is reached
in Figure 6.1 and jumps back to the startup external protocol when (E) finishes.
Phases (A) - (E) are parts of the mechanism. The mechanism is triggered when
the hypervisor tries to start a new VM, as part of the VM startup & attestation
external protocol. In (A), the hardware first checks if there is an available TEC
table entry so that a VM can be launched. In (B), the memory holding page tables
is protected. In (C), the pre-CIP memory pages are protected. In (D), the actual
memory pages of the VM are protected. This mechanism builds on today’s commodity
systems that use two levels of page table and contain hardware support for page table
walking. Virtual to guest physical memory address translation is done using page
tables maintained by the guest OS inside each VM. Guest physical to machine memory
address translation is done using page tables maintained by the hypervisor. Our
protections focus on protecting the guest physical memory of the VMs. Consequently,
the hardware controls and protects access to the guest physical to machine memory
page tables. The V M p2m register holds machine address of the guest physical address
(GPA) to machine memory address (MA) translation table. These tables are traversed
when protections for VM pages are being added in (D), shown in shaded portion in
Figure 6.3. Our mechanism triggers the page table walking hardware to obtain the
data for each page from the page table: GPA (guest physical address of the page),
MA (machine address of where that page is mapped into) and Flags (flag bits from
the page table entry). The description of the page table mechanisms can be found in
Intel manuals, e.g. [9]. However, the details of the page table walking state machines
are not publicly available. For the modeling, we include two key steps of the page
table traversal: reading page table directory and page table entries. The output of
the page table walking is the two addresses and the flag bits. The mechanism finishes
in phase (E). There, the hash measurements are taken by the hardware and the VM
is actually launched.
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Figure 6.2: Review of addresses needed in looking up and setting protections.

As a review, Figure 6.2 shows the addresses needed in looking up and setting the
protections. This is a more conceptual drawing of part (D) in Figure 6.3. Also, Section
4.4.2 previously explained the addressing and how pre-CIP tables store protections
for the GPA of the VM’s pages. Key idea is that the page tables provide GPA to MA
mapping for each of the VM’s pages. Once that is obtained, the GPA can be used
to look up the requested protections in the pre-CIP tables. The MA can be used to
look up in the CIP tables if the page is in use, and if it is not in use then set the
protections.
Mechanism Description: The VM is setup by the hypervisor. It copies the
customer’s nonce, NC, into the new HyperWall register; it copies VM image into the
memory; it sets up page tables and sets the machine address where the page tables
start in the V M p2m pointer; it copies VM protections to memory and sets the machine address where they start in the V M prot pointer. The VM launch can now begin
when a vm launch instruction is executed by the hypervisor. The processor captures
this instruction and atomically launches the VM. During this time the hypervisor is
no longer running and the VM has not yet started.
(A) First, the TEC tables are consulted to find a free entry where the information
about the VM will be stored. (B) Second, once a free VM entry is found, the page
tables are protected. The hardware starts by reading the VMp2m pointer to get
the machine address of the location of the page tables. The memory pages are then
traversed so that all the memory holding the page tables can be found. Each machine
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Figure 6.3: Model of VM Launch Mechanisms. Note that the “page tables” in the
figures in this chapter refer to the guest physical to machine page table mapping
maintained by the hypervisor. Also, MA refers to the machine addresses, while GPA
refers to guest physical addresses. Square boxes are states or sequences of states of
the security mechanisms.

page taken up by the page table data, is checked to ensure it is not in use, else VM
launch is aborted. If there is no error, each memory page taken up by the page tables
is protected by writing its corresponding entry in the CIP table (using the machine
address as the index) to deny hypervisor and DMA access. (C) Third, the protection
information, pre-CIP, is located, by reading the machine address from the V M prot
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register. Now, the machine memory addresses of pages which hold the pre-CIP data
can be read and checked that the pages are not in use. If there is no error, each
page that holds pre-CIP data is set to be protected by writing an entry in the CIP.
Recall from Section 4.4.2 that the pre-CIP stores a mapping from guest physical
memory page address to protections requested for that page. Now that the pre-CIP
is protected, the hypervisor will not be able to alter the protection specification. Also,
since the guest physical memory to machine memory page tables have already also
been protected, the hardware has now access to both pieces needed to determine the
protections that should be assigned to each machine memory page (guest physical
address Ñ protections mapping comes from the pre-CIP data, and guest physical
address Ñ machine address mapping comes from the page tables). (D) Fourth, the
memory of the VM can finally be protected. The page table walking hardware is
triggered to obtain machine address (MA) for each guest physical address (GPA)
for pages that the VM is using. For each page, the guest physical address and the
assigned machine address is obtained from the page tables. Next, the CIP tables are
read (using the machine address as index) to see if the machine page is currently in
use. If the page is available, the pre-CIP is read (using the guest physical address) to
find the requested protections for the pages and then the CIP table is written (using
the machine address again as the index) with the protections for that page. The
process repeats for all of the pages of the VM, based on the information in the page
tables. (E) Finally, the hashes of the VM image and VM protections (the pre-CIP)
are generated. The page table page count is saved in the TEC table entry for the
VM, and the VM is actually launched.
Security Invariants: First, an integrity invariant checks whether the mechanism
verifies the protection information, or measures it for future checking (Mech-Inte-1).
Our invariant checks that the “generate hashes” state is always entered before the VM
launch finishes. In the “generate hashes” state, the VM image and VM protections
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(pre-CIP) are measured for later attestation. If this step was to be skipped, then
there would be no information that the customer could use to verify the VM image
and protections that were started. Second, there are writes (to the CIP tables)
and an integrity invariant needs to check if the subject is permitted to do the write
(Mech-Inte-2). Our invariant is that the writes to CIP come from our hardware
mechanisms.
Third, since there are data reads, a confidentiality invariant needs to check whether
the mechanism verifies the protection information, or measures it for future checking
(Mech-Conf-1 from Section 5.4.5). This is so that the protection can later be correctly
enforced. This is essentially the same check as for integrity. In the case of this
protocol, measurements are done through hashes; hash generation is shown in part (E)
of the Figure 6.3. Fourth, there are reads (from the CIP tables) and a confidentiality
invariant needs to check if the reader is allowed to perform the read, or if data is
returned in encrypted from (Mech-Conf-2). Our invariant checks that the reads of
CIP come from our hardware mechanisms. Because VM launch does not involve
freeing data, the last of our confidentiality invariants for mechanisms is not used
(Mech-Conf-3).
Note that our work focuses on verification of the design of the mechanisms. We
do not tackle the issue of a malicious foundry which may produce hardware that does
not match our (verified) design. This is an orthogonal research problem, which has
been partly investigated through work such as on hardware metering [31].
Verification Results: The verification passes when the end state is reached.
Unless the launch is aborted due to an error (in which case the VM is not started)
the “generate hashes” state is always visited as the second-to-last state; this satisfies
Mech-Conf-1 and Mech-Inte-1. The model keeps track of whether the reads or writes
to TEC tables or CIP tables were accessed by the trusted hardware or some other
entity. If the access was not done by the trusted hardware, the mechanism aborts the
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VM launch. The Mech-Conf-2 and Mech-Inte-2 invariants are satisfied as the last
state is never reached when there is an error (if TEC or CIP table access was done
by an untrusted component an error is returned).
Verification Complexity: The Murphi verification file for this mechanism took
less than 500 lines of code. Executing the Murphi code resulted in 19 states being
visited and 21 rules firing. Model execution time was 0.6s (see Table 6.2).

6.3

VM Secure Channel Establishment Protocol

The next HyperWall protocol we model is used by customers to obtain a public-private
key-pair that can be used to securely communicate with the remote VM (after it has
been started).
Protocol Model: Figure 6.4 shows the external protocol with the involved components.

Figure 6.4: Model of VM Secure Channel Establishment Protocol; the Network and
Hypervisor components are untrusted in this protocol. The signature is generated
with the sign bytes instruction, previously defined in Equation (4.4).

Pre-condition: The VM startup protocol has successfully finished (customer
accepts the protocol run and no attack was detected) and a VM identified by V ID
was launched.
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Protocol Description: The customer component only starts this protocol once
the VM Startup protocol has committed and no attack was detected. The customer
generates a nonce, N C and sends the request to the remote VM identified by the
V ID. The message is forwarded to the VM, which generates a public-private key
pair (EKvm and DKvm ) and stores it in its protected memory. The sign bytes
instructions is then used by the VM to get the public portion of the key signed by
the hardware, using the hardware’s SKhw key. The processor will bind the VM’s key
to its hardware key through a signature, Sig, and later the customer can use the Sig
to make sure it received the key from the same system where it started the VM.
The handshake does not use a third-party trusted authority for the customer and
employs the SKhw as the key-signing authority for the virtual machine. The SKhw
should be the same as used in the VM Startup integrity protocol, otherwise this is
some different virtual machine (i.e. a virtual machine running on a different server)
than the one that was originally started. The Network/Hypervisor component is
untrusted and thus may perform integrity attacks on the N C and V ID which are sent
to the VM. The VM communicates with the processor via the sign bytes instruction
which bypasses the hypervisor, thus these inputs cannot be attacked when sent to
the processor, see Section 4.5.12. Nevertheless, all the values (N C, V ID, EKvm ,
size of EKvm ) and the generated Sig can be attacked as they are relayed back to
the customer. This is different Sig than one used in the VM launch protocol.
To aid the verification, we have added two extra states to make explicit information
available to the customer and the processor. In particular, the customer knows the
certificate for the manufacturer Cert M f g and the previously received Cert V Khw
that it received in the VM Startup protocol. The customer also knows the priv level,
which is the privilege level of the entity which triggered the sign bytes instruction;
it should be guest OS privilege level, i.e. ring 0. The processor knows the key, SKhw
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that it uses to make the signatures. This information is made explicit as inputs from
the two trusted party states, T P 1 and T P 2.
Security Invariants: This protocol focuses on the integrity of the key received
to later establish the secure channel. The integrity invariants are used to check the
protections of N C, V ID, EKvm , size of EKvm and Sig by having the values tagged
in the model as requiring integrity protection, IN T E. The Network/Hypervisor
are modeled as attackers having the capability to fabricate values (triggering ProtInte-F-* invariants) and replay values (triggering Prot-Inte-R-* invariants). All eight
integrity invariants are included in the verification code (Prot-Inte-F-1, Prot-InteF-2, Prot-Inte-F-3, Prot-Inte-F-4, Prot-Inte-R-1, Prot-Inte-R-2, Prot-Inte-R-3 and
Prot-Inte-R-4). The invariants will be evaluated when the customer’s check state is
reached to check that the customer has enough information to reject any fabricated
or replayed values.
Verification Results: The security verification passes when the check state is
reached. The integrity of N C, V ID, EKvm and size of EKvm is evaluated by
Prot-Inte-F-1 (check fabrication of values) and Prot-Inte-R-1 (check replay of values)
invariants. N C and V ID satisfy case (a) for these invariants (there are known good
values to compare against), while EKvm satisfies case (d) (there is a signature that
includes this value).
The integrity of Sig is evaluated by Prot-Inte-F-4 (check fabrication of values)
and Prot-Inte-R-4 (check replay of values) invariants since it is a signature primitive.
For fabrication, the signature passes as within the model, neither the network nor
hypervisor have access to the key (hence they cannot fabricate the value) and the
customer has access to the appropriate certificate chain. For replay, the signature
passes as within the model, the customer has access to the fresh nonce, N C, which
is part of the signature.
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Verification Complexity: The Murphi verification file for this protocol took
less than 1400 lines. Executing the code resulted in 888 states and 1644 rules fired in
about 0.5s (see Table 6.2).

6.4

VM Suspend & Resume Internal Interaction

The VM Supsend & Resume internal interaction occurs when the VM is suspended by
the processor and later resumed. Figure 6.5 shows the original suspend and resume
interaction. There is a flaw that we discovered in the original design of this interaction,
which we discuss below.
Protocol Model: Figure 6.6 shows the modified interaction where the processor
saves a nonce into the TEC tables, and later the TEC tables are read before the VM
is resumed.

Figure 6.5: Model of the original VM suspend & resume internal interaction. The
HW Regs represent the HyperWall registers, including the N C nonce value, the program counter P C, general purpose registers GP Regs, and the keyed hash M AC over
these values, generated using the processor’s Khash key. The MAC generation is described in detail in Section 4.5.7. Note, no values are passed between S PROC SUSP
and S PROC RES states as processor gets all its values from the registers (except
the hashing key).

Pre-condition: A VM has been successfully started, no attack was detected, and
there is a TEC table entry for that VM.
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Figure 6.6: Updated model of the VM suspend & resume internal interaction. The
HW Regs represent the HyperWall registers, including the N C nonce value, the program counter P C, general purpose registers GP Regs, and the keyed hash M AC over
these values, generated using the processor’s Khash key. The V N scnt is the suspend
count used as a nonce for VM suspend & resume which comes from the TEC tables. The MAC generation is described in detail in Section 4.5.7. Note, no values
are passed between S PROC SUSP and S PROC RES TEC states as processor gets
all its values from the registers (except the hashing key and now the VCscnt coming
from the TEC tables).

Protocol Description: When the VM is suspended, and before the hypervisor
starts executing on the processor core, the hardware generates a message authentication code (MAC) over the values of the HyperWall registers, it conditionally encrypts
the general purpose registers (if the interruption reason is not a hypercall). One of
the HyperWall registers is the N C register which holds the customer’s nonce. Once
these values are generated, the hypervisor can run. It reads all the register values and
saves them for later. This way many VMs can time-share a processor core. When a
VM is suspended, its state and the associated MAC is stored by the hypervisor (this
may even be swapped to disk).
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When the VM is to be resumed, the untrusted hypervisor writes back the values
of the registers. Originally, when a VM resumes, the processor read back the saved
registers to continue the VM’s execution. Since these values were written by the hypervisor, in the model the hypervisor was the intermediary between the processor and
the register values. The values get tainted as they pass through the hypervisor. The
processor knows the key, Khash used to generate the MAC. Creating this model and
executing it showed a problem with the “nonce” inside the HyperWall registers. The
nonce is intended to be used by the customer to make sure fresh values are reported
when requesting VM trust evidence. The original HyperWall design attempted to
re-use this same value as a nonce for VM suspend & resume. But since the processor
registers are written by the hypervisor before the processor can resume the VM, the
hypervisor can write any value into the registers. In particular, a set of previously
good values, but now stale, can be written to perform a replay attack. The “nonce”
was not actually performing its functionality as the processor had no reference value
to see if this is a fresh value.
We provide a fix for the VM suspend & resume. Figure 6.6 shows that the processor now reads a new variable, called V Cscnt (VM suspend count) from trusted TEC
tables stored in the hardware-only accessible memory. V M scnt acts as the nonce for
VM suspend & resume (N C register is kept as the nonce in the HyperWall registers
for VM trust evidence external protocol).
Security Invariants: This protocol focuses on the integrity of the VM’s state
at resume, so we utilize our integrity invariants. In the original protocol, integrity
invariants are used to check the protections of N C (part of the HyperWall registers)
and M AC by having the values tagged in the model as requiring integrity protection,
IN T E. To model the untrusted hypervisor trying to resume the VM with wrong register values, the values get tainted as potentially fabricated (triggering Prot-Inte-F-*
invariants) or replayed (triggering Prot-Inte-R-* invariants) as they pass through the
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untrusted hypervisor component. All eight integrity invariants are included in the verification code (Prot-Inte-F-1, Prot-Inte-F-2, Prot-Inte-F-3, Prot-Inte-F-4, Prot-InteR-1, Prot-Inte-R-2, Prot-Inte-R-3 and Prot-Inte-R-4). The invariants are evaluated
when the customer’s check state is reached to check that the customer has enough
information to reject any fabricated or replayed values.
Verification Results: The invariant Prot-Inte-R-3 failed in the original protocol.
This is because the M AC did not contain any real nonce that could validate its
freshness. The N C value, which came from the registers did not meet the criteria (as
it was tainted as potentially attacked after passing the hypervisor).
The updated design then was constructed where a separate nonce for the suspend
and resume was introduced, the V N scnt. The value comes from hardware-only accessible memory, the TEC tables. In the updated protocol, integrity invariants are
used to check protections of V Cscnt, HW Regs, P C, GP Regs and M AC by having
the values tagged in the model as requiring integrity protection, IN T E. Registers are
written by an untrusted hypervisor, and hence the values for HW Regs, P C, GP Regs
and M AC are tainted. But V Cscnt comes from trusted TEC tables and is untainted.
Now Prot-Inte-R-3 passes as the M AC’s freshness can be validated with the V Cscnt
value (the proper nonce).
Verification Complexity: The Murphi verification file for this protocol took
about 1000 lines. Executing the code resulted in 5040 states and 15156 rules fired in
less than 1s (see Table 6.2).

6.5

VM Trust Evidence Request External Protocol

The next HyperWall protocol we model is used by customers to obtain trust evidence
that can be used to judge the state of the remote system.
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Protocol Model: Figure 6.7 shows the external protocol with the involved components.

Figure 6.7: Model of VM Trust Evidence Request Protocol; the Hypervisor/Network component is untrusted in this protocol. The signature is generated following
Equation (4.2).

Pre-conditions: The VM startup protocol has finished with no attack detected
and a VM was launched, which can now be identified by V ID.
Protocol Description: To request the trust evidence, the customer sends a
nonce, N C, and VM id, V ID to identify the VM. The hypervisor forwards the values
to the processor. The processor generates a signature, Sig, over the current trust
evidence values, T E, for the VM, and also V ID and N C. The processor uses the
hardware key only known to itself to generate the signatures. The hypervisor is able
to read out the trust evidence and the signature, and send them to the customer.
The customer, on the other hand, has the Cert M f g and Cert V Khw to be able to
validate the signatures.
Security Invariants: This protocol focuses on integrity, so the integrity invariants are used to check the protections of T E and Sig by having the values tagged
in the model as requiring integrity protection, IN T E. The hypervisor is modeled
as having the capability to fabricate values (triggering Prot-Inte-F-* invariants) and
replay values (triggering Prot-Inte-R-* invariants). All eight integrity invariants are
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included in the verification code (Prot-Inte-F-1, Prot-Inte-F-2, Prot-Inte-F-3, ProtInte-F-4, Prot-Inte-R-1, Prot-Inte-R-2, Prot-Inte-R-3 and Prot-Inte-R-4). The invariants will be evaluated when the customer’s check state is reached to check that
customer has enough information to reject any fabricated or replayed values.
Verification Results: The security verification passes when the check state is
reached. The trust evidence, T E, can be validated with the Sig. The hypervisor does
not have access to the SKhw key, so the signature passes integrity checks. Moreover,
the customer has access to the certificates to check that the correct machine generated
the signatures.
Verification Complexity: The Murphi verification file for this protocol took
less than 1100 lines. Executing the code resulted in 136 states and 252 rules fired in
less than 0.2s (see Table 6.2).

6.6

VM Runtime Memory Update

The key mechanisms behind memory ballooning is the runtime memory update.
Whenever a memory mapping is changed, this mechanism is triggered. It checks
that any pages newly assigned to a VM are not already in use and the correct protections for these pages are set; and it also checks that any pages removed from a VM
are properly scrubbed. This memory update deals with the guest physical memory
to machine memory mapping, which is managed by the untrusted hypervisor and
hence needs to be monitored. The new mechanisms are not involved in the virtual to
guest physical memory mapping changes, which is managed by the guest OS inside
the customer’s VM.
Mechanism Model: Figure 6.8 shows the flow chart of the VM memory update mechanisms. The four different phases of the operation of the mechanism are
highlighted. Note these are different from the system operation phases we discussed
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before. This mechanism is triggered when the hypervisor updates the memory mapping by writing a new page table pointer (VMp2m). In (A), the new page tables
are protected so that neither the hypervisor nor DMA can modify them during the
update, this is same as in VM launch. In (B), the mechanisms add or remove pages
from a VM, based on the new page table; a separate path is taken for addition (B’) or
for removal (B”). Memory update requires traversing the page table entries. Similarly
to VM launch mechanism, this mechanism builds on today’s commodity systems that
use two levels of page table and contain hardware support for page table walking.
The V M p2m register holds machine address of the start of the guest physical address (GPA) to machine memory address (MA) translation table. These tables are
traversed when page table entries are being read, shown in shaded portions in Figure
6.8. Our mechanism triggers the page table walking hardware to obtain the data
for each page from the page table; the output of the page table walking is the two
addresses (GPA and MA) and the flag bits (Flags) for each page. For the modeling,
we include two key steps of the page table traversal: reading page table directory
and page table entries. The page table hardware walker is triggered in three places.
First, when the tables are read to find whether entries are added or removed and then
in each of the addition (B’) or removal (B”) paths. In (C), the old page tables are
freed, the TEC tables are updated with the new page table page count and the VM
is resumed with the new mapping having taken effect.
Mechanism Description: Memory ballooning is triggered by the hypervisor.
During memory ballooning, the hypervisor can add pages, or remove pages from a
VM, but not both at the same time. Swapping of the memory pages is not allowed.
The hypervisor writes a new page table to specify the new memory mapping. If it
is adding pages, the new mapping will have current pages assigned to a VM, and
some new pages not yet assigned to it. If it is removing pages, some of the previously
assigned pages will have the “present” bit set to 0 to indicating the page is not used
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Figure 6.8: Model of VM Memory Update Mechanisms. MA refers to the machine
addresses, while GPA refers to guest physical addresses.

anymore and our new “remove page” bit set to 1 to indicate that this page should be
removed (see Chapter 4 for details of the memory ballooning mechanisms). Once the
hypervisor sets up the page table, it writes a new VMp2m pointer and triggers VM
resume. The hypervisor is now no-longer running and the VM has not yet resumed.
The hardware recognizes update in the memory map pointer (VMp2m), which triggers
the update mechanism.
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(A) First, the memory holding the new page tables is protected; this is same as
during VM launch mechanism. (B) Second, the new page tables are now traversed
and the hardware reads each page table entry until it finds an added page or page
marked for deletion; update aborts if page swap is detected at any time. One of
the outputs of the page table walk is the Flags bits, which include our new “to-be
deleted” flag for the page table. The output of the CIP table read (using the machine
address at the index) is the current protection information. The Flags and protection
information are compared to determine if this is a swapped page, added page, to-be
deleted page or none of these.
(B’) If a newly added page is found, then this update is considered memory addition (balloon deflation). Hardware traverses the remaining pages in the new page table. For each added page, first the hardware checks that the page is not in use, else the
update is aborted. If the page is free, the pre-CIP information is consulted to find out
what protections should be applied to the page, and the CIP entry for the corresponding machine page is set. If at any time a page is found that is marked for deletion, the
mechanism aborts (as this is the balloon deflation path). When all the pages have been
explored, the mechanism compares the old total page count to the new page count
in the new page tables (old page count ? “ new page count ´ num added pages). If
there is a mismatch, then the hypervisor dropped some pages from the new mapping
without marking them for deletion; and the update has to abort.
(B”) If a page marked for deletion is encountered, then this update is considered
memory removal (balloon inflation). Hardware traverses the remaining pages in the
new page table. For each page marked for deletion, the page contents are scrubbed
and the page’s entry in the CIP table is cleared. If at any time a page is found
that is added, the update is aborted as this is the ballon inflation path. When all
the pages have been explored, the mechanism compares the old total page count to
the new page count in the new page tables (old page count ? “ new page count `
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num removed pages). If there is a mismatch, then the hypervisor dropped some
pages from the new mapping without marking them for deletion; and the update has
to abort.
(C) When either page addition or removal path is finished, the old page tables
are freed, this is the same as in VM the terminate mechanism. (D) Finally the TEC
table entry is updated with the new VMp2m pointer, the new total page count, and
the VM is resumed.
Security Invariants: No protection information is installed in this mechanisms,
so the first checks (Mech-Inte-1 and Mech-Conf-1) are not needed. In both the add
path and remove path of the mechanism, new information is written to the CIP tables
and an integrity invariant needs to check if the subject is permitted to do the write
or is the written data marked such that it can later be identified (Mech-Inte-2).
Our invariant is that the writes to CIP come from our trusted hardware mechanisms.
There are reads (from the CIP tables) and a confidentiality invariant needs to check
if the reader is allowed to perform the read, or if data is returned in encrypted from
(Mech-Conf-2). The remove path involves freeing data, the invariants need to check
that all sensitive data is scrubbed (Mech-Conf-3). Our invariant is that the scrub
machine memory page state is visited before a CIP entry is cleared for that page.
Verification Results: The checks for integrity are based on the modeling of
writes to the CIP tables (either by trusted hardware or an untrusted entity). Since
the model correctly aborts if any write is by the untrusted entity, integrity check
invariant passes (Mech-Inte-2). Confidentially invariant (Mech-Conf-2) passes as
the writes are blocked if CIP table access was done by an untrusted component
an error is returned. Confidentiality invariant (Mech-Conf-3) passes as the memory
scrub state is visited; the checks are based on ensuring that the “visited scrub state”
variable in the model is true when the state, where a CIP table entry for a page is
cleared, is entered. The variable is reset in the state that clears the CIP entry.
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Verification Complexity: The Murphi verification file for this protocol took
less than 700 lines. Executing the code resulted in 40 states and 48 rules fired in less
than 1s (see Table 6.2).

6.7

VM Terminate Mechanisms

The key mechanism behind VM termination is the vm terminate instruction which is
used to signal the hardware to terminate a VM. A hypervisor issues this instruction,
at which point the termination mechanism takes over.
Mechanism Model: Figure 6.9 shows a flow chart of the execution of the VM
termination mechanism. The termination is shown in terms of three phases. In (A),
the hardware first clears the memory pages used by the VM. Our mechanism triggers
the page table walking hardware to obtain the data for each page from the page table;
the output of the page table walking is the two addresses (GPA and MA) and the
flag bits (Flags) for each page, shown in shaded portions in Figure 6.9. The machine
addresses of the VM’s pages are used to clear the memory and as indexes into the CIP
table to clear appropriate entries. In (B), the hardware frees the memory that was
occupied by the page tables. In (C), the memory pages holding pre-CIP are freed.
In (D), the TEC table entry is cleared and hypervisor resumes with the VM having
been terminated.
Mechanism Description: When the VM is ready to be terminated, the hypervisor has to issue the vm terminate instruction. If it does not, it remains locked
out of the protected memory. When the VM is suspended, the hypervisor issues
this instruction and the VM terminate mechanism takes over. The instruction will
return to the hypervisor once all the memory is scrubbed and the memory pages are
un-protected.
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Figure 6.9: Model of VM Terminate Mechanisms. MA refers to the machine addresses,
while GPA refers to guest physical addresses.

(A) The page table walking hardware is triggered to get machine addresses of
the VM’s memory pages. The start of the page tables is located using the machine
address in the VMp2m register. First, the page directory is read, following by reading
the actual page table entry for each page. The output of the page table walking
hardware is the GPA and MA addresses and the Flags. For page removal only the
MA is used, and it gives the address of the machine memory to scrub. Once the
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memory is scrubbed, the machine address is used to index into the CIP table to clear
the appropriate entry. (B) Once the VM’s memory pages are cleaned, the memory
holding the page tables themselves is cleaned. For each machine page holding the page
tables, the hardware reads the page’s machine address, scrubs the page and clears
the corresponding entry in the CIP table. This makes the page available for use.
(C) Next, the same is repeated for the memory holding the pre-CIP data. For each
machine page holding the pre-CIP data (starting from page pointed to by the VMprot
register), the hardware scrubs the page and clears the corresponding CIP table entry
to make the page available. Since both guest physical to machine memory mapping,
and the requested protections from pre-CIP are known to the hypervisor, no memory
scrubbing is needed. (D) To finish the VM termination, the TEC table entry for the
VM is cleared.
Security Invariants: Since there are writes (to the CIP tables to clear them) the
integrity invariants need to check if the subject is permitted to do the write or is the
written data marked such that it can later be identified (Mech-Inte-2). Our invariant
is that the writes to CIP come from our hardware mechanisms. No protections are
being added, so the other integrity check we defined is not needed (Mech-Inte-1).
Since the VM termination involves freeing data, the invariants need to check
that all sensitive data is scrubbed (Mech-Conf-3). Our invariant is that the “visited scrub state” variable in the model is true when the state, where a CIP table
entry for a page is cleared, is entered. The variable is reset in the state that clears
the CIP entry. No protections are being added, nor is data read from protected memory so the other confidentiality checks we define are not needed (Mech-Conf-1 and
Mech-Conf-2).
Verification Results: The checks for integrity are based on the modeling of
writes to the CIP tables (either by trusted hardware or untrusted entity). Since the
model correctly aborts if any write is by untrusted entity, the Mech-Inte-2 invariant
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passes. Confidentiality invariant (Mech-Conf-3) passes as the memory scrub state is
always visited before a CIP entry is cleared.
Verification Complexity: The Murphi verification file for this mechanism took
about 400 lines of code. Executing the Murphi code resulted in 18 states being visited
and 19 rules firing. Model execution time was 0.8s (see Table 6.2).

6.8

Verification Discussion

The verification of the HyperWall’s external protocols, internal interactions, and security mechanisms has raised our confidence in the design. The original design had
a few oversights and the security verification successfully found a flaw with the HyperWall design presented in [165]. Through the verification, we were able to identify
these and update the design. The benefits of the security verification are discussed
below, followed by a summary of the Murphi models and the verification effort.

Security Discussion
Building the models of the external protocols and internal interactions forces the
designers to think carefully about the security aspects of their design. This is already
a first benefit of performing security verification: designers need to clearly specify how
the components interact and what values are communicated between them. Once the
specification is made, our security verification methodology takes care of the tedious
analysis of the external protocols, internal interactions, and the security mechanisms
to look for potential attacks.
As an example, failure of the original model of the VM suspend & resume protocol
led us to uncover the nuanced problem due to a replay attack. The original design had
specified that a nonce provided by the customer (and included in the trust evidence
measurements) would prevent replay attacks. However, when modeling the internal
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interaction due to VM suspend & resume, the verification of the model failed, pointing
out that the “nonce” value was not updated during the suspend and resume operation,
thus not providing replay protection. We uncovered this problem and suggested that
it can be solved as follows: instead of using registers to store the nonce, a new field in
the TEC tables was defined and there a dedicated nonce for VM suspend & resume
was stored.
A related problem was about the trust evidence data, previously also only stored
in registers. Stale trust evidence data could have been sent back to the customer, if
before VM resume the data written to the registers contained old replayed values (as
there was no nonce to prevent replay). We then also proposed a change to use the
hardware-only memory for storage of VM state, including the trust evidence data.
Because the data is now stored in hardware-only accessible memory, the hypervisor
is not able to modify it. Data for each VM can also be easily accessed as the VID can
be used as an index into this reserved memory. This is how the TEC Tables (Trust
Evidence and Configuration Tables) in HyperWall’s updated design were motivated.
Similarly, the VM suspend & resume problem
Through our definition of a security verification methodology, we are able to verify
the important external protocols and internal interactions of an architecture, and
complement the functional verification of the mechanisms of trusted hardware with
our security checks. Our methodology for invariant generation allows non-security
experts to perform security verification of their hardware architectures, using familiar
tools such as Murphi, which are already familiar to them. We showed how to expand
the stock Murphi with new integrity, and also confidentiality, invariants. Murphi
contains syntax for expressing invariants, but gives no guidance on what the invariants
should be – one of our contributions is the systematic definition of security invariants
for integrity, and also confidentiality. While HyperWall served as our case study,

297

Jakub Szefer, "Architectures for Secure Cloud Computing Servers," Ph.D. Dissertation, Princeton University, May 2013.

this methodology is applicable to other architectures as well. Moreover, it has good
performance, as discussed below.

Verification Summary
The collected results for the verification of the different external protocols, internal
interactions and security mechanisms are shown in Table 6.2. In the table we list
each model, followed by the lines in the Murphi file, states explored, rules fired and
model-checking runtime. Lines of verification file includes comments and commentedout code, which can be useful for clarifying modifications made when ensuring that
a protocol passes verification, so this is reported rather than source lines of code
(SLOC). The code was not optimized for minimal size.
The Murphi states explored are a function of the variables that define a component’s states and the values passed between the different components. Murphi states
represent internal states of the model and should not be confused with components’
states that are being modeled. Internally, Murphi keeps track of all the variables
(which may represent messages, states of the modeled protocol, etc.) and these variables from the state space of the Model. The Murphi rules fired are a function of the
number of components and their states as well as the number of untrusted components
and the different values they can attempt to fabricate or replay. Model execution time
is the run time of the verification of each model on a commodity Dell R610 system
with Linux OS and CMurphi 5.4.4. The models were run with options -tv -ndl
-m1000. The -tv writes a violating trace (if an invariant fails), and the -ndl disables
the checking for deadlock states (if a model seems to run for an extended period of
time, deadlock checking can be re-enabled to ensure that the model is not stuck).
For the external protocols and internal interactions, there is a strong correlation
between states, rules and runtime. The features which most strongly influences the
number of rules fired are the number of states in the modeled interaction and the
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Table 6.2: Summary of the verification models. Model type refers to one of the three
types (EP, II or SM) defined in Table 6.1.
Model

Type

Lines
of File

Num.
Rules

VM Startup
VM Secure Channel
VM Suspend & Resume
VM Trust Evidence
VM Launch
VM Mem. Update
VM Terminate

EP
EP
II
EP
SM
SM
SM

1159
1332
1054
1081
462
687
417

7
10
11
7
17
28
16

Num.
Untrusted
Comp.
1
1
1
1
n/a
n/a
n/a

States
Explo-red
6216
888
5040
136
19
40
18

Rules
Fired
11404
1644
15156
252
21
48
19

Run-time
(sec.)
0.8
0.3
0.5
0.2
0.6
0.7
0.8

number of untrusted components and values, which can cause an attack. By modeling
individual external protocols and internal interactions we are able to keep the states
and rules of a model low, resulting in a shorter run-time for each model, avoiding the
state explosion problem of model checkers.
Security mechanism models (last three rows in Table 6.2) have about twice as
many rules as the external protocol or internal interaction models, but the mechanism
models use many fewer rulesets and variables. While the states explored and rules
fired are lower, there are more rules that need to be evaluated which causes the model
execution time to remain about the same.
Compared to our initial work [184], which also looked at security verification of
architectures, applying this new method to HyperWall showed better results. Application of our new method reduced the number of Murphi states explored and rules
fired in models by about 10x. The runtime is also reduced, but still on the order of
1 second for each verification run.

6.9

Summary

In this chapter we presented a case study where we applied our security verification
methodology to the HyperWall architecture. We showed how the methodology results in Murphi models of the external protocols, internal interaction, and security
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mechanisms which are on the order of 1000 lines. The models execute in the time
frame on the order of 1 second each. Moreover, the verification efforts and applying
our methodology resulted in the discovery of two flaws with the original HyperWall
design (need a nonce to prevent replay attacks during VM suspend & resume, and
need to move storage of trust evidence data to the hardware-only accessible memory,
i.e. the new TEC tables).
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Chapter 7
Conclusion
Protecting virtual machines is of paramount importance today, especially with the
shift in the computing paradigm toward cloud computing. In cloud computing, users
have no control over system management software, including the hypervisor on the
remote system, or the hardware platform itself where their virtual machines run.
Moreover, malicious users could have their virtual machines co-located on the same
server. The malicious virtual machines could attempt to compromise the hypervisor, and now the malicious or compromised hypervisor could attack other virtual
machines. This dissertation explored hardware-software security architectures that
focus on providing improved confidentiality and integrity protections for virtual machines in such scenarios. New protections, such as our proposed architectures, are
needed to secure the virtual machines. In the design of the architectures we have
tackled one of the most difficult threats to defend against, that of a compromised or
malicious hypervisor.
In Chapter 3, we presented hypervisor-free virtualization, realized in our NoHype
architecture, which showed how to eliminate a large attack surface due to the hypervisor, while still maintaining support for running multiple virtual machines simultaneously and supporting the Infrastructure-as-a-Serivce cloud computing model. We
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exploited numerous performance-oriented hardware extensions to allow virtual machines more control over the hardware while maintaining isolation. NoHype leveraged
the existing hardware for virtualization performance and reused this for security purposes instead. Its goal was to remove run-time interaction between virtual machines
and the hypervisor, allowing for the removal of the active hypervisor, after VM resources have been assigned. This denied attackers the opportunity to compromise
the hypervisor and greatly reduced the attack surface during the VM’s runtime.
Chapter 4 took a step further with hypervisor-secure virtualization and the HyperWall architecture, exploring how more functionality could be provided by keeping the
hypervisor while removing it from the trusted computing base, in order to maintain
the confidentiality and integrity of the virtual machines’ memory. We introduced
hardware-only accessible DRAM, a flexible means to store protection information
about the virtual machines’ memory. With the new protection hardware, an (untrusted) hypervisor can be kept active for management and perform various useful
functions, such as memory ballooning, during VM’s runtime. Meanwhile, the hardware enforces confidentiality and integrity protection for a virtual machine’s memory
according to the customer’s specification. Because we used an isolation-based approach, we achieved good performance as, for example, there was no overhead for
memory decryption and encryption during the run-time of the virtual machines. In
addition, we introduced hardware trust evidence to attest the correct virtual machine
initialization and run-time functioning of the hardware protection mechanisms.
In Chapter 5, we tackled the unsolved problem of security verification of hardwaresoftware security architectures. Since attacks can occur during the interaction between trusted and untrusted components, we were able to develop a general methodology for systematically verifying parts of the architecture by introducing the notion
that the security verification should focus on external protocols and internal interactions involving untrusted components. We also showed how to perform security
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verification of security mechanisms. Key to the verification is our security invariant generation methodology that allows for the systematic generation of invariants.
The invariants check for potential attacks based on the specification of the untrusted
components’ attack capabilities. We focused on using tools familiar to architects, and
designing methodology that non-security experts could use to check secure architecture designs.
In Chapter 6, we applied our security verification methodology to the HyperWall
architecture. We showed how the methodology results in reasonably sized models
(around 1000 lines of Murphi file per model) and excellent model runtime, on the
order of seconds. A flaw in the original HyperWall was discovered thanks to the
application of our verification methodology.

7.1

Opportunities for Future Work

There are a number of possible future research directions that can be extended beyond
this dissertation. The two new architectures presented in this dissertation were based
on exploration of a two-dimensional design space shown in Figure 1.7 in Chapter 1.
A different classification of a hypervisor’s capabilities (e.g. one involving networking
or peripheral support) could bring further insights into designing new architectures.
Within our classification, below we list some of the interesting future work ideas from
each chapter.

7.1.1

Hypervisor-Free Virtulaziations

Our work in Chapter 3 on NoHype aimed to implement a more secure system without
the need to introduce new hardware. Nevertheless, a number of small modifications
to existing hardware could make future NoHype-like systems even better. These are
summarized below.
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Manycore Interrupt Subsystem: In Chapter 3 we provided our suggestions
for re-designing multi-core interrupt subsystem. As microprocessor designs are moving towards many-core paradigm, interesting future work is on further redesigning
the interrupt management for such new chips. Many-core design may include more
software control, for example, over cache coherency or interrupts. Research could
look at how to design many-core interrupt subsystem for scenarios where there may
be no all-powerful hypervisor to control it, and how such a subsystem would look like.
Improving Clocks and Timers: Being able to tell time is a crucial part of
system management (e.g. OS time sharing the processor core among multiple applications). Today, the hypervisor manages the clock and timer sources and emulates
the timers for the VMs. With direct assignment of the processor cores to VMs in
NoHype, the VMs can access the timers on the core. Still, however, these are only
coarse-grained timers and OSes sometimes need access to fine-grained timers like those
provided by the HPET (high-precision event timer) hardware [8]. However, HPET
only provides a limited number of timers in hardware. While NoHype and VMs can
run without each VM having its own HPET timer, it would be beneficial to have
hardware support for many high-precision timers that can each be easily dedicated
to a different VM.
Improving Trapping of Privileged Instructions: Certain privileged instructions can be trapped by the OS or the hypervisor when executed. Today, within the
virtual machine control structure (VMCS), the trapping of various instructions can
be set via a bit mask to determine if execution of the instruction should cause a VM
exit to the hypervisor code. But there is no method to be able to instead conditionally cause a trap to the OS, rather than the hypervisor. This would allow some of
the instructions, such as CPUID to be conditionally handled by the guest OS. Our
NoHype prototype implementation included specific solutions to avoid use of certain
instructions and do all the system discovery at the boot up time (when instructions
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such as CPUID were used). Letting the OS handle some of the instructions so that it
can use them to convey system information to the applications, for example, would
further simplify future NoHype implementations.
Improving Interfaces for Hardware Virtualized Devices: Single-Root I/O
Virtualization (SR-IOV) [21] is a standard for PCI Express devices and is one of the
pieces that allows one physical device to advertise itself as multiple devices on the
peripheral bus. Part of the functionality of virtualized I/O devices relies on interaction between virtual functions (controlled by the guest OS) and physical functions
(controlled by the hypervisor). Such interaction necessitates privilege code that can
handle any events in the physical functions. Being able to pre-configure the virtual
functions and not require interaction with the physical functions during runtime would
allow for more robust, isolated VMs. Today, NoHype systems are limited in some
networking capabilities as operations requiring communication to a physical function
are disallowed.

7.1.2

Hypervisor-Secure Virtualization

HyperWall architecture is only the first step in realizing hypervisor-secure virtualization. There are a number of interesting research projects which could derive from our
work. In addition to any future simulation-based work, an FPGA implementation of
HyperWall architecture would be a useful future work. We have explored a number of
FPGA-related projects [162, 166] which could aid in realizing HyperWall on FPGA,
but this was not further discussed in the dissertation.
General-Purpose Hardware-only Accessible DRAM: We introduced the
hardware-only accessible DRAM memory, which was used to store protection information. The hardware-only accessible DRAM is a general-purpose mechanism. It
would be worth exploring what other purpose this mechanism can be applied to,
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such as replacing special purpose memories introduced in other architectures with
our hardware-only accessible DRAM.
Trust Evidence and Security Power-On Self Test: One of the key assumptions of HyperWall is that the hardware is correct. While we do have to trust something, it would be desirable to be able to measure the hardware to see if it is indeed
implementing correct mechanisms. Just as the TPM can provide a signature of the
software (to later compare if it matches a known good binary), the hardware could
be measured in the same manner. One potential idea is to use the Power-On Self
Test (POST). At system boot up, POST already checks the functionality of a number of components. It could be extended with security focused checks to see if the
new security hardware is behaving correctly. Fruitful research could be on detecting
if correct functionality is present and also if it is working as expected. For example,
a secure cache [175, 176] could be implemented, but if its source of randomness is
bad, then its operation will not be as expected. Ideas from hardware metering work
[99, 31] could be leveraged for some of the measurements.
Trust Evidence and Security Performance Counters: As the VM runs, the
customer needs to be able to verify that the protections are still correctly specified.
Trust evidence generation already presented in HyperWall requires the microprocessor
to generate measurements of the VM and the protections. These measurements are
then signed by the microprocessor and sent to the customer (e.g. via the hypervisor
reading them from read-only registers and sending them to the customer). During run
time, current protections as well as any violations of the protections (i.e. the number
of attempts by the hypervisor to access protected memory) are kept track of by
the microprocessor and reported to the customer. Just like today’s microprocessors
have many performance counters, many security-related aspects of the protections
could be measured. For example, the number of failed memory updates to see if the
hypervisor tried to install a new memory mapping that had some problems. Also, so
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far the presented trust evidence only measures operations which were blocked by the
hardware (i.e. the blocked attempts to access protected memory). It would also be
useful to measure total operations in additions to the blocked ones. For example, 1
attempted memory violation out of 1000 is much different than 1 out of 10. Utilizing
the existing or new performance counters in advanced microprocessors for security
measurements is also a good research topic.
Encryption-based Memory Protection: Unlike many previous architectures,
HyperWall did not use encryption to protect the main memory contents. Rather,
thanks to the CIP tables and the new hardware, we were able to isolate and protect each VM’s memory by denying hypervisor or DMA accesses to that memory.
Encryption-based isolation, however, could allow the hypervisor to access encrypted
memory pages. This would not reveal any information about the code or data. Alternative designs that could be explored could be based on encryption of the memory
pages, and allowing hypervisor access to encrypted pages to perform migration. In
particular, the performance overhead of having the encryption needs to be evaluated
and different encryption schemes could be explored. An interesting issue is how a hypervisor could perform VM migration if it did have access to the encrypted memory
of the guest VMs.
Hardware Support for VM Migration: Performing VM migration with dedicated hardware is another issue which could be explored. A feature which many
customers are looking for is low-overhead VM migration. In VM migration, a VM is
relocated from one physical server to another. The most desirable form of migration
is live migration wherein the VM is migrated without pausing it for a long disruption
(there is always, however, a small time period where the VM is unavailable during
the final phase of the migration). The VM migration can be achieved through the use
of self-migration, or by hypervisor-assisted migration. For HyperWall, we have opted
for self-migration [100], which involves the guest OS itself performing the migration
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tasks. This does not require involvement from the hypervisor. In self-migration, the
customer can simply start a second VM, verify that it has started correctly with the
desired protections. Only then, the customer’s two VMs need to cooperate to perform
the migration. Moreover, with HyperWall, the hypervisor is untrusted and needs to
be prevented from seeing the protected pages of the VMs, which is achieved with self
migration.
This does, however, cause the customer to be involved in the migration and have a
guest OS that supports such features. An interesting alternative would be to support
migration in hardware. If the hardware, perhaps via a special network card, could
facilitate the migration, the hypervisor could still be treated as untrusted. Devices
already have direct memory access (DMA) capabilities which allow them to read the
memory. Beyond migration of the VM’s memory, migration of the storage is simple.
The encryption keys for protected disk storage are already inside the VM’s protected
memory so they would be safely transferred as these memory pages are copied from
source to target machine. Live migration of peripheral device state, e.g. the GPU
which is being used by the VM, is also an open issue that has not been addressed by
researchers yet.

7.1.3

Security Verification

The security verification methodology presented in Chapter 5 is a first step in defining
a methodology for verifying the security properties provided by hardware-software
security architectures. Further additions could be explored to help automate the
security verification or to help improve the coverage.
Automating Security Verification: In our work, we presented heuristics for
specifying security invariants. These, however, had to be manually translated into the
Murphi code to actually run the verification. One useful work would be on automating
the process. The Murphi tool could be further extended to have the checks built308
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in, so that architects only need to write the model, and the actual invariants are
automatically added.
Extending Security Verification to More Attack Types: We have designed
security invariants for attacks on confidentiality and integrity. We also focus on
attacks that involve explicit communication between untrusted and trusted components, through channels that have the largest bandwidth. There are, however, other
means for untrusted components to attempt to break the security, such as through
side-channels or covert-channel which can breach confidentiality. Interesting future
work could look at how to design security invariants for such attacks.
Protocol Composition: Our work has focused on individual protocols. This,
however, cannot be used to make statements about the security of the composition
of the protocols. Previously, Protocol Composition Logic (PCL) has been proposed
[64] and such work could potentially be combined with our methodology, as it also
used Murphi.
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Appendix A
Acronyms and Terms
This appendix provides explanation of number of acronyms and terms used in this
dissertation. Table A.1 lists the acronym or term name and has a brief explanation
of each.

Table A.1: Table of acronyms and terms used in the dissertation.
Name

Description

ACPI

Advanced Configuration and Power Interface – a standard
which provides interfaces for hardware discovery, configuration and management.

APIC

Advanced Programmable Interrupt Controller – a device responsible for controlling how interrupts are delivered to the
processor for handling.

ASIC

Application-Specific Integrated Circuit – an integrated circuit designed for a special purpose, such as hardware video
decoder.

Continued on next page
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Table A.1 – continued from previous page
Name

Description

BDF

Bus Device Function – is specification of addressing devices
in PCI configuration space: 8-bit PCI bus, 5-bit device, and
3-bit function numbers are used to find devices on the PCI
bus.

BIOS

Basic Input and Output System – a piece of software which
is first to run when a compute system boots up.

CIP

Confidentiality and Integrity Protection – a new type of hardware access control table introduced in HyperWall architecture.

CMOS

Complementary Metal-Oxide-Semiconductor – an integrated
circuit manufacturing technology.

CPU

Central Processing Unit – an older name for the microprocessor, the hardware which is responsible for executing instructions in a computer system.

Dom0

Domain 0 – a privileged management VM in Xen hypervisor.

DRAM

Dynamic Random-Access Memory – main memory of the system, contents is lost when power supply is removed.

EPT

Extended Page Tables – an Intel virtualization technology for
the memory management unit (MMU), it allows OSes to control the virtual to guest physical memory translation while
the hypervisor controls the guest physical to host physical
memory translation; EPT provides hardware for automatically traversing the page tables to find the translation.

Continued on next page
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Table A.1 – continued from previous page
Name

Description

FPGA

Field-Programmable Gate Array – an integrated circuit which
can be reconfigured after manufacturing, often it is used for
prototyping hardware.

HDD

Hard Disk Drive – a computer hardware for storing persistent
data, often on a magnetic medium.

HPET

High-Precision Event Timer – developed by Intel, a set of
high-precision timers available in modern computer chipsets.

Hypervisor

A system software running at privilege level of ring -1, it has
control over operating systems.

HVM

Hardware Virtual Machine – a term used to describe number
of hardware technologies that provide support for efficient virtualization in hardware, this hardware helps run unmodified
guest OSes inside the VMs.

IaaS

Infrastructure-as-a-Service – a cloud computing model where
the customers provide their one OS and applications.

I/O

Input and Output – a generic term for communication coming into a computing system or going out of the computing
system.

I/O MMU

Input/Output Memory Management Unit – a device responsible for controlling access to memory from devices, for example
it can limit which memory pages certain devices can read or
write to.

Continued on next page
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Table A.1 – continued from previous page
Name

Description

IPI

Inter-Processor Interrupts – a mechanism for sending interrupts from one processor core to another, it can be used by
OS or VM running on multiple cores to coordinate operations
on the multiple cores.

KVM

Kernel Virtual Machine – a popular Type-2 open-source hypervisor.

LVT

Local Vector Table – a table in the local APIC which determines the interrupt vector number that should be triggered
when a hardware interrupt on one of the two input pins of the
local APIC is asserted.

MMU

Memory Management Unit – a device responsible for handling
memory accesses from the processor.

MSI

Message-Signaled Interrupts – an interrupt signaling mechanism in PCI Express standard where the interrupts are signed
via message on the I/O bus, rather than requiring using extra
wires and pins on the interrupt controller.

NIC

Network Interface Card – a I/O device used to connect to
external network, such as a local area network.

NMI

Non-Maskable Interrupt – an interrupt signal that cannot be
masked or ignored in most circumstances, often associated
with critical events or hardware errors.

NTP

Network Time Protocol – a network protocol for synchronizing
time with a remote (time) sever.

Continued on next page
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Table A.1 – continued from previous page
Name

Description

OS

Operating System – system software running a privilege level
of ring 0, it has control over applications.

PaaS

Platform-as-a-Service - a cloud computing model where the
provider provides OS and the customers only need to provide
their own applications to run on top of it.

PCI

Peripheral Component Interconnect – a system bus used to
connect peripherals, PCI Express is the newer standard.

PCR

Platform Control Registers – registers inside Trusted Platform
Module which store the cryptographic measurements of the
software.

PIT

Programmable Interval Timer – a hardware device which can
be used to generate interrupts at pre-set time intervals.

Privilege

A software’s privileges are traditionally defined in terms of

Rings

ring number, lower ring number indicates more privileges.

RTC

Real-Time Clock – a hardware component for keeping track
of current time, it is backed by a batter so it can keep time
when the system is off.

SaaS

Software-as-a-Service – a cloud computing model where all the
software is provided by the cloud provider, customers only get
access to this software.

Continued on next page
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Table A.1 – continued from previous page
Name

Description

SLA

Service Level Agreement – an agreement between cloud customer and the cloud provider which specifies what resources
the customer is to gain access to, and often has provisions
for specifying quality of service that the customer should also
receive.

SLOC

Source Lines of Code – a count of number of lines of code
in a program, this is one measure to compare complexity of
different pieces of code.

SMI

System Management Interrupt – a special hardware interrupt
that triggers entrance to SMM, usually it is not maskable as
it often is used for power or cooling.

SMM

System Management Mode – a term specific to Intel hardware, describing a special operating mode originally intended
for handling power management or other system hardware
control, it has restricted functionality but is even more privileged than the hypervisor.

SR-IOV

Single-Root I/O Virtualization – a PCI Express standard that
allows devices to be virtualized in hardware, i.e. single “physical” device that is plugged into a PCI Express bus looks like
many devices to the other components of the system.

SSL

Secure Sockets Layer – protocol for securing network communications, based on public-key cryptography.

Continued on next page
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Table A.1 – continued from previous page
Name

Description

STM

SMI Transfer Monitor – a proposed update to the way handler
code for SMIs should work, designed as a response to SMM
security breaches.

TCB

Trusted Computing Base – a specification of the software and
hardware (and networking) which is trusted for correct operation of the system.

TLB

Translation Lookaside Buffer – an on-processor storage location used to cache recent memory address translations to
speed up operation of the system.

TLS

Transport Layer Security – a successor to SSL.

TPM

Trusted Platform Module – a commercially available coprocessor used to store cryptographic measurements of the
software running on the platform, and to digitally sign these
measurements as a form of attestation.

TSC

Time Stamp Counter – an on-processor registers for counting
processor cycles since reboot, TSC combined with the knowledge of how long one processor length can be used to count
time.

TSM

Trusted Software Module – a piece of trusted code that is
protected from other software.

Type-1 VMM

Term often used to describe virtualization solution where the
hypervisor is running directly on hardware, also called baremetal virtualization.

Continued on next page
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Table A.1 – continued from previous page
Name

Description

Type-2 VMM

Term often used to describe virtualization solution where the
hypervisor is running inside a host OS, also called hosted virtualization.

VGA

Video Graphics Array – an older generation video display
hardware, used by default by most OSes to provide graphical display to the user.

VM

Virtual Machine – a logical bundle of an OS and applications;
virtualization software such as a hypervisor creates the abstraction that each OS is running on its own machine, hence
the name “virtual machine.”

VMM

Virtual Machine Monitor – an alternate name for the hypervisor; VMM creates the abstraction for virtual machines and
provides its isolation from other VMs on the same physical
system.

VMID

Virtula Machine ID – an ID used to identify a VM, in context
of HyperWall architecture this is an unique ID assigned to a
VM by the hardware when it a VM launched, and later used
for tracking protections.

VNC

Virtual Network Computing – standard and software for sharing a graphical desktop among different users, used to remotely view the desktop when a user has no access to physical
display.

Continued on next page
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Table A.1 – continued from previous page
Name

Description

VT-d

Virtualization Technology for Directed I/O – Intel’s solution
and hardware support for isolating and restricting device accesses, I/O MMU is part of the solution.

Xen

A popular Type-1 open-source hypervisor software used by
companies such as Amazon.
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